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To the wild birds,
whose mere shadows are captured here



Preface

This book builds the foundation for, and constructs upon it, a theory of ecology

designed to explain a lot from a little. By “little” I mean only inferential logic

derived from information theory. And by “a lot” I mean the ecological phenomena

that are the focus of macroecology: patterns in the partitioning of space and energy

by individual organisms and by species in ecosystems.

Parts I–III are foundational. Part I is epistemological, describing the roles and

types of theory in ecology and setting forth the concept of the logic of inference.

I give special attention here to varying views concerning the role of mechanism in

science. Part II is a self-contained primer on macroecology. I provide an extensive

review of the field, covering the questions asked, the metrics used, the patterns

observed to prevail, applications in conservation biology, and the broad categories

and examples of theories advanced to explain those patterns. In Part III, I teach the

maximum entropy (MaxEnt) method of inference from information theory, clarify

the connection between information entropy and thermodynamic entropy, and

discuss previous applications of the maximum entropy method in fields other than

ecology.

In Part IV, I construct the MaxEnt Theory of Ecology (METE),1 derive its

predictions, and compare them to empirical patterns. In Part V, I draw connections

between MaxEnt and other prominent ecological theories such as metabolic theory

and the neutral theory of ecology. I also review other approaches to applying

MaxEnt in ecology and potential applications of METE to problems in conservation

biology. In the last chapter of Part V, I describe “loose ends” and possible ways to tie

them up. METE is a static theory in which patterns in the abundance, distribution,

and energetics of species in an ecosystem at any given moment in time derive from

the instantaneous values of a small set of quantities, called state variables. As a

possible extension of METE, I propose a way to construct a dynamic version, in

which the time dependence of state variables can be predicted. Other unresolved

issues are described and a set of research topics are suggested that I hope inspire

some readers to engage in the effort to further advance the theory.

1 Mete: (mēte) vt: to measure out appropriately, allocate.



My primary aim is a textbook that will provide readers with the concepts and

practical tools required to understand (and contribute to) a rising area of science,

generally, and macroecology in particular: the MaxEnt method. While the book’s

topical focus is a theory of macroecology based on the concept of maximum

information entropy, I will evaluate the success of the book by the number of its

readers who become empowered to use the methods described in it for any purpose

whatsoever.

Exercises for the reader are provided at the end of each chapter. More difficult

ones are noted with a * or a * *, with * * reserved for problems of term-paper

magnitude or beyond. Some of the exercises involve just filling in steps in deriva-

tions or are qualitative discussion topic suggestions.

Used as a textbook for a one semester graduate seminar or lecture course covering

topics in theoretical ecology, macroecology, and maximum entropy methods, in-

structors might find it reasonable to have students read and discuss Part I for the first

week of the course. Because Part II introduces many quantitative concepts and

methods that may be unfamiliar to students, it will probably require four weeks

for adequate coverage of the material, two weeks for each of Chapters 3 and 4. Part

III can be covered in two more weeks—one week to deal with the concepts in

Chapter 5 and one to go over examples of MaxEnt calculations as described in

Chapter 6. Three weeks on Part IV should be sufficient, with most of that time

devoted to Chapter 7. Part V could be covered in as little as two weeks, assuming the

material in Chapter 11 is not used to launch student research projects. If the class

chooses to conduct term projects based on the suggestions in Chapter 11, an

additional two or three weeks could be set aside for that, adding up to a 14 or 15

week course.

By way of warning, the subject matter herein contains material of a mathematical

nature. To allow the reader to exercise discretion, truly f(x)-rated material, such as

difficult derivations, is set aside in boxes and Appendices for the mathematically

prurient. Their ecological content is explained in the main text, so that reading and

understanding them is not essential to understanding concepts, or to being able to

use the theory. To assist users, I explain, and provide explicit directions for using, a

variety of computational tools to work out and compare with data the predictions of

theory.

Two sources of funding, the US National Science Foundation and the Miller

Foundation, provided me with the opportunity to develop many of the ideas herein.

Much of the material is based upon work supported by the National Science

Foundation under Grant No. 0516161.

I am indebted to numerous people for inspiration, technical advice, and occasional

harsh criticism (without which I would have included material here that I would

surely come to regret). First, I thank my current and former graduate students who

have worked with me in the development and testing of ecological theory; they

include Danielle Christiansen, Erin Conlisk, Jennifer Dunne, Jessica Green, Ann

Kinzig, Justin Kitzes, Neo Martinez, Erica Newman, Annette Ostling, and Adam

Smith. Two postdocs made invaluable contributions as well: Uthara Srinivasan and
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Tommaso Zillio. Others, whose insights have hugely enriched my understanding of

macroecology or maximum entropy, include Drew Allen, Jayanth Banavar, Luis-

Borda de Agua, Jim Brown, Rick Condit, John Conlisk, Fred Cummings, Roderick

Dewar, Brian Enquist, Jim Gillooly, Patty Gowaty, Ken Harte, Fangliang He,

Stephen Hubbell, R. Krishnamani, Bill Kunin, Amos Maritan, Pablo Marquet,

Brian McGill, Shahid Naeem, Jeff Nekola, Graham Pyke, Mark Ritchie, Michael

Rosenzweig, Jalel Sager, Ida Sognnaes, David Storch, Geoffrey West, and Ethan

White. Many people associated with Oxford University Press have been critical to

the production of this book. Ian Sherman, Jennifer Dunne, Helen Eaton, Muhammed

Ridwaan, Abhirami Ravikumar and Jeannie Labno deserve special thanks for their

vision, effort, and skill.

While I cannot thank them all, there are thousands of professional ecologists,

indigenous people, and volunteers who have over the years made this work possible.

They are the census-takers, the counters of plants and animals who have laboriously

set up gridded landscapes or walked transects, scoured the ground or the tree tops,

watched and listened, pored through taxonomic keys, and entered data that I have

used to test theory. I am quite sure that the rewards they obtained from close

encounters with the living treasures of our planet more than make up for the absence

of anything but a generic thanks from me.

Both my daughter, Julia, and my wife, Mel, have been patient and critically

responsive to my Ancient-Mariner-like efforts over the past few years to explain

maximum entropy to them, thereby allowing me to understand it better. The love

and support my family has provided is immeasurable.

Finally, while I never had the honor to meet Edwin Jaynes, he probably deserves

the most thanks of all. His papers developing the concept of maximum information

entropy are brilliant; during the course of writing this book there were many times I

found myself wishing I could talk to him in person.
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Glossaryofsymbols

For symbols used to designate macroecological metrics see Tables 3.1a, 3.1b, 3.2.

A0: the area of an ecosystem in which we have prior knowledge

A: the area in which we seek to infer information

N0: the total abundance of all species under consideration in an A0

S0: the total number of species under consideration in an A0

E0: the total rate of metabolic energy consumption by the N0 individuals in an A0

n0: the abundance of a selected species in an A0

n: a variable describing the abundance of a species

nmax the abundance of the most abundant species in a community

r rank, as in a rank-ordered list of abundances

D: a geographic distance

L0: the total number of links in a network

l: a variable describing the number of links connected to a node (usually a species) in
a network

x e�lP

e: a variable describing the metabolic rate of an individual

e�: average metabolic rate of the individuals in a species

l1: Lagrange multiplier corresponding to the constraint on R(n, e) imposed by average
abundance per species

l2: Lagrange multiplier corresponding to the constraint on R(n, e) imposed by average
metabolic rate per species

lP Lagrange multiplier corresponding to the constraint on P(n) imposed by average
number of individuals per cell.

b: l1 þ l2
s: l1 þ E0 · l2
g: l1 þ e · l2
sSB Stefan–Boltzmann constant (5.67 � 10�8 watts per m2 per (degree K)4



Acronymsandabbreviations

CCSR cross-community scaling relationship

CLT central limit theorem

EAR endemics–area relationship

GMDR global mass–density relationship

IMD individual mass distribution

LMDR local mass–density relationship

log logarithm with base e (i.e. the natural log)

MAR mass–abundance relationship

MaxEnt maximum information entropy

METE maximum entropy theory of ecology

MST metabolic scaling theory

NBD negative binomial distribution

NTE neutral theory of ecology

pdf probability density function

RPM random placement model

SAD species–abundance distribution

SAR species–area relationship
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1
Thenatureoftheory

This chapter addresses the question: What do we mean by a theory of ecol-
ogy? To answer that question, we must f|rst answer several others: What is a
theory? What are the special challenges ecology poses for theory building
and testing? Does theory have to be based on mechanisms to be scientif|c?
What do we actually mean by ' 'mechanism ¤ ¤ ? Can theories based on manifestly
incorrect assumptions be of value in science? We will address these and other
questions here, and emerge with a sharper idea of the nature of the theory
to be developed in the subsequent chapters.

1.1 What is atheory?

The term “theory” is used by scientists to describe their most advanced systems of

knowledge. Thus we have the theory of evolution, the atomic theory, the theory of

relativity. This is quite different from the colloquial, sometimes foolish, use of the

term, as in “I have a theory that climate scientists are engaged in a conspiracy to fool

the public.” Systems of knowledge deserve to be called scientific theories when

three criteria are met.

1.1.1 Falsif|ability

A theory can be tested; practical criteria exist by which the theory can be widely

agreed to have been disproven. It is the clarity of its predictions, not necessarily the

reasonableness of its assumptions, that allows falsification. An implication is that a

scientific theory can never be proven. One can never perform all possible tests of a

theory and thus there is always the possibility that a test will someday be performed

that will contradict the predictions of even evolutionary theory, the atomic theory, or

relativity. While scientists are not holding their breath in anticipation of that

happening, the possibility that it could happen is the hallmark of science in general

and scientific theory in particular. In a nutshell, theory must “stick its neck out”! Any

theory builder is a risk taker because theory must be destructible.

A consequence of the above bears remembering if you encounter deniers of

evolution or of the science of climate change: when you hear them say that evolution

or global warming science are only theories and have never been proven, don’t

argue. Taken literally, they are correct. But you might help them overcome their



misunderstanding of what science is about! Scientists can’t prove their theories; they

can only disprove, or improve, them.

1.1.2 Comprehensiveness

A theory predicts the answers to many different kinds of questions that can also be

answered with experiments and observations. The predictions are applicable across

a wide variety of conditions and phenomena. A successful theory, of course,

provides sufficiently accurate predictions, not just any predictions!

Thus an equation that simply predicts when your pet finch will begin singing each

morning of the year does not deserve to be called a scientific theory. Rather it is a

model; and while a very good model can be as, or more, accurate than a very good

theory, it has only limited scope.

In contrast, the theory of evolution appears to describe generational change in

biota across all taxonomic categories, across all of biological time, across all

habitats. As far as we know, the theory of special relativity works across all of

space and time; likewise for the atomic theory and the theory of thermodynamics.

1.1.3 Parsimony

A theory is lean; it does a lot with a little. A useful measure of the leanness of a

theory is the ratio of the number of distinct testable predictions it makes to the

number of assumptions that the theory is based on; that ratio should be large. The

Ptolemaic theory of the solar system grew porky over time, while the Copernican

theory was lean. A candidate theory that has to make nearly as many assumptions as

it makes explanations, is not very impressive. Scientists sometimes call extra-lean

theories “elegant.” We shall see in Part IV that the theory we develop in this book,

METE, is quite lean; but parsimony is more than an aesthetic issue. A theory with

numerous tunable parameters is likely to readily fit available data and thus is

difficult to falsify. Related to this, the many different combinations of parameters

likely to yield good fits to data describing the past might each make different

predictions about the future, leaving our understanding of the future no more

predicted than it was without the theory.

1.1.4 Easier saidthandone

These criteria are easy to state, but are they easy to evaluate when a new theory is

advanced? We would like to have a theory of ecology that provides, at the very least,

a usefully accurate and predictive understanding of resource partitioning by species

and individuals, in a wide variety of habitat types and taxonomic groups, across a

wide and ecologically interesting range of spatial and temporal scales. Suppose an

4 � The nature of theory



ecologist advances such a comprehensive theory of ecology and wishes to convince

others that it is falsifiable and lean.

Consider falsifiability. How wrong does a prediction have to be before we decide

the theory needs to be improved or discarded? In physics we might question the

value of a theory if its predictions only start to differ from observation out at the fifth

decimal place, provided of course that our observations are sufficiently precise and

accurate. By contrast, and for reasons we discuss in Section 1.2, in ecology we might

be satisfied with a theory if it predicts the dominant trends in the data, and if the

scatter in data points around the predictions is small compared to the ranges over

which the variables vary. But there is no hiding from the problem that there is no

absolute or objective way to decide when to dump a theory.

How many phenomena does a proposed theory have to predict to warrant being

called a comprehensive theory, not simply a model of a particular process? One

answer is “you know it when you see it. . . .” Though unsatisfying, that may be the

best we can do in applying this criterion of comprehisiveness. In macroecology, we

might decide to reject the theory if it predicts abundance distributions reasonably

well but not species–area relationships, or if it works for herbaceous plants but not

trees. A further complication is that comprehensiveness sometimes comes at the

expense of realism, resulting in a perplexing tradeoff. Which of two theories is

better: one that predicts six things somewhat well, or one that predicts only two of

those things but much more accurately?

Parsimony is arguably more susceptible to quantitative evaluation than is com-

prehensiveness. This notion of leanness is most obvious when one evaluates models.

If the model that accurately predicted when your finch will sing each morning of the

year contained 365 adjustable parameters, one for each data point, you would not

take it seriously. If it contained no adjustable parameters, it could be interesting; you

might be motivated to test it on caged canaries, maybe even wild birds. More

generally, there are statistical criteria (Akaike, 1974) for comparing the goodness

of models that contain differing numbers of adjustable parameters and for which the

accuracy of the model predictions differ. One expects to fit data better with more

parameters to tune, but these techniques allow us to take this into account when we

compare models. However, it can be more difficult to count ad hoc assumptions

underlying a model or theory than it is to count the adjustable parameters they

contain. While it is often the case that if it feels lean, it is lean, as with comprehen-

siveness and falsifiability there are no strict rules here. Later, when we examine

theories of ecological phenomena, we will return to all three criteria and in greater

depth discuss how we evaluate the degree to which they are met.

Returning to our chapter title, “The nature of theory,” we have come a short way

and already stumbled on some difficulties regarding evaluation of candidate the-

ories. Further, a difference between ecology and physics was uncovered: the accu-

racy and precision of measurement. Let’s pursue this cross-science comparison and

highlight more broadly some similarities and contrasts between ecology and phys-

ics, where the notion of a “Grand Unified Theory” is widely entertained.

What is a theory? � 5



1.2 Ecologyandphysics

It is the late-sixteenth century and you are a graduate student in Pisa, Italy, working

as a research assistant for Galileo. He has asked you to obtain data using a gravity

linear accelerator, otherwise known as the leaning tower. You are to drop objects of

various densities, sizes, and shapes from the top of the tower so that you and your

fellow student on the ground below can accurately measure and record their descent

times. You find that different objects fall at different rates because air resistance has

slowed some objects more than others. Shortly thereafter, you discover that when

Galileo tells his colleagues about your findings he asserts that the objects released at

the same time all reached the ground at the same time. You, of course, get very

upset, and when his obvious distortion of your data is not caught by his peers, you

are tempted to leave physics. Don’t . . . at least not for that reason.

What Galileo inferred from the experiment was not information about real descent

times but rather about an ideal situation, objects falling in a perfect vacuum. This is

accepted procedure in physics, and Galileo’s genius exhibited itself here as the

capacity to extrapolate the actual messy observed findings to this idealized situation.

By doing so he was able to formulate a marvelous idea: the principle of inertia; and

that became a cornerstone of the Newtonian theory of gravity and motion.

Biologists, in contrast to physicists, often seem to be fascinated by the uniqueness

of each of their objects of study. Many ecologists loathe the stripping away of detail,

the blurring of distinctions. And justifiably so; after all, it is the differences between

individuals belonging to the same species that drives natural selection and allows for

complex social organization. It is the differences between species in an ecosystem

that creates a myriad of ecological processes or functions, and generates patterns of

great complexity and beauty.

This contrast amounts to a kind of cultural difference between the two sciences.

Just as physicists make progress by imagining a perfect vacuum or a frictionless

spring, biologists often operate by looking for exceptions and uniqueness. If a

biologist’s fascination is with a particular species, then what is special about that

species is often what justifies lifelong study of it.

But biology is too complex a science to be characterized as simply as I have

above, so let me now turn around and argue the opposite. Darwin (1859) famously

wrote:

It is interesting to contemplate an entangled bank, clothed with many plants of many kinds,
with birds singing on the bushes, with various insects flitting about, and with worms crawling
through the damp earth, and to reflect that these elaborately constructed forms, so different in
each other, and dependent on each other in so complex a manner, have all been produced by
laws acting around us.

This quote, in the concluding paragraph of The Origin of Species, is remarkable for

the vision of unity under law that it invokes. Indeed, evolution is as grand and

sweeping an example of scientific theory as one could ever hope to achieve. We

don’t require one theory for plants and another for animals, let alone a different
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one for each species. And yet Darwin was an astute observer of particularity,

chronicling in his many books the exquisite details of nature, the unique adapta-

tions found throughout the living world. In a real sense it was the study of complex

and local detail that led Darwin to a theory stunningly simple and sweeping in

scope.

This is the paradox of biology in general and of ecology in particular. Life that

lacks the differences and details seen throughout nature cannot be imagined; homo-

geneous life probably could not even exist. Those details are what drive many of us

to study the organisms around us. Yet despite all that, a comprehensive theory of

biological change, one that can encompass the diversity of life, one that is no less

grand and unified than the best of physical theory, was achieved by Darwin.

Nevertheless, differences between physics and ecology do exist, and not just in

what we have called “cultural differences” in the two sciences. Developing and

testing ecological theory poses certain problems that physics does not face, at least

not to the same degree. The manifestations of physical law are certainly shaped by

accidents, such as the chance co-occurrence of physical objects, but those accidents

do not stand in the way of deciphering the basic laws. A Galileo can “see through”

the accidents. Doing this in ecology is arguably harder for the following reasons:

� Unlike protons zipping around an accelerator, no two ecosystems are even nearly

alike, and thus truly controlled experiments are impossible. Psychologists face the

same problem, lacking pairs of identical people with whom to experiment.

Cosmologists of course have it worse; they not only lack pairs of universes,

they cannot even experiment with the one they have.

� Ecologists, like anthropologists and cultural linguists, are witnessing each year

the progressive deterioration, and sometimes extinction, of the objects of their

study. Land-use practices, invasions by exotic species, climate change, over-

harvesting, toxification, and other environmental stresses are changing the domi-

nant patterns and processes in ecosystems. Imagine that physicists had to fear the

impending extinction of the Higgs particle or of the phenomenon of high-temper-

ature superconductivity. Cosmology is sometimes mentioned as being similar to

ecology in that in both fields, scientists have to deal with unique events and

inherently non-replicable systems (in contrast to, say, bench-top chemistry or

accelerator physics), but imagine what cosmology would be like in a universe

where people have been uncontrollably moving galactic clusters around from one

region to another and are artificially speeding up the rate of stellar death!

� Accurate ecological measurements, such as a complete census of the organisms

that live in an ecosystem, are impossible to obtain. Animals don’t stay still and

many try to avoid being seen; it is difficult to identify to species level the seedling

stage of plants; and all attempts to infer with statistical methods the properties of a

heterogeneous system from subsamples result in intrinsic uncertainty.

� Conducting controlled experiments on ecosystems at large spatial scales and over

long time-periods is not feasible. Hence our knowledge of large-scale phenomena,

such as effects of global climate change on biodiversity, is often based on
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observed correlations over time or over spatial gradients. But then the “correlation

does not imply causation” trap can bedevil efforts to identify causation. At

relatively small spatial and temporal scales, controlled manipulation experiments

are often carried out on ecosystems, and these have been very effective in

identifying underlying causal mechanisms operating at those scales. Unfortu-

nately the theory needed to scale the consequences of these mechanisms up

from plots to whole biomes, and from years to centuries or millenia, has been

lacking, as has our understanding of emergent mechanisms that may only operate

at these larger scales.

� System boundaries are often ill-defined. Attempts to carve out spatially and

temporally delimited closed systems founder because of the difficulty of drawing

space–time boundaries large enough to result in a system that is only weakly

subject to outside influences, yet small enough to characterize.

We cannot wish these recalcitrant properties of ecosystems away, but rather we

must, and will in this book, develop theory that is adapted to them. The next stage,

then, in our inquiry into the nature of theory in ecology is to examine the various

types of theory and to understand both their limitations and the opportunities they

offer.

1.3 Typesoftheories

A distinction is often made between theories based upon explicit mechanisms of

causation versus theories based upon statistical or other seemingly non-mechanistic

assumptions. Evolution is a mechanistic theory in which the mechanism is selection

and hereditability of traits acting in concert. In a nutshell, stressful forces upon

organisms that differ genetically select those individuals possessing genes that

confer on the individual and its offspring the greatest capacity to reproduce under

those stresses.

Consider next a statistical explanation of the observation that the heights of a

large group of children in an age cohort are well described by a Gaussian (aka

normal) distribution. Invocation of the central limit theorem (CLT) provides a

statistical explanation; but the question remains as to why that theorem applies to

this particular situation. The applicability of the theorem hinges on the assumption

that each child’s height is an outcome of a sum of random influences on growth. So

are we not also dealing here with a mechanistic explanation, with the mechanism

being the collection of additive influences on growth that allow the applicability of

the CLT? If the influences on growth were multiplicative rather than additive, we

might witness a lognormal distribution. Is it possible that all scientific explanation is

ultimately mechanistic? Let us look more carefully at the concept of mechanism in

scientific explanation, for it is not straightforward.
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1.3.1 Therole ofmechanismin science

In everyday usage, we say that phenomenon A is explained by a mechanism when

we have identified some other phenomenon, B, that causes, and therefore explains,

A. The causal influence of B upon A is a mechanism. However, what is accepted by

one investigator as an explanatory mechanism might not be accepted as such by

another. Consider the example of a person with red hair. A biochemist might assert

that the mechanism causing red hair is the pigment pheomelanin. To a geneticist that

pigment is just an intermediate phenomenon, the reflection of a mechanism, while

the true mechanism is the gene that regulates the pigments that determine hair color.

For a sociologist, perhaps the mechanism is the social forces that brought together

two parents with the right combination of genes. The evolutionary biologist might

invoke a mechanism by which the presence of that gene either conferred fitness or

was linked to some other gene that conferred fitness, while someone taking a longer

view might argue that the mechanism is the cosmic ray (or whatever else) that

created the red-hair mutation in the ancestral genome long ago.

Does the search for mechanism inevitably propel us into an infinite regress of

explanations? Or can mechanism be a solid foundation for the ultimate goal of

scientific theory-building?

Consider two of the best established theories in science: quantum mechanics and

statistical mechanics. Surprisingly, and despite their names, these theories are not

actually based on mechanisms in the usual sense of that term. Physicists have

attempted over past decades to find a mechanism that explains the quantum nature

of things. This attempt has taken bizarre forms, such as assuming there is a

background “aether” comprised of tiny things that bump into the electrons and

other particles of matter, jostling them and creating indeterminancy. While an aether

can be rigged in such a way as to simulate in matter the behavior predicted by

Heisenberg’s uncertainty principle, and some other features of the quantum world,

all of these efforts have ultimately failed to produce a consistent mechanistic

foundation for quantum mechanics.

Similarly, thermodynamics and statistical mechanics are mechanism-less. Statis-

tical arguments readily explain why the second law of thermodynamics works so

well. In fact, it has been shown (Jaynes, 1957a, 1957b, 1963) that information theory

in the form of MaxEnt provides a fundamental theoretical foundation for

thermodynamics.

One of the consequences of thermodynamics is the ideal gas law: PV ¼ nRT,
where P is the pressure exerted by a gas, V is the volume it occupies, T is its

temperature (in degrees Kelvin), n is the number of moles of the gas, and R is a

universal constant of nature. And here we can see an interesting example of how

mechanism does play a role in this science. At temperatures and pressures experi-

enced under everyday conditions, the ideal gas law assumes no interactions among

gas molecules other than that they behave as point-like objects that generate no

internal friction and heat when they bounce off one another. While the ideal gas law

works spectacularly well under ordinary conditions, a systematic violation of the
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law is observed at sufficiently extreme values of pressure or temperature. The reason

is that when molecules are shoved very close to one another, they exert a force on

each other that can be ignored under ordinary conditions. The force is a consequence

of molecules being composed of both positive and negative charges. It is called a

dipole–dipole force, which you experience if you hold two magnets near one

another. When these short-range forces exert their influence on the motion of

molecules, they induce corrections to the ideal gas law; the corrected formula

works quite well under these extreme conditions.

So with thermodynamics we have a theory that is mechanism-less and works well

under everyday conditions but breaks down at high pressure. The breakdown is

accounted for by the existence of what would conventionally be called a mechanism,

dipole–dipole forces, which come into play at high pressure. But even those forces

have their explanation in quantum mechanics, which we have seen is mechanism-

less.

If we pull the rug of mechanism out from under the feet of theory, what are we left

with? The physicist John Archibald Wheeler posited the radical answer “its from

bits,” by which he meant that information (bits)—and not conventional mechanisms

in the form of interacting things moving around in space and time—is the foundation

of the physical world (its). There is a strong form of “its from bits,” which in effect

states that only bits exist, not its. More reasonable is a weaker form, which asserts

that our knowledge of “its” derives from a theory of “bits.” It is this weaker form that

METE exemplifies.

An example of this weak form of “its from bits” is suggested by quantum theory.

Over the past decades there has grown a level of comfort with the notion that in

quantum mechanics the absolute square of the wave function, which is a measure of

probability, describes our current state of knowledge of a physical system. Nothing

is gained, clarity is lost, and the door that lets quantum paradoxes enter is opened, if

we assert that the square of the wave function is somehow a measure of the system

itself. The system is real of course. Causes have effects, reality is not just in our

minds, and there is no room in science for solipsism. But the quantum theory can be

interpreted as a theory about our state of knowledge of the probabilities of possible

states of a quantum system. When measurements on a system are performed, the

wave function changes because we have gained new information about the system

from the measurments. Probabilities in quantum theory describe our state of knowl-

edge, not some intrinsic property of quantum states. Similarly, as formulated by

Jaynes, thermodynamics is foundationally derived by maximizing information

entropy, which as we will see in Chapter 5, is a way of minimizing the extent to

which we are incorporating into our inferences assumptions that we have no basis

for making.

Putting such ideas and their relevance to ecology aside for now, let’s review our

progress so far. We started out asking what a theory of ecology might look like and

ended up wandering into physics to confront another problem. Mechanistic explana-

tions either lead to an infinite regress of mechanism within mechanism, or to

mechanism-less theory, or perhaps toWheeler’s world with its information-theoretic
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foundation. What is evident is that as we plunge deeply into the physical sciences,

we see mechanism disappear. Yet equally problematic issues arise with statistical

theories; we cannot avoid asking about the nature of the processes governing the

system that allow a particular statistical theory to be applicable. In fact, when a

statistical theory does reliably predict observed patterns, it is natural to seek an

underlying set of mechanisms that made the theory work. And when the predictions

fail, it is equally natural to examine the pattern of failure and ask whether some

mechanism can be invoked to explain the failure.

Lest we wander any further from our goal, we return now to ecology and examine

the broad categories of theory that have been advanced.

1.3.2 Mechanistic theories andmodels in ecology

What ingredients might go into a mechanistic theory of the distribution and abun-

dance of species? Such a theory might be shaped by the ways in which species and

individuals partition biotic and abiotic resources and interact with each other in

doing so. The theory could include any combination of the major processes that most

ecologists agree operate in nature: predation, competition, mutualism, commensal-

ism, birth, death, migration, dispersal, speciation, disease and resistance to disease,

an assortment of reproductive strategies ranging from lekking behavior to broadcast

insemination to male sparring to flower enticement of pollinators—as well as an

equally wide range of organism behaviors and social dynamics unrelated to repro-

duction, including harvesting strategies and escape strategies, plant signaling, nutri-

ent cycling, plant architectures to achieve structural goals, life-cycle adaptations to

fluctuations in weather and resource supply, and the list goes on. These are among

the mechanisms governing millions of species and probably billions more locally

adapted populations with distinguishable trait differences, all on a background of

climatically and chemically heterogenous conditions, themselves influenced by the

organisms. Out of this complexity is generated the macroecological phenomena we

observe in nature. And just in case that list of ingredients to mechanistic theory does

not offer enough choice, we could even include trait differences among individuals

within populations. It seems a tall order, indeed, to attempt to pick from this menu a

defensible set of ingredients for a mechanistic model.

Mechanistic ecological models designed to answer a relatively small set of

questions are often built around variations on the Lotka–Volterra equations (Vol-

terra, 1926; Lotka, 1956) describing species’ interactions. These equations are

usually used to describe a small subset of the above processes—such as predation,

competition, birth, and death—with space homogenized and intra-specific trait

differences ignored. Lotka–Volterra models have been useful in elucidating aspects

of stability and coexistence of diverse species, but they are a long way from

constituting a theory of ecology.

An obvious problem with mechanistic theory in ecology is the plethora of options,

as listed above. A theory that incorporates some selected subset of recognized
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mechanisms and phenomena in ecology would still necessarily contain numerous

tunable parameters. Therefore it would be difficult to falsify the theory or gain

confidence in its predictions. We could perhaps begin to whittle down the list of

processes, retaining some minimal set that leads to falsifiable, yet still comprehen-

sive, theory. Alternatively, we could start with no mechanisms and then add them in

when the data compel doing so. This leads us naturally to the topic of statistical

theory and models in ecology.

1.3.3 Statisticaltheoryandmodels in ecology

Here is an example of a statistical model of pattern in the spatial distribution of

individuals in a species: I posit that each individual is placed randomly in the

ecosystem without regard for where the other individuals happen to be found

(Coleman, 1981), leading to a Poisson distribution of individuals in space (discussed

in Chapter 4). This random placement model is parsimonious, it provides answers to

a number of questions about the spatial structure of ecosystems (and thus is verging

on a theory), and it is falsifiable. Indeed, it is falsified because individuals within

species are generally observed to be distributed in a more aggregated pattern in

space than predicted by the Poisson distribution. Of course, there is no reason to

restrict statistical models to those that lead to Poisson distributions. Other statistical

rules could be used. The essence of a statistical model is that some rule is followed

consistently; some distribution is drawn from randomly. We will return later to other

examples that work better than the Coleman random placement model.

Fortunately we can envision ecological theories that do not neatly fit within the

purely mechanistic versus purely statistical dichotomy. A brief review of such

theories will advance us toward the goal of a theory of ecology.

1.3.4 Neutraltheoriesofecology

Here we have a class of theories in which we partition life into species (or some

other categories), but we distinguish the species only by their names, not by their

traits. And because traits do not matter in neutral theories, neither does the

heterogeneity of the abiotic environment. What does matter in such theories are

stochastic events that influence outcomes. A fine example is Stephen Hubbell’s

Neutral Theory of Ecology (NTE) (Hubbell, 2001), in which species do not interact

with one another or with their environment in any explicit differentiated way. Only

stochastic birth, death, migration, and/or dispersal, and speciation events occur,

leading to different outcomes for the number of species and their differing abun-

dances. So at the outset, species are not distinguished, but stochastic demographic

rates result in differences in species’ abundances. Such a theory can, in principle,

explain why some of the species of trees or birds in the forest are very abundant,

while others are very rare, but because neutral theory is blind to traits, it cannot
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explain why colorful birds, say, are rarer than drab birds, or predict which species

will do best under climate change.

1.3.5 Theoriesbasedonanoptimizationprinciple

It would be extremely useful if ecologists could predict patterns in the distribution

and abundance of species in an ecosystem simply from the assumption that those

patterns optimize some quantity. Economists have their utility function to maximize,

physicists have a quantity they call “action” to minimize. What do ecologists get?

Do we maximize productivity, or longevity, or number of species, or some

measure of diversity, such as the Shannon–Weaver metric (Shannon and Weaver,

1949; Krebs, 1989)? There are many choices, just as we saw there were in our

discussion of mechanistic ecological theory. To understand spatial patterns in

species’ distributions, would we maximize the distance between competitors or

minimize the distance between mutualists? Do we maximally fill some sort of

abiotic niche space, or do we invoke the concept of ecological engineers and

optimize over the interactions that simultaneously create niches and sustain biodi-

versity? Do we maximize the water-use efficiency of plant communities, or instead

their light-use efficiency? Do we maximize stability; if so, stability of what, and

against what stress? And which of the many types of stability, such as constancy,

resistance, resilience (Holling 1973), do we optimize for? Would we optimize some

trait over evolutionary time-scales or just over the demographic time-scale of a few

generations? Do we take into account co-evolution and thus take into account body

sizes and running speeds of predators and prey? Do ecosystems minimize Gibbs’

free energy or perhaps optimize some other physical thermodynamic property?

One answer, implied by evolutionary theory, is that reproductive fitness is what

should be maximized. But in various combinations, all of the above candidates for

optimization could contribute to fitness. This highlights the central problem with

optimization principles in complex systems: such systems may be optimizing over

conflicting functions. Hence prior knowledge of the tradeoffs among these functions

is required, yet a fundamental theory of the weight functions that determine the

outcome of tradeoffs in ecology is lacking.

Why don’t physicists have to worry about analogous complexities? Are those

factors, listed earlier in the chapter, that distinguish physics and ecology at an

epistemological level so hugely important that they allow optimization principles

to be useful in physics but not in ecology? I will try to convince you in this book that

the answer is no. Recall the vexing issues surrounding the notion of mechanism in

science. The candidates for optimization in ecology mentioned above are in fact

processes, mechanisms or, more generally, biological or physical characteristics of

an ecosystem. Yet the most far-reaching physical theories do not rest on extremum

principles that involve optimizing particular physical processes. Could the same be

true in ecology?
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We shall see that METE is based upon an extremum principle, but what is

optimized in METE is not an ecosystem process or characteristic. Rather it is

something about our knowledge itself. In particular, METE derives from maximiz-

ing a certain measure of the degree to which our inferred knowledge of an ecosystem

contains no unwarranted assumptions, no bias. And that is just what I meant when

I mentioned the weak form of “its from bits.” METE is based on the idea that our

knowledge of ecological “its” derives from optimization theory applied to the “bits”

of our ecological knowledge.

1.3.6 Statevariable theories

The theory developed in Part IV describes macroecological patterns in terms of a

small set of quantities that characterize an ecosystem. We call these quantities “state

variables” in conformity with the usage of that term in thermodynamics. The state

variables for, say, a container of gas are the volume of space it occupies, the number

of moles of gas in that volume, and either the pressure the gas exerts or its

temperature. These are quantities that define the system and they cannot be predicted

from first principles. In ecology we might choose as a state variable for an ecosystem

the area, A0, that it occupies, which is certainly not deducible from something more

basic. A second state variable might be the number of individuals, N0, within that

area and within some grouping, perhaps a taxonomic category, such as plants or

birds. Total number of individuals is, like area, a deserving state variable for it

cannot be inferred from area alone; there are hectares of desert with far fewer

individual plants than are found in hectares of grassland. Another plausible candi-

date for a state variable for an ecosystem is the total number of species, S0, within the
chosen category, for again we can find systems with roughly similar area and similar

total abundance but very different species’ richness. Perhaps another state variable is

the total rate of metabolic energy consumption, E0, by all the individuals in the

category, for again we can examine systems with roughly similar area, abundance,

and species’ richness, but with very different total metabolic rates of the organisms.

One question inevitably arises in identifying state variables: how do we know

when we have enough? A theory with as many state variables as there are individual

organisms would not be interesting. Ultimately, the only (and not completely

satisfying) answer we can provide is that the best state variable theory will be the

one with the fewest state variables that still works well. And as we will discuss in

Section 10.4, there are situations where the addition of seemingly plausible extra

state variables actually decreases the accuracy of a theory’s predictions.

1.3.7 Scaling theories

The term “scaling” refers to mathematical regularities in the way the value of a

variable changes when measured over different spatial or temporal scales or over
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other different conditions or circumstances. Consider Table 1.1, showing widely

studied examples of either actually observed, or claimed but not well-substantiated,

scaling patterns.

Scaling patterns are fascinating in their own right because when they are found in

ecology, hydrology, geology, economics, or other fields, they illuminate a certain

kind of simplicity behind what might have been thought to be idiosyncratic phe-

nomena. After all, why should the simple relationship between earthquake magni-

tude and frequency, shown in the table, hold? Moreover, it is often possible to screen

candidate theories or models on the basis of which ones generate an observed scaling

pattern.

The scaling relationships in Table 1.1 are all of the form of what is called power-

law behavior. This refers to the fact that in each case, the variable of interest, the

dependent variable, depends on another variable through a mathematical power

function: y ~ xb where b is the power or exponent. Not all scaling relationships

have to be, or are, of that simple form, and we shall see that a non-power-law scaling

relationship for the species–area pattern is predicted by METE. Power-law behavior

is of special interest because it can be indicative of a property called “scale

invariance.” Fractals typify scale invariant patterns. The basic concept of self

similarity is discussed in qualitative ecological terms in Section 4.2, and in Appen-

dix B the mathematical formulation and predictions of models of scale invariance in

ecology are presented.

One widely discussed scaling hypothesis in ecology relates the metabolic rate of

an organism to its mass. A major focus here has been the 3/4 scaling rule, which

asserts:

Table1.1 Hypothesized power-law scaling relationships

Phenomenon Hypothesized Scaling Law

Species’ richness (S) as function of censused area (A)
(Arhennius, 1921; Rosenzweig, 1995; but see Harte et al.,
2009)

S / Az z � ¼

Variance in species richness (s2s ) across cells of given area as
function of mean species richness (S̄) in those cells (Taylor,
1961)

s2s/�S
a

2 � a � 1

Basal metabolic rate (�) of organisms as function of body mass
(m) (Kleiber, 1932; West et al., 1997; Brown et al., 2004; but
see Kolokotrones et al., 2010)

�/mb b � 3/4

Average time interval (T) between extinction events of
magnitude E(Sole et al., 1997; but see Kirchner and Weil, 1998)

T/Ec c � 2

Length of coastline (L) as a function of length of measuring
stick (l) (Mandelbrot, 1982); d ¼ fractal dimension

L/l1�d 2 � d � 1

Average time interval (T) between earthquakes of Richter
magnitude r(Gutenberg and Richter, 1954)

T/rq q � 2

Number of trophic links (L) in a food web as a function of
number of species (S) (Martinez, 1992)

L/Sc c � 2
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metabolic rate ¼ constantðbody massÞ3=4: ð1:1Þ

This result was first proposed based solely on empirical patterns (Kleiber, 1932)

but subsequently several approaches to deriving it from fundamental theory were set

forth. Most prominent of these approaches is the work of West, Brown, and Enquist

(West et al., 1997; Brown et al., 2006), the architects of the metabolic scaling theory

(MST). This bold theory of bioenergetics was motivated originally by the assump-

tion that the blood circulatory system of animals is scale-invariant over the scale

range from the largest to the smallest blood vessels.

An extension of the theory encompasses the energetics of vascular plants (again

based on an assumption of scale invariance of the plant’s fluid delivery system)

(Enquist et al. 1999; Enquist and Niklas 2001). For animals, the metabolic rate is

taken to be the basal, or resting, metabolic rate, while for plants, the equivalent

energy variable is usually taken to be the respiration rate, which can be expressed in

energy units using the conversion factor: 1 kg(respired carbon) ~ 40 megajoules.

A further extension of MST introduced body or environmental temperature as an

additional factor influencing metabolism (Gillooly et al., 2001). In that extension of

the theory, the “constant” in Eq. 1.1, is no longer a constant but instead increases at a

predicted rate with temperature. The predictions of MST also include a variety of

physiological properties of organisms related to metabolism and even include

speciation rates.

MST is a scaling theory in the sense that it predicts a power-law relation between

metabolic rate and body mass. It can also be construed as an optimization theory in

the sense that minimization of the work to supply resources through a scale invariant

branching network was the basis for the original derivation by West, Brown, and

Enquist of the 3/4 power scaling behavior. For varying views on the validity and the

role in ecology of the MST, see Dodds et al. (2001), Kolokotrones et al. (2010), and

the published MacArthur lecture by James Brown (Brown et al., 2006); note also the

many brief responses, comprising a forum on metabolic theory, that immediately

follow the Brown et al. article.

1.4 Whykeeptheory simple?

The two theories that we briefly described above, the NTE and the MST, as well as

the theory we advance here, METE, are examples of relatively simple theories.

Simple theories are based on relatively few, clearly stated, unabashedly over-

simplified, assumptions that can be used to make a comprehensive set of falsifiable

predictions about the answers to a wide variety of questions. In the absence of

theory, those questions might have been considered independent of one another. The

theory provides hope of unifying the questions and answers under one coherent

framework. Each of those questions might be addressed with a mechanistic model

tailored to each question, but the collection of those models does not constitute a

theory.
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Simple theories are “straw men” in the following sense: simple ecological the-

ories are destined to fail, to make predictions contradicted by observation because

these theories are based on assumptions that are not strictly true. Thus the NTE

neglects traits that distinguish species, in the face of our knowledge that such traits

are biologically important. Many of the assumptions underlying the MST, such as—

in the original derivation—the assumption of a scale-invariant circulatory system,

are not strictly true. There is ample scatter in the data around the central prediction

of the MST and deviations from observation in the predictions of the NTE are also

documented (Condit et al., 2002; Clark and McLachlan, 2003). These shortcomings

might be considered sufficient evidence to dismiss such theories entirely, but given

the parsimony and breadth of both these theories, such dismissal would not promote

progress in ecology.

In fact, the failures of simple theories like these can lead to progress in science, as,

for example, with the failure of the Ideal Gas Law leading to improved understand-

ing of dipole–dipole forces between molecules. The failures of simple theories

permit us to identify the situations in which some more nuanced assumptions are

needed. Failure is what drives science forward.

By examining the instances in which simple yet comprehensive theory fails to

describe all the data, and in particular looking carefully at the patterns in the

discrepancies, we can establish more firmly the existence of influential mechanisms

in nature that explicitly violate the simple assumptions underlying the theory. The

outcome may improve the theory or lead to the development of a whole new

theoretical construct, but in either case greater insight into ecology is achieved.

I have been unabashedly defending simple theory here, arguing, for example, that

theories based on the assumption of neutrality can be of value, even though

neutrality is clearly violated by observed species’ traits (see also McGill and Nekola,

2010). For balance I urge readers to examine what is probably the most forceful

critique of neutral theories and, indeed, of so-called non-mechanistic theory more

generally (Clark, 2009). As you read any discussion of what constitutes desirable

ecological theory, consider the possibility that arguments of the relative merits of

simple versus complex theories, or of statistical versus mechanistic theories, will

only end when, as has happened in other sciences, empirical evidence provides a

reason to have confidence in the predictions of some emergent theory.

1.5 Exercises

Exercise 1.1

With reference to Section 1.3.6 think of an example of two ecosystems, which

have the same area, same species’ richness, and same total abundance of individuals,

but in which the total rate of metabolism of all the individuals is considerably

different.
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Exercise 1.2

Read Clark (2009) and McGill and Nekola (2010) and write a dialogue that might

occur if the authors engaged in a debate that allowed each to respond to the views of

the other.
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2
Thelogicof inference

Here I hope to convince you of the merit in a set of ideas that trace back to
the mathematician/physicist Laplace but reach their fullest expression with
the formal development of information theory and then the work of Edwin
Jaynes in the twentieth century. The core ideas are that science is, to a consid-
erable extent, based on the process of inference, and that scientif|c inference
is based on logic. Here I present the underlying logic. If you accept the argu-
ment here, then you will be ready to learn how to use the principle of maxi-
mum information entropy in Part III.

Here, in the form of four premises, to be dissected below, is an axiomatic foundation

for a logic of scientific knowledge acquisition:

1. In science we begin with prior knowledge and seek to expand that knowledge.

2. Knowledge is nearly always probabilistic in nature, and thus the expanded knowl-

edge we seek can often be expressed mathematically in the form of probability

distributions.

3. Our prior knowledge can often be expressed in the form of constraints on those

distributions.

4. To expand our knowledge, the probability distributions that we seek should be

“least biased,” in the precise sense that the distributions should not implicitly or

explicitly result from any assumptions other than the information contained in

our prior knowledge.

Before you decide whether you accept the four premises in this axiomatic formula-

tion of the logic of science, let me warn you of the consequence of doing so. In Part

III, I will show you that there is a rigorously proven mathematical procedure, called

information entropy maximization that implements step 4 above. That is, it produces

the least biased form of the probability distribution that you seek, subject to the

constraint of the prior knowledge. Thus acceptance of the above assertions entails

more than acceptance of some esoteric philosophy-of-science framework. It entails

acceptance of a process of inference, the maximum entropy method, which leads to

scientific knowledge and theory construction. I do not claim that the framework

presented above is applicable to all scientific theory construction, which is why the

word “often” appears in statements 2 and 3. But because it is the basis for developing

a theory of marcroecology in Part IV, you want to be very sure that you understand

the assertions and the logic of the argument. So let’s examine the assertions in more

detail, in part to understand better their limitations.



2.1 Expandingpriorknowledge

Here’s an example that arises in ecology. Your prior knowledge consists of the

results of canopy fumigation experiments, in which several dozen tree canopies

scattered around the Amazonian basin are fumigated and the insects that rain out are

counted and assigned a species’ label. Thus you know the number of arboreal insect

species in each of several dozen representative tree canopies. From this prior

knowledge you wish to infer how many species of arboreal insects inhabit the entire

Amazonian Basin.

This example has echoes in the more general field of image reconstruction. A

sparse subsample of insects in canopies is somewhat like a fuzzy MRI image in

medicine or a fuzzy photograph in forensics. The sparse and incomplete image is the

prior knowledge about the more accurate image that is sought. Image reconstruction

is, in fact, a widely-used application of the maximum information entropy method.

A second example arises in the analysis of topological networks. A topological (or

qualitative) network is a web of nodes and the links connecting them. Your prior

knowledge might consist of knowledge of the total number of nodes and the total

number of links. Network analysts might want to know the fraction of nodes that are

linked to just 1 other node, to 2 other nodes, and so on. In an ecological context, the

network might be a food web or a pollinator–host plant web.

Next consider the case of an incomplete demographic preference matrix. The

rows in the matrix are labeled by some demographic or economic trait, such as

ethnicity or income or some other variable describing a set of categories into which

people can be placed. The columns are labeled by a different one of those traits. For

example, suppose the rows are income brackets and the columns are political parties.

Then a particular matrix element might be the number of people in one of the income

brackets who vote for a particular political party. And row sums correspond to the

total number of people in each income bracket, while column sums correspond to the

total number of people voting for each party. Your prior knowledge might consist of

the row and column sums, from which you might wish to infer the unmeasured

matrix elements themselves.

That third example is referred to by political scientists as “The Ecological

Inference Problem” (King, 1997); despite that name, social scientists appear to

have been more interested in it than have ecologists; but there are ecological

examples. Consider a food web and construct a matrix in which both rows and

columns are labeled by the species. A topological or qualitative web would be

described by matrix elements that are either 1, if the row species eats the column

species, or 0 (if the row species does not eat the column species). But we might know

more than this, and, in particular, we might know the total amount of food required

per unit time by each species and the rate of food production by each species. In

other words, we might know the row and column sums, just as in the income–politics

example. Then the solution to the Ecological Inference Problem would yield an

estimate of the amount of food each species obtains from each other species, which
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gives us much more information than does just knowing the distribution of number

of links across nodes.

As a final example, suppose your prior knowledge of the biodiversity in an

ecosystem is knowledge of the total number of species in some taxonomic category,

as well as the sum of the number of individuals in all those species. From this you

wish to infer the distribution of abundances across all those species.

Common sense, and the breadth of examples above, suggests the validity of the

premise that science seeks to expand prior knowledge.

2.2 Soughtknowledge canoftenbe cast inthe form
ofunknownprobabilitydistributions

Taking our first example, above, the quantity we seek is the number of arboreal

insect species in the entire Amazon. But from the available prior information, it is

evident that at best all we can arrive at is knowledge of the form of a probability

distribution. The expectation value of that distribution is then our best estimate of

the number of species. Hence steps 1 and 2 in the framework above apply. This is

also the case for the second and third examples concerning food web links. Here

we seek a probability function, L(l), informing us of the probability that a node

has l links to other nodes or a similar type distribution for the amount of energy

passing from one node to another. In the fourth example, the knowledge we seek is

the probability that a species has a specified number of individuals. So in all these

cases, items 1 and 2 in the framework apply.

Some might argue that we have no business talking about the probability distribu-

tion for the number of arboreal insect species in the Amazon because there is only one

Amazon and thus a predicted probability distribution can never be tested. This

argument stems from a narrow frequentist interpretation of probability, which asserts

that the notion of probability onlymakes sensewhen you can do repeated draws from a

“population” and thereby determine the frequency or probability with which different

outcomes obtain. The best antidote for anyone afflicted with this hobbling interpreta-

tion of probability is reading Jaynes (2003), who makes the convincing case that

probability theory is a systematic and consistent way to think about inference and

expectation, and only secondarily about the results of repeated sampling.

We see that there are plenty of examples in which an ecological problem can be

posed in terms of seeking probability distributions. But can all scientific problems be

posed in those terms? Probably not. In biology it would be at best very awkward to

approach questions related to the origin of species in terms of unknown probability

distributions, and thus the development of the theory of evolution does not appear to

fit well into this particular logical framework. In other words, I certainly do not

claim that all of science falls within this framework, but only that enough science

does to warrant exploring its further application. Are there ecological questions of

current interest whose answers cannot be usefully formulated in the language of

probability distributions? Exercise 2.2 gives you a chance to think about that.
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2.3 Priorknowledge often constrainsthe sought-after
distributions

We will show in Part IV that in the examples above, and many other ecological

examples as well, the prior knowledge constrains the sought-after distribution, with

the constraint often taking the form of knowledge of moments of the distribution.

Consider the example above involving the distribution of species’ abundances in an

ecosystem. The ratio of the two pieces of prior knowledge, number of individuals

divided by the number of species, is the average abundance per species, and is thus

the expectation value of the abundance distribution of the species.

Are there sought-after probability distributions in ecology for which our prior

knowledge does not provide constraints? Exercise 2.3 addresses that.

2.4 Wealways seekthe least-biaseddistribution

This premise is, of course, unassailable in science; the real issue has to do with how

we define minimum bias. Our definition states that the answer we obtain is least

biased if it obeys all the constraints that result from our prior knowledge and is not

constrained by anything other than that prior knowledge. It would be hard to argue

with that, but the devil may be in the details. For example, we could get into trouble

applying this premise if our prior knowledge is incorrect, or if we actually possessed

more prior knowledge than we had assumed. So in principle, this premise is

perfectly acceptable, but in practice we have to be alert to the possibility that the

probability distribution that we obtain using premise 4 is flawed because our

assumed information, which we call prior knowledge, may not be correct or

complete.

The logic of inference is powerful. From our four premises, along with a funda-

mental theorem in information theory and a mathematical technique called the

Method of Lagrange Multipliers, we have the machinery in hand to not just infer

least-biased probability distributions, but to actually build theory. The theorem and

the technique will be explained in Part III.

The theory, METE, that we build on this foundation will incorporate the traits of

four types of theory described in Chapter: it will be a neutral theory, it will be based

on an optimization criterion (minimizing bias in our inferred knowledge), it will be

based on state variables appropriate to ecology, and it will result in (non-power-law)

scaling relationships. It will also be conceptually simple, although the maths will

look complicated at first. The theory will also help us understand better where

mechanistic explanation needs to play a role in ecology and where it does not.

So now go back again and make sure you are comfortable with the four premises.

Acceptance of these premises in macroecology, along with straightforward applica-

tion of some mathematics, buys you more than you might have thought you would

be willing to accept. The exercises below give you a chance to explore the limits of

applicability of the four premises.
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2.5 Exercises

Exercise 2.1

Make a list of three questions, arising either in everyday life or in your research or

from classes, that interest and puzzle you. Then see which ones appear to fit the

framework above in the sense that you have prior knowledge, you seek to extend it

and infer some probability distribution, the prior knowledge can be considered to

constrain the distribution you seek, and the notion of least-biased inference is

relevant.

Exercise 2.2

Describe a question of current interest in ecology that cannot be usefully formulated

in the language of a sought-after probability distribution.

Exercise 2.3

Describe a question of current interest in ecology for which our prior knowledge is

not of a form that constrains a sought-after probability distribution.
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3
Scalingmetrics andmacroecology

Here you will learn what macroecologists do: the things they measure, the
way they measure them, the way they graph their data, and the patterns
they tend to see when they stare at the graphs. You will be introduced to the
concept of macroecological metrics, which are the mathematical entities that
provide a way to compare patterns predicted by theory with patterns in nature.
And, lest you think macroecology is purely esoteric, we will conclude with a
survey of the many ways in which the f|ndings of macroecology are applied
in conservation biology to problems such as extinction under habitat loss.

3.1 Thinking like amacroecologist

Let’s take a balloon ride and look down at about 100 km2 of a high mountain range in

late spring or early summer. Peering down you begin to wonder whether the plants

that comprise the green patches near the summits are also adapted to the valleys

below; if not, then the ecosystems near the summits could be like islands, isolated

from one another by a sea of forested valleys instead of water. Do the patterns of

biodiversity on the peaks resemble those on real islands? Soon you notice the open

meadows within the mostly forested area; they also appear like islands of meadow

amidst a sea of trees. And now you see that the patches of trees near timberline also

seem to grow in clusters, like islands of trees in a sea of high meadow. Is such

clustering theway of nature? Your questions soonmultiply and becomemore specific.

3.1.1 Questioninglike amacroecologist

Here are more specific questions that you might have thought about while in the

balloon:

How many species of plants live above timberline on all the mountains in the entire

region that is visible below you?

Do the flat-topped mountains, with more alpine area, contain more alpine species

than the steeper ones wth less alpine area?

Some peaks are close to others while some may be quite distant from their nearest

neighbors; are the relatively isolated summits more species’ depauperate than the

others? Do they contain rarer species?



Does the degree of overlap of the species’ lists on two different summits depend

primarily on the geographic distance between peaks, on the differences in their

elevations, or on something else?

Now the balloon descends and you land on the flank of one of those mountains, just

below its summit. Once on the ground you look around and even more questions

arise:

Some plant species found in the alpine habitat where you landed appear rare, while

others appear abundant. What is the distribution, over the species, of abundances?

Would it be the same on all the summits? Would it be the same down below in the

subalpine meadows that you see scattered through the forests there?

Similarly, some plant species seem to have quite small individuals, while others are

larger. What is the distribution of sizes over all the species? Is it the same in

different habitats?

Does the size distribution, from small to large, bear any relationship to the abundance

distribution, from rare to common?

If you examine larger and larger areas, how will the number of plant species you see

depend on the area you sample? Is the dependence of species’ richness on area

similar across all the summits and all the subalpine meadows?

The individuals within any species appear to be distributed across the alpine habitat

in a somewhat non-random clumpy pattern. What mathematical distribution

describes that clumpiness?

Is there some way one could estimate the abundances of the species throughout the

entire alpine habitat of a mountain without having to look over the whole area and

count all the little individual plants?

As you walk down the mountainside into the forest, you pass through open meadows

in which the plants are generally larger and grow closer together; you wonder if the

patterns there, the answers to the questions above, are similar to those in the alpine?

To answer these questions you need data. And to obtain data you need a strategy for

obtaining those data, a strategy for censusing the plant communities. So when you

return home at the end of that exciting day, you make a plan for censusing the

mountain sides . . . a plan that you will carry out over the coming weeks with several

assistants.

3.1.2 Censusing like amacroecologist

When you return to the mountain the next day you decide to begin censusing in the

meadows within the forest. The reason is that spring comes earlier there than on the

summits, and so the subalpine plants are more advanced phenologically; some are

finished flowering but still recognizable, while others are only beginning to flower.

By the time you finish the subalpine meadow censuses, more of the alpine plants will

be in identifiable stages of their summer growth and you can census there.
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You pick three subalpine meadows and in each mark out a randomly located 4 m

by 4 m plot, gridded down to ¼ m by ¼m cells. In each small cell, you census nearly

all the plant species and their abundances; you can’t measure the abundances of the

graminoids because it is too difficult to decide what constitutes an individual plant,

so you just note which grid cells the various species of graminoids occupy. Over the

next couple of weeks, you complete those censuses and similar ones of several other

mountains nearby.

The meadow censusing completed, you and your assistants now climb to the

summit of that first mountain, and lay out on the south-facing slope, just below the

summit, a 16 m by 16 m grid of square meter cells spanning a total area of 256

square meters. Because soils are thin, the growing season is short, and the wind can

be ferocious, the plants here grow sparsely and so you can readily count the numbers

of individual plants from each of plant species in each of the cells. Moreover, you

estimate and record the approximate heights of a randomly selected subset of the

individuals in each species.

In addition to the detailed plant census of everything growing in the 256 m2 plot,

you lay out an imaginary line, called a transect, from the summit plot down to where

alpine habitat ends at tree line. Along the transect, at 100-m intervals, you set up a

2 m by 2 m plot called a quadrat, and then identify and list every plant growing in it.

You do not have time to count the abundance of each species, so you will just collect

presence–absence data. As you list the species, you note that there are definitely “hot

spots” and “cold spots,”meaning locations on the transect where many plants grow

and other locations that are relatively barren.

Over the next fewweeks you climb to nearby peaks to carry out similar alpine plant

censuses, and again you list the species found in plots along transects down to tree line.

Then, just to make sure you caught the species that do not begin their growth cycle

until late in the summer, you return to a few of the sites and do some spot checks.

At the end of the summer you have several field books full of data, and with a GPS

unit you obtain additional information, such as the elevations of, and the distances

between, the different plots that you censused. You are well on your way to being a

macroecologist! Even without the balloon ride, it’s fun. In fact, you might at this

stage think about spending the following summer in a completely different mountain

range, perhaps on a different continent, so that you can determine the ubiquity of the

patterns that you will soon discern from your data.

But now you have to think about how to use your data to answer the questions.

You are going to have to search the data for patterns, and patterns suggest some sort

of graphical representation. But what do you graph against what? This is what

macroecological metrics are for, so let’s discuss them.

3.2 Metrics for themacroecologist

By “metrics” I simply mean the functions that express relationships among types of

data. For example, if you have two columns of data in your field book, one being the
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areas, A, of censused plots and the other being the number of species, S, observed in
each of those plots, then the function S(A) is a metric called the species–area

relationship. If your field book contains data listing the abundances of each species

in a collection of species, then if you rank the species from most to least abundant,

that ordered list is a metric called the rank–abundance distribution.

Tables 3.1a and 3.1b introduce most of the macroecological metrics that we will

address in this book. They show the symbols we use and provide capsule defini-

tions of the metrics. The Glossary at the beginning of the book defines all the

variables and symbols that we use throughout, including the independent variables

that the metrics in Tables 3.1 depend upon. Following some general comments

about units, notations, and forms of metrics, I take the reader systematically

through the entries in Tables 3.1a and b twice. First, I carefully explain the

meaning of each metric, and some relationships among them; if you are not

comfortable with their meaning, the subsequent data graphs and theory will not

make sense. On the second time through, Section 3.4, I describe the way or ways in

which each metric is usually graphed and analyzed to extract information from

data about pattern; and I describe in broad terms what the prevalent observed

patterns actually look like. Finally, I discuss some of the applications of these

metrics in conservation biology.

3.2.1 Unitsofanalysis

While species are often the taxonomic unit of interest in macroecology, you need not

confine your analysis of macroecological patterns to them. For example, you may

find that a genera–area or family–area relationship is of more interest than a species–

area relationship, or perhaps you may want to know the distribution of abundances

over populations rather than over species. In the descriptions of the metrics provided

here, where I write “species” you can substitute other taxonomic units, and where I

write “individuals,” you might think instead of colonies (e.g. for social insects) or

some other aggregation of individual organisms.

Even after selecting species and individuals to be the units of macroecological

analysis, you still have a further choice to make regarding which species you wish to

include in your analysis. Do you include all the vascular plants in your censuses in

the subalpine meadow plots, or do you restrict the dataset to just the non-woody

forbs and grasses? Or perhaps you wish to focus on just lichens or mosses or beetles.

The choices are many and yours should be guided by the scientific questions you are

trying to answer. A comprehensive theory of macroecology should apply regardless

of the choice of the system under consideration. The important thing is that you

select an unambiguous category to study. For example, doing a census of seedling

distributions in a forest might lead to difficulties deciding when a seedling becomes

a sapling and so you would want to create an unambiguous criterion to decide what

to count.
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Table 3.1 Macroecological metrics. (a) Species-level metrics. (b) Community-level

metrics. The variables upon which the listed distributions and dependence relationship

are conditional (n0, S0, N0, E0, L0, A0) are explained in the text and in the Glossary. Chapter 7

will derive the actual dependence on conditional variables of the metrics.

Symbol and Name of Metric Description of Metric

Table 3.1a

P(n |A, n0, A0) intra-specific spatial-
abundance
distribution

Probability that n individuals of a species are
found in a cell of area A if it has n0 individuals
in A0.

B(A |n0, A0) box-counting range-
area relationship

Dependence on cell size of a box-counting
measure of range for a species with n0
individuals in A0.

C(A,D |n0, A0) intra-specific
commonality

Dependence on A and D of the fraction of pairs
of cells of area A, separated by a distance D,
that both contain a species with n0 individuals
in A0.

O(D |n0, A0) O-ring measure of
aggregation

Average over each occurrence of an individual,
of the density of individuals within a narrow
ring at a radius D, divided by the density in the
ring expected in a random distribution.

Y(� |n0, S0 N0

E0)
intra-specific energy
distribution

Probability density function for an individual
from a species with n0 individuals to have a
metabolic energy rate between � and � þ d�.

D(D |n0, A0) intra-specific dispersal
distribution

Probability density function for an individual in
a species with n0 individuals in A0 to have a
dispersal distance between D and D þ dD

Table 3.1b

F(n |S0, N0, A0) species-abundance
distribution (SAD)

Probability that in a community with S0 species
and N0 individuals, a species has abundance n.

S�(A |S0, N0, A0) species–area
relationship (SAR)

Average number of species in a cell of area A if
S0 species in A0

S�(N |S0, N0) collector’s curve Average number of species found in a random
sample of N individuals.

E�(A |S0, N0, A0) endemics-area
relationship (EAR)

Average number of species unique to cell of area
A if S0 species in A0.

X�(A,D |S0, N0,
A0)

community-level
commonality

Average fraction of the species in cells of area A
that are found in common to two cells of area
A a distance D apart, if S0 species in A0.

C(� | S0, N0, E0) community energy
distribution

Probability density function for an individual in
a community with S0 species, N0 individuals,
and total metabolic rate, E0, to have metabolic
rate between � and � þ d�.

��(n | S0, N0, E0) community energy-
abundance
relationship

Dependence of average metabolic rate of the
individuals within a species on that species’
abundance, n.

L(l |S0, L0) link distribution in a
species network

probability that a species in a network with S0
species and L0 links is connected by l links to
all other species
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3.3 Themeaningof themetrics

A quick look at Table 3.1 reveals that the metrics of macroecology divide into two

categories: species-level and community-level. Species-level metrics describe vari-

ous properties of single species within an ecosystem, while a community-level

metric describes properties of a collection of species co-inhabiting the same ecosys-

tem. The ecosystem referred to here could be anything from a small plot to an entire

biome, such as the Amazon basin.

The metrics are of the form f (X |Y ), where X and Y may each refer to a single

variable or to several variables; the notation is read as: “f of X, given Y”. The
notation is the standard one for a conditional function; it tells us that the dependence

of the function f on the variable X depends on the values of the conditionality

variables, Y. The choices of the conditionality variables in Table 3.1 are intended

to be plausible but not established at this stage in the exposition. In Chapter 7, we

shall see what METE actually predicts them to be. The quantities A0, S0, N0, E0, that

appear as conditionality variables in some of the metrics in the Table, are what I

introduced as state variables in Section 1.3.6.

By using this notation, I do not mean to suggest that in all applications, Y has been

measured and the distribution of X is being predicted. In fact, we will see that there

are instances in which the metric can be used to infer the value of Y from measure-

ment of X.
There are two other notational matters to address. First, some symbols in Table 3.1

have a line above them, such as S�. I use this notation throughout the book to denote

the average of a quantity. Second, when the conditionality of a metric is not essential

for making a point, I will usually leave it out to avoid clutter.

Looking even more carefully at Table 3.1, you will note that some of the

metrics describe probability distributions or probability density functions, and

others describe dependence relationships. The distinction is important. A proba-

bility distribution is normalized to 1 and informs us of the relative likelihood of

different values of its argument. A dependence relationship, in contrast, informs us

of the relationship between two ecological variables, such as the dependence of

the average metabolic rate of the individuals in a species on the abundance of the

species. With one exception, I denote macroecological metrics that are probability

functions with Greek letters and I denote the dependent and independent ecologi-

cal variables in dependence relationships with Latin letters. The exception is the

metabolic rate of an individual organism, which I denote by the Greek letter �

rather than by e to avoid confusion with the universal constant that is the base of

natural logarithms. Finally, when I refer to generic probability distributions I will

generally use Latin letters.

Dependency relationships can, and in several instances in the Table do, result

from a probability distribution. For example, if the discrete probability distribution

p(z |x) is known, then the dependence on x of the mean of z (denoted by z̄) over the
distribution p(z |x) is given by:
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�zðxÞ ¼
X
z

z�pðzjxÞ: ð3:1Þ

Z�(x) will be a function of x and is thus a dependence relationship. If the distribution

p is continuous, then the summation in Eq. 3.1 is replaced by integration. Because of

such connections between probability distributions and dependence relationships,

the metrics in Table 3.1 are not all independent of one another. Nevertheless, I list

them all separately here because each has been the focus of research interest.

Finally, note that the probability distributions fall into two classes according to

whether the independent variable is discrete or continuous. A probability distribu-

tion, p(n), where n is a discrete variable, such as species’ abundance, and the sample

space is a set of species, has the meaning that at each value of n, p(n) is the

probability that a random draw from the pool of species gives a species with

abundance n. In this case, p(n) could be estimated empirically as the fraction of

the sample space possessing that discrete n-value. For a probability distribution

defined over a continuous variable, p(�), where � is, say, metabolic energy, p is

defined as follows: p(�)d� is the probability that a random draw from the sample

space has an energy value between � and � þ d�. A distribution over a continuous

variable, such as p, is called a probability density function, which is sometimes

abbreviated as a “pdf.”

A practical problem can arise when comparing theoretical probability distribu-

tions with data. Consider a distribution over the integers, such as an abundance

distribution. Empirically, the fraction of species with any particular value of n is

likely to be zero for most values of n and so the empirical distribution will be a series

of discrete spikes at particular integer values of n, separated by intervals of integers

at which the value is zero. This complicates the task of comparing a relatively

smooth theoretical distribution with real data. A similar problem arises with contin-

uous data and probability density functions. To avoid this problem, when comparing

theoretical with empirical distributions, it is often most insightful to examine

something called a rank distribution that is constructed from the probability distri-

bution. The means of doing that will be discussed in Section 3.4.

Now, let’s look at the actual metrics.

3.3.1 Species-levelspatialabundance distribution

Walking through a forest you cannot help but be struck by the fact that some trees

grow close to others, while some are more isolated. At large scale you noted this

tendency for inhomogeneity from the vantage of your balloon ascent. If you

recognize the different species, you may observe that for any selected species

there are patches with many individuals and other patches of the same size with

with few or none. That could indicate that the individuals are randomly located, and

by chance there are unpopulated patches, or it might indicate non-randomness. Our

first species-level metric,P(n), informs us of the discrete distribution of the numbers
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of individuals across cells of area A for each species, and allows us to answer

questions such as “is the pattern random?”.

To ensure understanding, here is an example. Suppose that in one of those plots of

area A0 ¼ 256 m2 laid out just below the summit of a peak, we have a species with

n0¼ 340 individuals. If we choose an arbitrary single cell or quadrat with area A¼ 1

m2 from within the larger plot, what is the probability that in it will be n ¼ 12

individuals of that species? The quantityP(12 |1, 340, 256) answers that question. In

Section 4.4.1 we will see how the shape of P(n) is a reflection of whether the

individuals in a species are randomly distributed, or whether they cluster or repel

one another. Exercise 3.11[CE1] gives you an opportunity to construct numerical

values for this metric, for a made up landscape.

We always assume that A < A0, but the prior knowledge of abundance might be at

scale A rather than at scale A0. For example, we might know from census data that at

some scale A there is an average of n individuals per plot. What, then, is the

distribution of abundances at some larger scale A0? Box 3.1 shows how this is

estimated.

Box 3.1 Inverting conditional distributions and upscaling spatial abundance
distributions

Suppose we have a conditional discrete probability distribution P(n |m), which is the
probability of measuring n, given m. Similarly, we can express the probability of measur-
ing m, given n, as Q(m |n). If we know the form of one of these, what is the form of the
other? First write a joint probability distribution P(n,m). There are two equivalent ways to
evaluate this:

Pðn;mÞ ¼ PðnjmÞMðmÞ ð3:2Þ

and

Pðn;mÞ ¼ QðmjnÞNðnÞ: ð3:3Þ

Here M(m) and N(n) are the unconditional distributions for obtaining values m and n,
respectively. The functionsM and N are not necessarily of the same form, which is why we
have given them different names. We can express N(n) as:

NðnÞ ¼ SmPðnjmÞMðmÞ ð3:4Þ

and hence

QðmjnÞ ¼ PðnjmÞMðmÞ=NðnÞ
¼ PðnjmÞMðmÞ=�m PðnjmÞMðmÞ: ð3:5Þ

This is simply one way to express Bayes’ law of conditional probabilities.
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When I write the metric expressing the spatial distribution of individuals in a

species in the form P(n |A, n0, A0) I am implicitly making a strong statement. Think

of all the things that might influence the probability that there are n individuals in A.
If it is a plant, perhaps the color of its flower, or the nature of its pollinator, or its

dispersal mechanism, or the properties of the other species it shares space with, will

influence that probability. Moreover, all those mechanisms listed in the first para-

graph in Section 1.3.2 might matter. So I am not just defining metrics in Table 3.1, I

am peeking behind the curtain to glimpse the theory that will be developed in Part

IV. In that theory, only cell areas A, A0, and the abundance of the species in A0

influence the probability described by the metric. That is a huge simplification, so

of course we will have to see if it is an unjustified over-simplification.

Available census datasets do not always include measured abundances; in many

cases only the presence of a species is recorded in a given area. Take the typical case

in which A is nested within A0. Then, from the definition ofP(n), we can express the
probability of presence in A as 1–P(0). Equivalently, this expression is the expected

fraction of cells of area A that are occupied by the species. This leads us to the

second metric in the table, which relates to the range of a species, but it will be best

understood if we first look generally at the problem of specifying a species’ range

and then glance at some ideas from the literature on fractals.

3.3.2 Range^arearelationship

If you look at a Field Guide to the Birds of anywhere, you will likely find a range

map for each species. The stippled or colored patch on the map tells you where,

within the country covered by the guide, the species is found. But what is such a

Box 3.1 (Cont.)

Returning to our spatial abundance distribution, and using a more explicit notation, we
can now write the probability,P’(n0 |A0, n, A), of there being n0 individuals at some larger
scale, A0, given n individuals at a smaller scale, A, as:

P
0 ðn0jA0; n;AÞ ¼ PðnjA; n0;A0ÞMðn0ÞXN0

n0¼1

PðnjA; n0;A0ÞMðn0Þ
: ð3:6Þ

M(n0) would now be the unconditional probability that a species has n0 individuals at
scale A0. Choosing that unconditional probability function can be difficult in some
situations, yet Eq. 3.6 is useless without some choice for M. In our problem, we might
take M(n0) to be the species–abundance distribution, �, at scale A0 if we have a theory
that predicts that metric. In Chapter 7 we show that MaxEnt theory predicts both P and
F, and hence P’.
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range map really telling you? The author likely outlined on a map of the country a

free-form, but not too fragmented, or in other ways complicated, blob that both

includes all the places where the species has been seen and minimizes to some extent

inclusion of places where it has not been seen. So of course not every place within

the stippled range is really suitable habitat. This field-guide range is sometimes

called the geographic range of the species.

But you might seek a more detailed view of the bird’s locations. For example, if

you had census data on a checkerboard grid, fine enough to include, say, 10,000 cells

falling within the country of interest, then a range map might show exactly which of

all those cells had sightings. An even more detailed picture would result if you had

data for 1,000,000 cells, however, and with such a fine grid you would get a different

measure of the range.

The problem of specifying the range of a species poses the same ambiguities as

does the problem of stating the length of a coastline. To explore the implications of

that, I turn to fractals, not because the spatial distributions of individuals within

species are actually fractals, but because the mathematics used to study fractals is

powerful and applicable to our problem.

Start with line shapes rather than locations of objects on a two-dimensional

surface. An irregularly-shaped line, such as a coastline, has a length that is ambigu-

ous. In particular, suppose you measure the length, L, of the coastline the following
reasonable way: you take a measuring rod of length l and you determine how many

times, N(l), you have to lay it down end over end to span the coastline. You then

define length to be L ¼ N(l) � l. Reasonably, you ensure the rod is not so small that it

probes spaces between small rocks along the shore, nor so large that you can’t lay it

out at least a few times along the coastline.

You will find that the value of L depends on the length of the measuring rod. This

is because a smaller rod can go in an out of more little indentations in the shoreline,

where a larger one would not “see” these indentations. Hence you expect that N
decreases as l increases and, if it does not decrease exactly as l�1, then L will depend

on l. To proceed you make a graph of L versus l, or (for reasons explained in Box 3.3
in Section 3.4) of log(L) versus log(l). As discussed further in Section 3.4 and

Appendix B, the shape of such graphs can inform us if the coastline is fractal in

shape (Mandelbrot, 1982).

This description of the length of a coastline can be generalized to two dimensions

to give a useful meaning of the range of a species, as measured from occupancy data.

Suppose a North American bird species is located in patches throughout the conti-

nent. If the continent is covered by cells of area A, then in some fraction of those

cells, the species will be found. So, instead of length l, think of cell area A, and
instead of N being the number of times that you can lay down the stick, let it be the

number of cells of area A that are occupied by the species. We can define a kind of

“area of occupancy,” B(A), for the species by multiplying N, which will depend on

A, by A: B(A) ¼ N(A) � A. Again, the shape of a log(B) versus log(A) graph informs

us if the occupancy pattern is fractal. This measure of area of occupancy, B, is
sometimes referred to as a “box-counting” measure. The reason is that if we think of
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each cell of area A as a box, then N(A) is just a count of the number of occupied

boxes. So our metric, B, describes the dependence of this measure of range on the

size of the cells used to measure it (Kunin, 1998; Harte et al., 2001).

B(A |n0, A0) can be obtained from the species-level abundance distribution metric

P(n |A, n0, A0):

BðAjn0; A0Þ ¼ ½1 � Pð0jA; n0;A0Þ	 � ðA0=AÞ� A: ð3:7Þ

The first term on the right-hand side is the fraction of occupied cells of area A and the

second is the total number of cells of area A within A0. Their product is N(A), the
number of occupied cells. The third term is the area of such cells.

3.3.3 Species-levelcommonality

The third entry in Table 3.1a describes co-occurrences of individuals. Pick a species

with n0 individuals in A0, and any two cells of area A that are a distance D apart. The

fraction of such pairs of cells, in which both cells contain at least one individual from

that species, is the metric C(A,D |n0, A0). This metric describes a dependency

relationship jointly on two variables. The notation anticipates that the value of this

metric for any specified value of A and D will be conditional on the variable n0 and
A0.

When C(A,D) is viewed as a function of D, with cell area A held fixed, the metric

is often referred to as a measure of “distance-decay.” This nomenclature is appro-

priate because the function is often a decreasing function of inter-cell distance,

reflecting the tendency for individuals in a species to be found close to, rather than

far from, one another (Nekola and White, 1999).

There is an important distinction between metrics like commonality, C, and
metrics like the species-level spatial abundance distribution, P. The latter is a

function describing information about a single cell, whereas the former describes

what is happening in two cells at the same time. The former contains information

about spatial correlation, while the latter does not.

There are actually many ways to construct generalizations of P(n) to provide

more information than simply asking for the probability of a specified abundance

level in a single cell. These can give us even more information than does C(A,D).
First, we might be interested in not just presence but actual abundances in the two

cells: what is the probability that there are n1 individuals in one of the cells and n2 in
the other? We might label that metric C(n1, n2, A,D |n0, A0). Second, we might

generalize this by asking for the probability of a specified set of simultaneous

abundances in each of M � 2 cells that are of specified area and specified distances

from each other. The maximum amount of information about spatial structure of the

distribution of individuals in a species at a given scale of resolution (that is a given

cell size, A, into which A0 is gridded) is given by a function that describes the
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probability, C(n1, n2, . . . , nK), of observing a set of assigned abundances {ni} in all

of the cells. Because the plot can be gridded into A0/A cells, the index i runs from 1 to

K ¼ A0/A and the spatial ordering of the cells, and thus the information needed to

calculate the distances between them, will be reflected in their order listed in the

argument of C. Predictions of the actual form of such a commonality metric can be

obtained from macroecological theory only in very limited cases.

Related to the commonality metric C(A,D|n0, A0) is a measure of how the

density of individuals within a species changes with distance from any randomly

selected individual in the species. To measure it, you pick an individual at random

from the species and then look in the thin ring between two concentric circles,

centered at the selected individual, and of radius r, and r þ ˜r. The number of

individuals in that ring, divided by the area of the ring, is the density of indivi-

duals at a distance r from the selected individual. Dividing that density by the

density that you would expect if the individuals in the species were randomly

distributed throughout A0, and then taking the average of that ratio for all

individuals in the species gives the value of the metric. It is called an “O-ring”

measure of aggregation. Condit et al. (2000) denote this metric by the letter O, or
in our conditionality notation, O(D |n0, A0). A value greater than 1 at relatively

small values of the radius r indicates that the conspecifics of each individual are

more clustered in a small neighborhood surrounding each individual than is

expected under random placement. A value less than 1 indicates that the indivi-

duals are over-dispersed locally, as expected, for example, for species that have

evolved mechanisms for avoiding dense aggregates which might attract predators

(Janzen, 1970; Connell, 1971).

Related to the O-ring metric is Ripley’s K-statistic (Ripley, 1981). Whereas the

O-ring measures density in an annulus surrounding an individual, Ripley’s K

measures density in the entire circle surrounding an individual. By considering an

annulus as the region in between two concentric circles, and recalling that the area of

a narrow annulus is 2�r˜r, you can show (see Figure 3.1) that the density of

individuals, æ˜r(r), in an annulus of width ˜r at radius r, is given by:

rΔrðrÞ ¼
pðr þ ΔrÞ2Kðr þ ΔrÞ � pr2KðrÞ

pðr þ ΔrÞ2 � pr2
�

d½pr2KðrÞ	
dr

2pr
ð3:8Þ

Because the O-ring metric is æ˜r(r)/æ˜r, random(r), the O-ring metric and the deriva-

tive of Ripley’s K are related.

Finally, we note that instead of calculating the density of conspecifics in an

annulus or a circle surrounding an individual, we could define a metric that describes

the probability of a conspecific occurrence in the annulus or in the circle.
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3.3.4 Intra-specif|c energydistribution

You can look at a gathering of people and wonder which among them is using a lot

of energy in their daily lives and which are using relatively little. You could go

further and ask “What is the distribution of the rate of energy use across the group?”

The same question can be asked of the individuals within any species in an

ecosystem; Y(�), a probability density function, is the answer. It describes the

distribution of metabolic energy rates across the individuals of a species in an

ecosystem. The species is assumed to have abundance n0 in A0 as with the other

species-level metrics. Because it is an energy distribution over individuals rather

than an abundance distribution over space, you might expect it will not depend on A0

but might depend in some way on the total amount of energy utilized by the species

in question, and perhaps on the total number of species and individuals in the

system. In Table 3.1 this metric is shown as being conditional on total number of

species, S0, total abundance, N0, and total metabolic rate, E0; in Chapter 7 we will

see that METE predicts that this is indeed the case.

Empirical determination of the independent variable in this distribution, the

metabolic rate of an individual, requires some explanation. Measuring metabolic

rates of animals is not easy, whereas measuring their body size or mass is relatively

straightforward. Hence if one takes seriously a theory, such as the MST described in

Section 1.3.7, that relates metabolic rate to body mass, then data on metabolic rate

distributions can be inferred frommass distributions. Similarly, if theory predicts the

form of the energy distribution Y, a mass distribution can be derived if the MST

result is assumed. Converting back and forth between mass and energy probability

density functions requires care, however, so in Box 3.2 I show how this conversion is

carried out.

rDr

n(r );
K(r )=n(r )/pr 2

n(r + Dr ) = n(r )+ Dn(r );
K(r + Dr) = (n + Dn) /p(r + Dr)2

Figure 3.1 The space between these two concentric circles is the “O-ring” referred to in

the text. K(r) is the density of individuals in a circle of radius r, and the figure illustrates why

Eq. 3.8 relating O-ring measure of aggregation to the derivative of Ripley’s K statistic (circle

density) holds.
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3.3.5 Dispersaldistributions

Fledgling birds typically establish their nests some distance from the location of the

nest where they were born. Seeds produced from a parent plant travel and germinate

some distance from that parent. The concept of a dispersal distribution is often used

slightly differently in plant and animal ecology. In plant ecology it usually refers to

the distribution of distances that seeds travel from parent plant to final destination.

However, most seeds never germinate and become viable plants. In animal ecology

a dispersal distribution for, say, birds, is often taken to be the distribution of

distances between the nest site where a bird is born and the site where the offspring

eventually nests. That definition has a number of advantages in spatial macroecol-

ogy, and so here I apply it to plants as well as animals. Thus the dispersal distribution

for a species of plant is the distribution of distances between where seeds are

produced and where the seeds produce germinants that grow to maturity. The two

types of dispersal distribution can have quite different shapes, as, for example,

would be the case if seeds that by chance land very far from a parent are less likely

to be in a favorable habitat for germination and survival than they would be if they

landed closer.

The way the conditionality of our dispersal metric, ˜(D |n0, A0), is written, it

appears as if the distribution of dispersal distances is determined by the abundance,

Box 3.2 Converting probability densities to new independent variables

We are given a probability density function f(x) and another variable, y, which can be
expressed as a function of x: y ¼ y(x). Inverting y ¼ y(x), we can also write x ¼ x (y). For
example, if y(x) ¼ x2, then x(y) ¼ y½. The probability distribution for y, g(y), is given by:

gðyÞ ¼ f
�
xðyÞ
�
ðdx=dyÞ: ð3:9Þ

The term dx/dy is needed to ensure that, if we integrate each distribution over equivalent
ranges of their independent variable, we get the same result:

R
dx f(x) ¼ Rdy g(y).

We apply this to Y(�) to derive the mass distribution over individuals. Assuming a
general scaling relation between mass and metabolism of the form:

eðmÞ ¼ c�mb; ð3:10Þ

we obtain the mass distribution, æ(m):

rðmjn0; :::Þ ¼ Yðc�mbjn0; :: :Þ b�c �mb�1: ð3:11Þ

Just as Y(� |n0, . . . )d� is the fraction of individuals in a species with abundance n0 with
metabolic energy rate in the interval (�, � þ d�), æ(m |n0, . . . )dm is the fraction of
individuals with mass in the interval (m, m þ dm).
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n0, of the species in A0. In fact, a reverse interpretation generally makes more sense;

the ultimate density of the species is likely to be determined by the distribution of

dispersal distances. It is important to keep in mind that the form of the condition-

alities in our metrics (i.e. which variables are to the left of the conditionality symbol

“ |” and which are to the right of it) should not be interpreted as informing us about

the direction of influences. Referring back to the definition of the O-ring measure of

spatial structure, however, it is plausible to assume that the slope of the dispersal

distribution will influence the O-ring metric of aggregation.

In addition to there possibly being a relationship between abundance and the

shape of the dispersal distribution, body size could also plausibly influence that

distribution. In general, one would expect that large animals have the capacity to

disperse longer distances than do smaller ones. Because abundance and body size

are also related, as we will discuss in some detail later, and because a satisfactory

theory of dispersal distributions is lacking, let’s leave aside for now the question of

what additional variables should appear to the right of the conditionality symbol in

D(D |n0, A0).

3.3.6 The species^abundance distribution (SAD)

Ecosystems are fascinating in part because some species are very common and

others quite rare. If you are a birder, you know both the thrill of spotting a rarity and

the drama of, for example, a hundred thousand snow geese descending at dusk to

their wintering grounds. Between commonness and rarity lies a probability distribu-

tion, and that distribution is among the most widely studied metrics in ecology.

Reliable prediction of the shape of this metric, F(n), has been the goal of much

macroecological theorizing. The SAD is a frequency distribution in the usual sense

used in probability theory. Imagine a barrel filled with balls of different colors,

where each color is a species. There might be just a very few yellow balls, but many

red ones. If you reach in and pull out a ball, the chances are it will be of a color that is

well-represented in the barrel. By repeatedly sampling the barrel, replacing the ball

after sampling, and recording its color, you arrive at a probability distribution for the

abundances. The data you obtain from a thorough and well-designed census, such as

the one you carried out on the mountain-top plots, approximates spilling the contents

of the barrel out on the ground and counting every ball that was in it.

3.3.7 Species^arearelationship (SAR)

Like the SAD, this is a metric often studied in macroecology. A particular widely

assumed functional form for the shape of the SAR, discussed later in the chapter, has

been called by some a law of ecology. The realization that species’ richness

increases with sample size probably dates back millennia, but measurement of an

SAR, along with an explicit proposal for its mathematical form, was first published
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by Olaf Arhennius (1921).1 For a well-written review of early observations and

theory pertaining to the SAR, see Rosenzweig (1995).

The idea behind the SAR is simple. As you look at larger and larger areas of

habitat, with each larger area including the smaller areas, you generally find more

species. When a census is carried out in that way, the SAR obtained is called a nested

census, because small plots are nested within large plots. That species’ richness

increases with area for a nested census does not sound like a big deal, for unless the

individuals in every species were found everywhere throughout the largest area

studied, which we know is unlikely, it is obvious that larger areas will contain more

species. But there is more to the SAR than that.

First, different reasons might be invoked to explain the increase in species’

richness with census area. Larger areas generally contain more types of environ-

mental conditions, such as values of soil moisture or slope or aspect, and this greater

number of abiotic niches may support more species. Moreover, more migrants and

dispersers from elsewhere are more likely to arrive in a larger area, and thus by

chance alone there could be more species in a larger area. Because more individuals

of a given species can be supported in a larger area, and because local extinction is

more likely when population size drops below some critical threshold, extinction

rates may also be lower in a larger area. Finally, there might be some inherent role

played by area that results in more species able to co-exist within a larger area even

when the habitat does not vary within it and the other mechanisms listed above are

not operating.

Second, the actual shape of the rising SAR might inform us about a number of

ecological phenomena: inter- and intra-specific competition, the distances different

plant species’ seeds are dispersed or animals migrate, the nature of the mosaic of soil

types or land-surface topography or other abiotic landscape features, and more

generally the forces that structure the partitioning of resources among species.

Third, the actual shape of the SAR has enormous implications in conservation

biology. I discuss some of them in Section 3.5 and return to that topic again in

Chapter 9.

Fourth, there are other types of SARs, in addition to nested ones. Censusing

islands provides one frequently encountered way to examine non-nested SARs. One

might expect that if species’ richness is compared on islands of different sizes, but

all approximately the same distance from a mainland, and if the habitats are not very

different on the islands, then a large island is likely to, but will not necessarily,

contain more species than a small one. The shapes of non-nested and nested SARs

can differ, and quite generally we expect the shape of the SAR to differ depending

on the census design. A good review of different types of SARs and the need to

avoid conflating them, is found in Sandel and Smith (2009) and in Dengler (2009).

1 He was the son of the Nobel Laureate Svante Arhennius, who among many other achievements
carried out, in 1896, the first reliable calculation of the effect of increasing atmospheric carbon
dioxide on Earth’s temperature (Arhennius, 1896) . . . a remarkable family, indeed!
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Consider the island SAR mentioned above. Larger islands generally contain more

individuals and more species than smaller ones, at least if other factors, such as

habitat quality, and distance to a mainland that acts as a source of organisms that

disperse to the islands, are the same. The island SAR describes the dependence on

island area of the number of species on each island. Area may or may not explain

most of the inter-island variation in species’ richness, depending on what other

factors, such as those above, are at work. These considerations were the basis for the

theory of island biogeography first developed in the 1960s (MacArthur and Wilson,

1967). We note that the islands need not be actual islands; they could be geographi-

cally non-overlapping patches of different areas marked out within a mainland

ecosystem. The important thing about these real-island or conceptual-island SARs

is that the census design involves independent sampling at each area, in contrast to

the nested SAR census design.

Next, consider the notion of a collector’s curve, S�(N). This is not strictly speaking
an SAR because its operational definition does not depend on area. The collector’s

curve describes the dependence on N of the number of species found in a random

sample of N individuals. The shape of the collector’s curve is determined by the

distribution, F(n), of abundances in the community of species. The idea is simple. If

you have a collection of individuals from a variety of species, say on a mainland,

you can imagine putting them all in a barrel and then drawing individuals from the

barrel, with or without replacement. As you draw more and more individuals, you

find more and more species. The species list will not grow as fast as the number of

sampled individuals of course, because there will be many repeats of the same

species. As the list of species grows, you can graph the number of species versus the

number of individuals collected and the shape of the graph is called a collector’s

curve or an accumulation curve. In the field, a collector’s curve can be obtained

either with or without replacement of individuals. Thus if you are trapping insects

and killing them in the process, the collector’s curve you obtain would be without

replacement. On the other hand, if you simply observe without disturbing animals

one at a time and record the growing list of species, you would obtain a collector’s

curve with replacement.

There is a connection between the collector’s curve and the island SAR: the

islands can be considered to be collectors and the mainland to be the barrel of

individuals. The island collects individuals as they migrate or disperse from the

mainland to the island and settle there. Suppose the number of individuals on an

island is proportional to island area, and also suppose that individuals from each

species migrate from the mainland to the islands in proportion to their numbers on

the mainland. Then the contents of the mainland barrel uniquely determines the

island SAR; the island SAR is just a collector’s curve and is entirely determined

from the shape of the abundance distribution F(n). If patches of varying area are

marked out randomly on the mainland, the same idea could apply; the species’

richness in each patch could be described by a collector’s curve resulting from the

individuals that happen to collect in those patches from all the surrounding habitat.

These ideas are illustrated in Figure 3.2.
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The nested SAR is sometimes referred to as a mainland SAR, but of course one

could conduct a nested census on either an island or the mainland. In a complete

nested design, a large plot is typically laid out and either gridded into small cells that

cover the entire plot area or each individual is point-located within the larger plot. In

that latter case, a conceptual grid can be laid upon the plot and each point-located

individual placed in a grid cell. The numbers of species in each of the small grid cells

is recorded, and then the average of these numbers over all the small grid cells is

taken to be the number of species at the scale of the small grid cell. Then the number

of species in aggregates of grid cells are recorded, and averaged to give species’

richness at that aggregate scale. Repeating this procedure for aggregates of many

different sizes gives a nested SAR for the plot.

There is a fundamental reason why the collector’s curve is not likely to describe

the nested SAR, even while it may describe island SARs. The reason is that the

distribution in space of the individuals in each species will affect the shape of the

SAR. In fact, an expression we can write relating the nested SAR to two other

mainland

a c  f  g  x  p
e  t  t  a a a a
k  b  c  e  a a 
k g x x a p t 
c  r p  g  c  b
g  a  t w a  s 
x  g  k  a  c  b

individuals migrate to islands, 
achieving total abundances 
proportional to island area  

islands 

a c  f  g  x  p
e  t  t  a a a a
k  b  c  e  a a 
k g x x a p t 
c  r p  g  c  b
g  a  t w a  s 
x  g  k  a  c  b

select individuals
one at a time and
record  what
species they are

# individuals picked

collector’s
curve

a barrel of
individuals
from many
species

# species in
cumulative
sample

Figure3.2 The concept of the collector’s curve and its possible relevance to island species–

area relationships.
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metrics we have defined makes explicit the role that spatial structure and abundance

distributions play in determining the shape of the nested SAR.

To motivate the expression consider an average cell of area A within some

larger plot. The probability that a species with n0 individuals in the larger plot

will be found in the cell is 1 minus the probability that it is absent from the cell,

or [1 – P(0 |A, n0, A0)] (see Section 3.3.1). So if we assume that the species-level

spatial abundance distributions are independent of one another across the species,

then we can write:

�SðAjN0; S0;A0Þ ¼
X
species

½1�Pð0jA; n0;A0Þ	 ð3:12Þ

Eq. 3.12 is simply summing the probabilities of occurrences of each of the species to

give the expected number of species. This is the formula that you would use to

derive S̄ if you knew the actual values of the abundances of the species; the sum over

species is actually a sum of 1 � P(0) over the known values of abundance.

If you do not know the actual values of the abundances but you do think you know

the abundance distribution, F(n), then Eq. 3.12 is replaced by:

�SðAjN0; S0;A0Þ ¼ S0
XN0

n0¼1

½1�Pð0jA; n0;A0Þ	Fðn0jN0; S0;A0Þ ð3:13Þ

In this expression, we are summing over n0 the product:
[the probability that a species with n0 individuals in A0 is present in A] � [the

fraction of species in A0 with abundance n0].
This gives the expected fraction of species found in A. Multiplying that fraction

by the total number of species in A0 gives us S�(A), the expected number of species in

area A.Note that the upper limit of the summation in Eq. 3.13 is N0. Strictly speaking

it should be N0 – S0 þ 1, because every species has to have at least 1 individual and

so no species can have more than N0 – S0 þ 1 individuals. However, in practice, this

will not make a difference because N0 is generally » S0, and we will see that F(n0)
always falls to zero very rapidly at large n0.

With Eq. 3.13 in hand, we can now also write an expression for the collector’s

curve. A barrel of individuals, from which one at a time is randomly drawn, has no

spatial structure. Hence, if the spatial distribution P(n) in Eq. 3.13 is taken to be a

binomial distribution for each species, thus implying a random draw of individuals,

we should obtain the collector’s curve.2 In Section 7.8, we will show how to

calculate collector’s curves that way.

2 Readers unfamiliar with the mathematical forms and properties of the major probability
distributions, such as the Gaussian, the Poisson, the binomial, and the lognormal, can find a good
summary in Evans et al. (1993); Jaynes (2003) is an excellent text on probability theory.
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3.3.8 The endemics^arearelationship (EAR)

A species is said to be endemic to a region if it is only found there. Thus we say that

about 50% of the species of birds in Madagascar are endemic to that nation—you will

not find them elsewhere in theworld. Theway I am going to use the term in this book is

related but slightly different. Consider a plot such as the 256 m2 plot on one of those

mountain peaks. If we look at a cell of area 1 m2 within that plot, we may find that it

contains one or more species that are only found in that one cell and nowhere else in

the remaining 255 m2. Those species within the plot that are found only in that single

cell wewill call “endemic” to that single cell. Those speciesmaywell be found outside

our 256 m2 cell, but that is irrelevant to us here. Now we can do the same thing for all

the cells of area 1 m2 and then average the number of such endemic species over all

256 of the cells. That average value goes into the construction of the endemics–area

relationship . . . it gives usE�(1m2). If we do this for cells of all areas within the plot, we

have E(A), the endemics–area relationship. Note that E�(A0)¼S0.
Analogously to Eq. 3.13, we can write an expression for Ē(A) in terms of the

species-level spatial abundance distributions and the species-abundance

distribution.

�EðAjN0; S0;A0Þ ¼ S0
XN0

n0¼1

½Pðn0jA; n0;A0Þ	Fðn0jN0; S0;A0Þ ð3:14Þ

The rationale for this formula is similar to that for Eq. 3.13, except that now the

species-level spatial abundance distribution is evaluated at n ¼ n0. To see why,

recall that a species with n0 individuals in A0 is endemic to a cell of area A if all n0 of
its individuals are found in that cell. The probability of that event occurring is

exactly P(n0 |A, n0, A0).

3.3.9 Communitycommonality

This metric describes the co-occurrence of species. Consider all possible pairs of

cells of area A that are a distance D apart. For any such pair determine the number of

species found in common to the two cells and then average that number over all the

pairs. The metric X�(A,D |S0, N0, A0) is that average divided by the average number of

species found in a cell of area A. Paralleling Eq. 3.13 and 3.14, it can be related to a

sum over abundances of the species-level commonality metric:

�ΧðA;DjS0;A0; :::Þ ¼
S0
XN0

n0¼1

CðA;Djn0;A0; :::ÞFðn0jN0; S0;A0; :::Þ

S0
XN0

n0¼1

½1�Pð0jA; n0;A0; :::Þ	Fðn0jN0; S0;A0; :::Þ
ð3:15Þ
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Referring to Eq. 3.13, the denominator on the right-hand side of Eq. 3.15 is the

average number of species that are found in a cell of area A. Applying the same

reasoning that led us to Eq. 3.13, and recalling the definition of the species-level

commonality, C(A,D), we see that the numerator is the number of species that are

found in both cells of area A. The metric X� is called the Sorensen index.

Related to our metric of community-level species’ commonality is the concept of

beta diversity, a notion intended to describe species’ turnover. One way to quantify

turnover is with a metric T�¼ 1 � X�. Like X�, T� can range from 0 to 1, with a value of

1 signifying that two patches have no species in common, so that turnover is

complete. The term beta diversity is often contrasted with alpha and gamma

diversity. Alpha diversity refers to local diversity, or average species’ richness in,

typically, a small patch; gamma diversity is the variety of species found across

multiple habitats, so it is thought of as a large-scale measure. In that context, beta

diversity is diversity still within a habitat type but over some distance. Because of

the difficulty quantifying habitat types, and the likelihood that different species

perceive habitat transitions differently, it is difficult to decide whether a change in

slope or aspect, say, within a large forest warrants calling the diversity across that

change beta or gamma diversity. We prefer to stick with our metric 1 � X� as a

measure of changing diversity across space that can be applied at any scale.

The species-level O-ring metric described in Section 3.3.3 can also be generalized

to community level. For this purpose consider a small cell of area A, and symmetri-

cally surrounding it a thin annulus between radii r and rþ˜r. The fraction of the

species in the cell of area A that are also found in the annulus is yet another measure

of community-level commonality as a function of distance.

3.3.10 Communityenergydistribution

C(� |S0, N0, E0) is the community-level generalization of the species-level energy

distribution Y(�). In particular, C is the probability density function for the distri-

bution of metabolic energy rates over all the individuals in the community. Just as

with Y, testing of a predicted form for C requires either difficult measurement of

actual metabolic rates or straightforward measurement of body masses combined

with theory, such as the MST, that relates body mass and metabolism.C can also be

converted to a distribution of the masses of individuals in the community using the

MST, by the method shown in Box 3.2. Using � ¼ cmb, we get:

XðmjS0; N0; E0Þ ¼ Cðc�mbjS0; N0;E0Þ�b�c�mb�1: ð3:16Þ

3.3.11 Energy^ andmass^abundancerelationships

Imagine you are walking through a forest noting the numbers of trees in different

size classes. First, suppose you pick some species that you can readily identify, even
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as a seedling. You will probably find many small seedlings of that species, fewer

saplings, still fewer medium-sized trees, and interspersed among all these plants an

even smaller number of fully grown trees, near the end of their lifespan. You would

expect that, just on the basis of demographics. At every age, death can occur, and so,

if the forest is in demographic steady state, the numbers must decline with age, and

therefore, on average, with size. If the individuals are binned in equal size-intervals,

a bar graph of numbers of individuals versus size would show bar height rapidly

declining with increasing size; if logarithmic size intervals are used, the decline

would be much less and conceivably the graph would appear flat or even show bar

height rising with size.

There is a second way in which you could examine the distribution of sizes of

trees. You conduct the same survey but you don’t distinguish among species. Now

all trees of each size class are counted. Would you expect to see the same size

distribution that you witnessed for the individuals in a single species? A reason why

you might not is apparent. Some trees never attain great size, becoming full grown at

the same size as an adolescent individual of a tree that will grow huge. So, if those

trees destined never to grow large are particularly abundant, then that will skew the

distribution toward even more rapid decline in numbers with size.

As a third choice, you could examine the relationship between the numbers of

trees of each species and the average mass of the individuals in each species. A priori

there is no reason to think that that relationship would resemble either the first or

second relationship above.

Each of these relationships can be considered to be a mass–abundance relation-

ship (MAR) and they are all of interest. You could of course carry out the same

analyses with animal data, whether for fish, birds, mammals, or any other broad

category of life. In those cases you might not expect to see the same patterns as you

do with trees for two reasons: trees grow until they die, while animals generally do

not, and the ratio of the sizes of full-grown large trees to seedlings is much greater

than the ratio of the size of mature mammals or birds to the size of their new-born.

Our metrics allow us to examine these various relationships more quantitatively

and systematically. To each species we can assign a measured value of the average

metabolic rate of its individuals, ��, and the abundance of that species, n0, in A0. The

relationship between these variables is the metric ��(n0 | . . . ). Using Eq. 3.1, this

metric can be derived from the intra-specific energy distribution, Y(� |n0). For
convenience we leave out the subscript on n:

�eðnÞ ¼
Z
de eYðejnÞ: ð3:17Þ

We can also take the intra-specific mass distribution æ(m) derived in Box 3.2,

Eq. 3.11, from Y(�), to convert to a relationship between the average mass of the

individuals in a species, m̄(n), and the abundance of that species:
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�mðnÞ ¼
Z

dmm rðmjnÞ: ð3:18Þ

From these energy–abundance and mass–abundance relationships, probability dis-

tributions for energy and mass, defined over the sample space of species, can be

derived from the abundance distribution.

For example, starting with the species abundance distribution, F(n), and Eq. 3.9,

the distribution over the species of the average metabolic rates of the individuals

within species (which we denote by n(��)) is given by:

nð�eÞ ¼ Fðnð�eÞÞðdn=d�eÞ: ð3:19Þ

The term (dn/d��) in this expression is obtained by inverting the function ��(n) in Eq.

3.17 and differentiating. In some cases this inversion procedure can be carried out

analytically, while in other cases it has to be done numerically. It is important to

keep in mind that n(��) will be properly normalized if the values of �� are allowed to

range between ��(nmax) and ��(nmin), where nmax and nmin are the limits of the range of

n used in normalizing F(n).
Paralleling Eq. 3.19, from Box 3.2 and the SAD, F(n), we can write an expression

for the distribution, over the species, of the average masses of the individuals in

species, m(m�):

mð �mÞ ¼ Fðnð �mÞÞðdn=d �mÞ; ð3:20Þ

where n(m�) is obtained by inverting the function m�(n) in Eq. 3.18.

Because of the proliferation to the edge of confusion of notations for mass and

energy metrics, and the potential for confusing distributions with dependence

relationships, I summarize all the notations in Table 3.2 and provide the location

in the text that defines the metric, or relates the mass to the energy metric, or relates

the dependence relationship to the probability distribution, in each case.

The sizes or masses of organisms are more readily measured than their metabolic

rates, so we focus the rest of this discussion around mass–abundance relationships.

Equation 3.18 provides one such relationship, where m�(n) is the relationship

between the abundance of a species and the average mass of its individuals. But

there are actually several types of size– or mass–abundance relationships (MAR). A

careful effort to distinguish and define them can be found in White et al. (2007).

Table 3.3 summarizes these different types, following the terminology introduced

by White et al., except that we replace their term “size” with “mass.”

The term “density,” which is abundance per unit area rather than abundance itself,

appears in the definitions of the LMDR and the GMDR (in Table 3.3). The signifi-

cance of this distinction helps us understand the difference between the local and

global distributions. In particular, the empirical GMDR is obtained by examining

species’ distributions over continental or global scales and, for each species, esti-

mating its average density only from locations where it is found. In fact, often the
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locations where a species’ density is estimated are locations where that species is

relatively abundant, and so the density used to evaluate the GMDR is closer to

maximum than average density. In contrast, the empirical LMDR is obtained by

circumscribing a region and then within it estimating the density ¼ (abundance

within region)/(area of region). The same area is used for all species being com-

pared, and so density is just proportional to abundance within the region.

Let us now relate the MARs in Table 3.3 to the metrics we have already defined.

Rather than assume a specific scaling exponent, such as 3/4, for the relationship

Table 3.2 Summary of metrics describing metabolic rates and masses.

Level and meaning of distribution or
dependence relationship Energy Mass

Intra-specific: distribution of energy or
mass across individuals within species

Y(�) (Table 3.1a) æ(m) (Eq. 3.11)

Inter-specific: distribution of energy or
mass across all individuals

C(�) (Table 3.1b) X(m) (Eq. 3.16)

Inter-specific: dependence on
abundance of energy or mass averages
over individuals within species

�̄(n) (Eq. 3.17) m̄(n) (Eq. 3.18)

Inter-specific: distribution of energy or
mass averages over individuals within
species

n(��) (Eq. 3.19) m(m̄) (Eq. 3.20)

Table 3.3 Types of mass–abundance relationships.

MAR Definition Relation to our Metrics

Individual mass
distribution
(IMD)

The probability distribution of
masses of individuals in a
community . . . i.e. fraction of all
individuals in a mass interval.

X(m) from Eq. 3.16.

Local mass–-
density
relationship
(LMDR)

Relationship between average mass
of the individuals in a species and
its population in a specified
ecosystem.

m� (n) in Eq. 3.18 inverted to give
population size versus species
mass: n(m� ), with all populations
in same community

Cross-
community
scaling
relationship
(CCSR)

Relationship between average mass
of an individual in some
collection of species and the total
number of individuals.

N0 dependence on average mass of
individual in a community ¼ Rdm
� m � X(m)

Global mass–
density
relationship
(GMDR)

Relationship, across a larger
community (perhaps of
continental size) between average
mass of the individuals in a
species and its average population
density.

m� (n) in Eq. 3.18 inverted to give
population size versus species
mass: n(m� ), with populations
taken from anywhere on Earth.
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between metabolic rate and body mass, we will assume a general form � ¼ c�mb. An

even more general relationship, not of power-law form, could also be used of course.

The IMD is given by Eq. 3.16: X(m) ¼ C(c � mb) � b � c � mb�1.

The LMDR is given by m̄(n) in Eq. 3.18, where æ(m) in that equation is given in

terms of our metric Y(�) by Eq. 3.11.

The CCSR is obtained by determining the dependence on total abundance, N0, of

the average mass of the individuals in the community:
R
dm �m �X(m). The distribu-

tion X(m), given by Eq. 3.16 in terms ofC(�), will depend on N0 as a consequence of

the conditional dependence of the metric C(�) on N0. The form of that dependence

will, as we shall see, emerge from theory.

The GMDR is, in principle, related to our metrics the same way the LMDR is, but

with data obtained at larger scales. However, in practice, it is neither easily related to

our metrics nor very systematically measured. The reason is that for this MAR, the

densities of species are compiled from a variety of censuses carried out in different

locations, with density determined within areas of differing magnitude, and with

different criteria used to select the density actually plotted against mass. A more

systematic but more difficult way to look at a large-scale mass–density relationship

would be to adopt the same approach as is used in determining empirical LMDRs,

but execute it at much larger geograhic scale. Methods of estimating abundance at

large scales, such as those I will describe in Chapter 7, could be used to do this. As

White et al. (2007) emphasize, however, this would result in a measure of density

that differs from that used in current data compilations to determine the GMDR. For

reasons discussed by White et al. (2007), and also in Section 3.4.10, the GMDR

poses an interesting conundrum for ecologists.

3.3.12 Linkdistribution in a speciesnetwork

Many kinds of species’ networks can be envisioned. The most frequently studied are

food webs, in which the species in an ecosystem are the nodes in the network and the

links between nodes are trophic interactions. If species A eats species B, then a link

exists between node A and node B. A directed link has an arrow on it, indicating the

direction of energy transfer. A web or network is called “quantitative” if the links are

labeled with the actual magnitudes of energy flow between nodes. In the language

of state variables, a food web can be minimally characterized by the total number of

nodes, S0, and the total number of links, L0. If we knew more about the structure of

the web, such as the number of herbivores, carnivores, omnivores, those numbers

might also be considered as state variables.

Another kind of ecosystem web, classified as a bipartite network, describes the

interaction between two groups of species. Consider pollinators and plants. Each

plant species in an ecosystem is linked to some number of pollinator species and

each pollinator species is linked to some number of plant species. Two link dis-

tributions can now be envisioned: the distribution of pollinator links to plants and of
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plant links to pollinators. Appropriate state variables for this system could be the

number of links, the number of plant species, and the number of pollinator species.

In any network, some nodes may be connected to very few other nodes, while

others may be highly connected. In an ecosystem, generalists feed on many species,

while specialists feed on few. Thus a distribution of link numbers can be defined, and

for a food web that is what L(l |S0, L0) measures. L(l |S0, L0) describes the distribu-
tion of the number of linkages, out of the total of L0, connected to each of the S0
nodes. These linkages could either be incoming (from a food source for the node), or

outgoing (to a consumer of the node), or both.

3.3.13 Twoothermetrics:The inter-specif|cdispersal^abundance
relationship andthemetabolic scalingrule

We can define a function D�(n) describing the dependence of the average dispersal

distance of the individuals within a species, D�, upon the abundance, n, of that

species. This metric can be obtained from the intra-specific dispersal distance

distribution D(D |n) by applying Eq. 3.1:

�DðnÞ ¼
Z
dD �D˜ðDjnÞ: ð3:21Þ

In addition, from D�(n) and the SAD (Section 3.3.6), a probability distribution, �(D�)
for the average dispersal distances across species can be obtained:

�ð�DÞ ¼ Fðnð�DÞÞðdn =d �DÞ; ð3:22Þ

where n(D�), the argument of F, is obtained by inverting the expression D�(n) in
Eq. 3.21

The dependence of metabolic rate on body mass, �(m), is also not in Table 3.1.

This metric does not fall into either the species-level or community-level category,

but rather can be thought of as an individual-level metric, depending on factors such

as individual physiology. In Section 1.3.7 we discussed the power-law behavior for

this metric, as advanced by Metabolic Scaling Theory.

3.4 Graphs andpatterns

Now I summarize prevailing patterns exhibited by the metrics we have just dis-

cussed. The literature describing patterns in macroecology is too voluminous to

cover in anywhere near its entirety here; two recommended books on the topic are

Brown (1995) and Gaston and Blackburn (2000).

Our knowledge of these patterns is based on many datasets describing a wide

range of taxonomic groups, habitats, and spatial scales. Access to one such vegetation
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dataset from a serpentine grassland is provided in Appendix A, and you will become

familiar with these data because several of the homework exercises I provide require

their use. The data are available for your own use, but an explicit acknowledgment

(described in the Appendix) is required for publication in any form of results obtained

from them.

In this section I focus on generic patterns, and use specific census results, such as

the serpentine data, only as examples. In Chapter 8, where empirical tests of METE

are presented, I use a wide variety of actual datasets, including census data from

different habitats, different taxonomic groups, and very different spatial scales.

Before delving into the shapes of metrics, two important mathematical issues

need to be addressed. The first involves the use of log–log plots to exhibit mathe-

matical patterns. As mentioned in Section 3.3.2, range–area relationships, and as we

shall see, species–area relationships, are often plotted on log–log axes. The reason

for doing so arises because we often seek to test for power-law behavior. Box 3.3

Box 3.3 Power-law determination

Consider the function y ¼ axb, which is a generic version of proposed power-law models
for the various phenomena listed in Table 1.1. If b is not equal to 1, a graph of this function,
with y on the vertical axis and x on the horizontal axis, will be a curve; by staring at the
curve it will be hard to determine whether the function really is described by a power-law
function and, if so, what the value of b is. The same applies to real data as well as to pure
functions; given data for y and x, you would like to know how well they follow a power-
law relationship. You could perform a non-linear regression but a more commonly used
and convenient method is to graph log(y) against log(x). Here’s why.

Taking the logarithm of both sides of y¼ axb, we get log(y)¼ log(a)þ b�log(x). This is
true regardless of the base of the logarithm. In this book, we will generally use logarithms
to the base e, otherwise known as “natural logarithms.” Often the natural log of x is
denoted ln(x), but throughout this book I use the notation log(x) to refer to the natural
logarithm of x. If I need to use some other base, such as 10, then I will write the base
explicitly as log10(x).

If the data are plotted as log(y) versus log(x), then a direct test of the power-law model is
obtained with a linear regression. The slope parameter determined from the linear regres-
sion is a fitted value of the exponent b, and the regression coefficient R2 equals the fraction
of the variance in log(y) that is explained by the variance in log(x); it is widely interpreted
as a standard measure of the goodness of the fit to a power-law function.

Caution is needed, however. Consider the log–log graph of the nested species–area
relationship data in Figure 3.3. Ecologists are not very used to seeing 2-parameter models
fit data with an R2 as large as 0.9899, even with only 9 data points. If all you were told
about the power-law fit was the value of R2, you might leap to the conclusion that the data
obey power-law behavior. Because fractional power-law behavior is closely related to the
notion of self similarity and fractals (Mandelbrot, 1982; Ostling et al, 2003; Appendix B),
you might further conclude that the system was fractal in its underlying geometry. That in
turn might lead you to propose that some mechanism known to generate fractal patterns is
operating in the system you are studying.
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Box 3.3 (Cont.)

Look again at the graph. First, the data do not span a very large range of variability in the
y-axis variable; the log of S� has a range of only 1, meaning that there is only an e-fold range
of variability in that variable. Without more variability in both the x and y variables, some
would argue that straight-line fits are too easy to obtain. If there are very few data points
spanning the range of the data, then it is easy to get a value very near 1 for the regression
coefficient. Indeed, with only two data points, R2 is identically 1. But regardless of the
range of the data, as the number of data points increases, then the regression coefficient is
increasingly informative. So the spanning range of the data may not necessarily inhibit
statistical confidence in the power-law model. But it does have some bearing on the
generality of the claimed power-law fit. It is just not very interesting to know that a
species-area curve has a power-law fit over just a small range of variation in area or
species’ richness.
A more important reason for caution about over-claiming the goodness of power-law fits

has to do with the actual curvature that can be masked by a near-1 value of R2. Looking
again at Figure 3.3, there is clearly systematic negative curvature. The slope of the line
connecting the last two data points on the graph is 0.16, while the slope connecting the first
two is 0.29. That difference in slopes, combined with the systematic trend toward decreas-
ing slope as A increases, should shout caution to you about adopting a power-law model
and claiming fractality. And if there were 10 times more data points filling in the gaps
between the data points on the graph, the slope variation would still exist, even though to
the casual eye the straight line fit would still look impressive.

y = 0.2118x + 2.0592
R2 = 0.9899
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Figure3.3 The R2 value for a straight line fit to this hypothetical SAR is 0.9899, which is

quite close to 1. While this suggests power-law behavior, distinct curvature is apparent.

The slope between the first two data points is 0.29, while the slope between the last two is

0.16.
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provides an explanation of how this is done and offers a strong caution that should be

heeded when doing so.

The second mathematical preliminary concerns the graphical representation of a

probability density function, g(x), or a discrete probability distribution f(n). Such a

representation can simply take the form of a plot in which x or n is plotted on the

horizontal axis and g or f on the vertical axis. Consider the species–abundance

distribution, F(n). A dataset of the abundances of species can be portrayed by

plotting integer values of n on the x-axis and the number of species with n
individuals on the y-axis as a histogram. But, as mentioned earlier, the sparseness

of most abundance datasets implies that such a graph will be a very sparse histo-

gram, with many bars just one species high and with big gaps between bars. For that

reason, abundance data are often binned. For example, if one has a list of abundances

of species, then the fraction of species with abundances that occur in the interval (ni,
niþ1 ¼ ni þ a), where i is an integer index and a > 1, can be plotted on the vertical

axis and with index i on the horizontal axis. That procedure is called “linear

binning”, but often logarithmic abundance intervals are preferred because the

abundance data are spread out logarithmically, and in that case the intervals of

abundance would be (ni, niþ1¼ a � ni), with a > 1. Unfortunately, the shape of the

distribution you obtain this way can depend on the way you choose the binning

intervals (Bulmer, 1974; Williamson and Gaston, 2005; Gray et al., 2006).

To avoid the ambiguity caused by having to select a binning interval, datasets

providing empirical frequency distributions are often graphed in the form of rank–

variable relationships. Box 3.4 explains the procedure.

Box 3.3 (Cont.)

Had the residuals around the straight-line power-law fit to the data been randomly
distributed, rather than falling below the line at the end points and above the line in the
middle (indicating systematic curvature), you would be more justified arguing that a
power-law model was appropriate. I emphasize this point because claims for power-law
fits to species–area and range–area relationships abound in the literature. This would be
harmless were it not for the consequence that once the power-law model begins to possess
the force of law, it results in extremely misleading extrapolations to areas larger than can
be actually censused. And this can result in misleading conclusions in conservation
biology, as discussed in Section 3.5. Clauset et al. (2009b) provide a useful analysis of
problems that arise in making claims of power-law behavior, with examples drawn from a
wide range of situations.

While there are techniques for comparing the goodness of fits of several models to the
same dataset (see, for example, Box 4.3), there is no rigid rule that can tell you when
to accept or reject the power-law model when fitting data. There is, understandably,
fascination with fractal structures, and this has led to uncritical acceptance of power-law
models. Moreover, for reasons discussed in Section 4.2, power-law behavior is unlikely in
ecology.
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Box 3.4 Rank–variable Graphs

Consider the list of abundances of the plant species in a serpentine meadow plot from a
1998 census (Green et al., 2003). They are listed in tabular form from most to least
abundant. There are S0 ¼ 24 species and N0 ¼ 37,182 individuals in the dataset. To the
left of the column of abundances is a column of ranks. The most abundant species has a
rank of 1, and the highest rank, 24 in this case, is the number of species. Note that in cases
with two species having the same abundance, they each get ranked.

Table 3.4 Rank-ordered abundances of plants censused in a 64 m2 serpentine grassland
in 1998. Data from Green et al. (2003); see also Appendix A.

Rank abundance
1 10792
2 6990
3 5989
4 4827
5 3095
6 1759
7 1418
8 885
9 617
10 272
11 139
12 120
13 112
14 50
15 49
16 30
17 13
18 7
19 6
20 6
21 2
22 2
23 1
24 1

Figure 3.4a plots abundance against rank, and it is not particularly enlightening. But
when log(abundance) is plotted against rank in Figure 3.4b, a simple pattern emerges: a
straight line.

Let us now see what this implies for the actual probability distribution. Figure 3.4b
informs us that abundance, n, is well described by log(n) ¼ 9.998 – 0.4264�r, where r ¼
rank. Taking the exponential of both sides of this equation, we obtain:

n ¼ e9:998� e�0:4264 r: ð3:23Þ
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Box 3.4 (Cont.)
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Figure 3.4 Rank abundance graphs for the 1998 serpentine data: (a) abundance versus

rank; (b) log(abundance) versus rank.

We can relate the probability distribution, F(n), to this expression by using the formula:

FðnÞ ¼ �1=S0
dn=dr

: ð3:24Þ
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Box 3.4 (Cont.)

Substituting 3.23 into 3.24 and integrating, we get:

F ¼ �1=24

�0:4264�e9:998�e�:4264�r ¼
0:0977

n
: ð3:25Þ

Hence the abundance is well-described by what is called a geometric series distribution.
We shall see in Chapter 7 that the actual distribution predicted by METE is of a somewhat
different functional form, but for the serpentine plot the predicted form is closely approxi-
mated by Eq. 3.25, which we obtained by data fitting.

Eq. 3.24 can be understood by considering the equivalent equation:

Z nðrÞ

nðrþ1Þ
FðnÞdn ¼ S�1

0

Z rþ1

r

dr: ð3:26Þ

Here, r is an arbitrary integer rank, and the negative sign in Eq. 3.24 has been converted
to an interchange of the upper and lower limits of integration on the left-hand side of Eq.
3.20. The integral on the right-hand side is just 1/S0, which can be thought of as the interval
of probability separating adjacent ranked species. But that is exactly what the integral on
the left-hand side describes: the difference between the cumulative probability up to n(r)
and n(rþ1). Each additional species adds 1/S0 to the cumulative probability. Equation 3.24
can be used for discrete or continuous distributions if the discrete distribution can be
written as a continuous function so that it can be differentiated.

Note also that Eq. 3.24 can be used, as we have here, to derive a probability distribution
from rank abundance data but it can also be used to derive a rank-abundance distribution
from a theoretical prediction for a probability distribution; you just need to solve for n(r)
the differential equation: dn/dr ¼ �1/(S0 � F(n)). That derived rank–abundance relation-
ship can then be compared to an empirical one.

When graphing rank–variable data, the choice of whether to use rank or log(rank) and n
or log(n) should be driven by the type of functional form you expect for F(n); often one
does know in advance what function will best describe n(rank), and so some trial and error
in finding a good set of variables is not uncommon.

Figure 3.5a–d give you a better sense of how rank–abundance graphs, plotted on either
linear or logarithmic axes, help you identify the form of a probability distribution. Figure
3.5a portrays a straight line on an abundance versus log(rank) graph. Using Eq. 3.24, you
can show that this implies F(n) ~ exp(–l�n), which is an exponential distribution (also
referred to as a Boltzmann distribution), where l is a constant. Figure 3.5b plots the data on
linear axes, abundance versus rank, and shows a straight line. Again, using Eq. 3.24, you
can see what probability distribution this corresponds to . . . it is a uniform distribution,
F(n) ¼ constant. Figure 3.5c shows three different rank–abundance curves, all plotted as
log(abundance) versus rank. The geometric distribution, F(n) ~ 1/n, corresponds on those
axes to an exactly linear graph. On those axes, the signature of the logseries distribution,
F(n) ~ (1/n)�exp(–l�n), is that it resembles the geometric distribution but there is an upturn
at high abundance (low rank).
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Box 3.4 (Cont.)

Box 3.4 (Cont.)

Figure 3.5 Four ways to plot ranked abundance data, illustrating how the functional

form of the species abundance distribution can be revealed by examining which type

of plot looks simplest. (a) An exponential distribution, p(n) ~ e�cn,. (b) A uniform

distribution, p(n) ~ constant. (c) A geometric distribution, p(n) ~ 1/n, a logseries distribu-
tion, p(n) ~ e�cn/n, and the lognormal distribution. (d) A Cauchy or Zipf distribution,

p(n) ~ 1/n2.
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Box 3.4 (Cont.)

Box 3.4 (Cont.)

You can also see in the figure the characteristic signature of unimodal (meaning
they first rise and then fall with abundance) distributions, such as the lognormal,
F(n) ~ exp[–(log(n) – a)2/b]. The way to see that a rank versus either abundance or
log(abundance) graph corresponds to a hump-shaped distribution is to note that where
the rank–abundance graph is most flat, F(n) must be relatively large. The reason is that
the range of abundance values for which the rank–abundance graph is most flat must be
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3.4.1 Species-levelspatial-abundance distributions:P(njA,n0,A0)

Figures 3.6a–c present species-level spatial abundance data from the serpentine

plot for three species of plants at the spatial scale A ¼ ¼ m2 ¼ A0/256. I have

plotted the numbers of ¼ m2 cells that contain n individuals versus n, or equivalently
256�P(n |1, n0, 256). The species were deliberately chosen to show a range of

abundances.

The graphs illustrate some ubiquitous patterns, seen in plant-distribution data

from many habitats, although exceptions certainly exist. First, note that the graphs

show a general pattern of monotonic, or nearly monotonic, decline of P with

increasing n. The central tendency of these graphs suggests that there are more

cells with 0 individuals than with 1 individual, more with 1 than with 2, and so on.

The data in Figure 3.6 contrast the observed cell occupancy distribution with the

binomial distribution that results from a model (Coleman, 1981) called the random

placement model (RPM). The RPM assumes that all individuals of a species are

randomly located on the landscape. To get a sense of what random placement means,

imagine dropping 100 seeds from a great height on to a plot; wherever a seed lands,

an individual of an n0 ¼ 100 species will be located. The actual shape of P(n |A,
n0, A0) in the RPM, the binomial distribution, is derived in Chapter 4. If n0 > A0/A,
the binomial distribution for P(n |A, n0, A0) is hump-shaped rather than monotoni-

cally falling with n. Note that the condition n0 < A0/A corresponds to there being

more individuals than there are cells to place them in, so at least some cells must

have more than one individual. If n0 < A0/A, then the binomial distribution prediction

for P(n |A, n0, A0) is monotonically decreasing with n.

Box 3.4 (Cont.)

relatively small; many ranks means many species, and thus many species possess
a narrow range of abundances, which is exactly what it means for F(n) in that range
to be large. The reverse symmetry of the low- and high-rank ends of the lognormal
graph in Figure 3.5c, with log(abundance) on the vertical axis, is a consequence of the
lognormal distribution being a symmetric distribution (in log(n)) about its maximum.

Finally, Figure 3.5d plots a hypothetical discrete distribution on log(abundance) versus
log(rank) axes. Here a straight line indicates a power-law F(n) ~ n�a; the slope of the log
(abundance) versus log(rank) graph can be shown to be (1 – a)�1 in that case (Exercise 3.2).
The particular case shown in Figure 3.5.d is for a¼ 2, and it yields a rank abundance curve
of the form abundance ~ 1/rank, which is also called a Cauchy or Zipf distribution (Zipf,
1949). This distribution has been of particular interest in economics and demography, for
reasons suggested in a useful article by Gabaix (1999).

While I have illustrated the above with abundance as the variable of interest, the same
ideas apply to distributions of metabolic energy or body mass or number of modal links in a
web, or any other variable of interest.
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Figure 3.6 Fraction of cells of area ¼ m2 within a 64 m2 serpentine grassland plot (Green

et al., 2003) that contain n individuals for a plant species with a total of: (a) 272 individuals;

(b) 3095 individuals; (c) 6990 individuals in the whole plot. The data are compared to the

binomial distribution predicted by the Coleman (1981) random placement model.



For n0A/A0 « 1, it is difficult to distinguish empirical spatial distribution patterns

from the binomial distribution, but at larger values, where the binomial distribution

is hump-shaped, empirical spatial distributions usually indicate a monotonically

falling pattern, as seen in the figures. However, for a fixed value of A0/A, as n0
increases there is a tendency for the falling distribution to flatten.

3.4.2 Range^arearelationship:B(Ajn0,A0)

Recalling that we are defining this metric for range size using a box-counting

method that has its origins in fractal analysis, it is reasonable to graph B(A |n0, A0)

in such a way as to allow us to determine if species’ distributions are in fact fractal.

As discussed in Appendix B, a species would occupy its range in a fractal pattern if a

graph of log(B) vs. log (A) is a straight line, or in other words, B ~ Ay, where y is

independent of A. Exercise 3.14 asks you to do this for plant species from the

serpentine plot that were selected in Figure 3.6.

Log(range-size) versus log(area) graphs for most species in most habitats are not

straight, but rather exhibit negative curvature (Kunin, 1998; Green et al., 2003) that

is considerably greater than the curvature in the data shown in Figure 3.3.

3.4.2.1 A note on the nomenclature of curvature

Describing curvature can be confusing. Some authors refer to convex and concave

curvature but I find that confusing. When I write “negative curvature” I mean that

the slope is decreasing as area increases. Equivalently, the second derivative is

negative. These particular curves are rising, so a decreasing slope means they rise

more slowly as area increases. But if a function were descending as the abscissa

variable increased, so that the slope was negative, negative curvature would still

mean a decreasing or even more negative slope; in other words, the curve would be

descending ever steeper as the abscissa variable increased.

3.4.3 Species-levelcommonality:C(A,Djn0,A0)

The species-level commonality metric is observed to be an increasing function of A
and is often a decreasing function of distance, D. Its increase with A is obvious; the

probability of finding an individual of a particular species in a big cell is greater than

it is in a small cell. So the probability of finding it in both of two cells increases with

cell area. The dependence on distance is less obvious. Several arguments suggest

that C might decrease with distance. For example, if a species that occurs within a

large biome is preferentially found in patches of suitable habitat, such as steep north-

facing slopes, then it would be more likely that two patches on such slopes will both

contain individuals of that species, whereas a patch on that slope and another patch

further away on a south-facing slope will not. As a consequence, C would decrease
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with distance. Moreover, if plants rarely disperse seeds large distances from the

parent, then, again, C will decrease with distance.

But on the other hand, there are ecological forces at work that act to reduce the

likelihood that an offspring of an animal or a surviving germinant will be located

near its parent. For plants, this is called the Janzen–Connell effect (Janzen, 1970;

Connell, 1971) mentioned in Section 3.3.3. The argument is that if the individuals in

a plant species are clustered somewhere, then herbivores that are adapted to eating

those individuals will proliferate in that cluster and the cost in fitness to the plant will

be great. Hence, the argument goes, evolution has favored dispersal mechanisms

that at least disperse seeds far enough from the parent to avoid creating an attraction

to herbivores. Another reason for a possibly increase of C with distance is that

fledgling birds and migrating young mammals forced to leave their birth burrow

may not be able to raise their young too close to their birthplace because of food-

supply limitations. Putting this all together, we might predict that C should increase

for small values of D and then decrease at larger distances.

Relatively few studies have systematically examined the D-dependence of C. One
extensive survey (Nekola and White, 1999) found that a pervasive, but not universal,

pattern is for C to decrease with distance, which is why the D-dependence of C is

sometimes referred to as distance-decay. Their study found that C was reasonably

well-described by an exponentially decreasing function of distance. There is evi-

dence in the tropics for the Janzen–Connell effect, but see Hyatt et al. (2003). More

systematic surveys would be useful.

To understand how distance-decay depends upon overall population density,

n0/A0, Condit et al. (2000) examined the “O-ring” measure of aggregation defined

in Section 3.3.3. They evaluate it with tree-location data from the Smithsonian

Tropical Forest Science (STFS) 50-ha plots. Using linear rather than logarithmic

axes appears to best display patterns, with distance, D, on the horizontal axis and the
metric O on the vertical axis. By plotting species of different abundance on the same

graph, a visual sense of how clustering depends on total abundance in the 50-ha plot

is obtained. A pervasive pattern was revealed for the larger trees (dbh � 10 cm); for

nearly all species at all six STFS sites, clustering declined with distance, clustering

was greater than expected under random placement, clustering was greater for rare

than for common species, at least at relatively small D (less than about 100 m). In

other words, O declined with distance, it was generally > 1, and for D < 100 m, O
was a declining function of the abundance of the species. At small distances (< 10 m)

O values for many species indicated aggregation was 5 to 30 times as high as

expected under randomness.

Condit et al. conclude that there was some evidence at some sites for topographic or

other habitat related effects on aggregation, but that dispersal limitation explains more

of the observed patterns. Did species’ traits (other than abundance and dispersability)

matter? The evidence is somewhat equivocal. At some, but not all, sites, aggregation

intensity differed between understory and canopy species, and at some sites there was

a non-significant difference between animal- and non-animal-dispersed species. In

two of the plots, dipterocarps were more aggregated than non-dipterocarps. Site
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differences in the D-dependence and magnitude of O appear to be as large as within-

site differences for species of nearly the same abundance, with both effects smaller

than the effect of abundance itself.

Analysis of clustering patterns as systematic as the Smithsonian tree analysis has

not been carried out for animal distributions, nor for many other plant datasets.

3.4.4 Intra-specif|cdistributionofmetabolic rates:Q(ejn0)

We will return to this metric when we discuss mass–density relationships under

Section 3.4.11.

3.4.5 Intra-specif|cdistributionofdispersaldistances:D(D)

Some general considerations about dispersal distributions were discussed briefly in

Section 3.4.3, but there are few datasets that allow us to actually examine the shape of

D(D). There are several reasons for this. First, for plants, measurements of seed fall

have been carried out at various distances from trees, but it is difficult to trace a seed

back to its parent, and thus obtain reliable information about the value ofD for a given

seed. The use of genetic markers to identify the parent seed-producer has begun

(Hardesty et al., 2006) and this technique, though currently expensive, offers much

promise. Other efforts have focused on seed fall distributions from individual parent

trees that happen to be located far from conspecific individuals or on seed fall from

trees in open spaces at the edge of a forest. But because ofwind conditions and possible

differences in the behavior of seed-transporting animals in these circumstances, the

dispersal distributions obtained may be specific to these specific situations.

A second impediment to measuring D(D) for plants, stems from the fact that it

describes not the actual fallout pattern of seeds from a parent, but rather the spatial

pattern of reproductively viable offspring from a parent. This cannot be determined

simply with seed rain traps; in a forest, one would either actually have to connect

together, in a network, the genetic relatedness of the conspecifics of different ages,

or find parent trees that are sufficiently isolated that one can reasonably assume that

nearby offspring sprang from that parent.

Despite the difficulties obtaining reliable measurements of the shape of D(D),
some qualitative insights have been obtained. For plants, there is a general consen-

sus that at small scales the distribution is roughly flat, or perhaps slightly rising, due

to the Janzen–Connell effect (Section 3.4.3). Then, at intermediate distances, it falls

off rather rapidly, perhaps like a Gaussian distribution (~exp(�D2)). However, at

very large distances, there is some evidence that occasional dispersal events occur at

a rate that greatly exceeds the prediction based on extrapolating the Gaussian. Such

events could occur if animals occasionally deposit seeds at great distances or if very

infrequent wind storms do the same.
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One simplified fitting function that has been used to describe the overall pattern is

a Gaussian distribution adjoined at large distances to a so-called fat-tailed distribu-

tion. An example of the latter is the Cauchy distribution D(D) ~ 1/D2. Fat-tailed

distributions are functions with the property that their moments do not all exist

because at large values of their independent variable (D in this case), the distribu-

tions fall to zero too slowly. The Gaussian distribution is not fat-tailed because it

falls to zero exponentially, thus guaranteeing the existence of the expectation values

of all powers of D and thus all of the moments of the distribution.

I know of no systematic empirical evaluation of the dependence of dispersal

distance on abundance. One theoretical study (Harte 2006) derived the dependence

of the dispersal distribution D(D |n0) on species’ abundance that was necessary for

consistency with a particular model of the species-level spatial abundance distribu-

tionP(n |A, n0, A0). Because of the importance in ecology of dispersal distributions,

and the difficulty in directly measuring them, I return in Section 7.9 to the topic of

inferring D from P.

3.4.6 The species^abundance distribution:F(njS0,N0,A0)

Paralleling what we said about the function P(n) in Section 3.4.1, two qualitatively

distinct shapes of SADs have been discussed. One is a monotonically decreasing

function of n, and the other is hump-shaped or “unimodal.” Remarkably, even for a

specified dataset, arguments arise over which of these forms best describes the data.

How can such ambiguity exist?

Recalling Box 3.4 and the discussion preceding it, graphs of the SAD generally

take one of two forms. Sometimes the probability distribution F(n) is directly

plotted, with the fraction of species with n individuals expressed on the y-axis and

n or, more often, log(n) on the x-axis. The use of log(n) on the x-axis allows a more

uniform distribution of data points along that axis. The reason stems from the fact

that often there are many species with quite low abundances and a very few with

very high abundance; hence, plotting F(n) against n rather than log(n) leads to a

bunching up of many data points at small n, so that it becomes difficult to discern

their pattern. When the number of species observed with abundance n is plotted

against n or log(n), and the distribution appears unimodal (that is, it has a peak

value), the distribution is generally not symmetric. In particular there tend to be

more rare species than would be the case if the distribution were symmetric about

the mode. In contrast, the lognormal distribution would be symmetric when the

x-axis is log(n). As we discussed in Box 3.4, however, it is generally most instructive

to avoid the ambiguity caused by having to select a binning interval, and instead plot

the SAD in the format of a rank-abundance graph.

The three functions shown in Box 3.4, Figure 3.5c, cover most of the patterns

observed in, or discussed in relation to, abundance data. An important exception is

the zero-sum multinomial distribution that results from the Hubbell neutral theory
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(Hubbell, 2001; McGill, 2003; Volkov et al., 2003). The logseries distribution, or a

distribution like the logseries but with some downturn at large rank, arguably

describe the majority of datasets. On a log(abundance) versus rank graph, the

asymmetry mentioned above in unimodal distributions is such that the upturn at

low rank is generally not a reverse image of the downturn at high rank (note the

symmetry of the lognormal distribution in Figure 3.5c). Arguments about which

function best fits abundance distribution data are in some cases not worth fighting

because of concern about whether the high and low rank ends of the distribution

have been adequately measured. It is easy to miss very rare species when conducting

a census, and anyone who has tried to count the number of blades of grass in a patch

of meadow or of birds in a sky-filling flock of blackbirds knows how hard it is to

estimate abundances of common species.

The issue of incomplete censusing hampers our ability to generalize too much

about prevalent patterns in the species–abundance distribution. An interesting anal-

ysis by Loehle (2006) revealed one facet of the problem. He created a large dataset

numerically from a Fisher logseries distribution (Figure 3.5c) and then sampled from

it randomly. The samples looked more like the lognormal distribution also shown in

that figure. Thus subsampling from a monotonically falling F(n) can generate a

unimodal F(n). Some datasets are relatively immune from this problem however.

For example, the study resulting in the serpentine abundance distribution, shown in

Figure 3.4, was carried out thoroughly and on a small enough plot, so that one has

confidence that nearly every individual plant was included in the census. In contrast,

the F(n) for the Smithsonian 50-ha plots is taken from a census strategy in which

only trees with greater than 1-cm diameter-at-breast-height are included. The

implications for the SAD of having such a cutoff are not well understood. And

then other datasets, such as breeding bird censuses, are clearly only approximations

to what is really out there, in somewhat the same sense that the lognormal distribu-

tions Loehle obtained from subsamples are approximations to the numerically

generated logseries distribution.

One compelling insight into the conditions under which unimodal versus mono-

tonically-declining SADs are observed was first enunciated by Kempton and Taylor

(1974). They carried out extensive censuses of moths in different local habitats at

Rothampsted, a site in England where for over 100 years important research in

ecology has been carried out. Local habitats vary across fields in which different

agricultural practices, including abandonment of cropping and return to wild vege-

tation, have been deployed over the years. In most of the large plots they censused,

abundance distributions were consistent with the logseries function, but in plots

where crop abandonment had most recently occurred, and the plant communities

were in the greatest state of flux, unimodal distributions were observed. The

lognormal function provided a reasonable distribution of the SAD in those disturbed

plots.
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3.4.7 The species^arearelationship:S· (AjN0,S0,A0)

Many functions have been suggested to describe SARs of all types: island or

mainland, nested or disjunct areas. Gleason (1922) first proposed the logarithmic

function: S� ~ log(A), Arhennius (1921) the power-law function, S�~Az, and Lomolino

(2001) a sigmoidal function S�~Az/(b þ Az). Another hypothesized qualitative form

for the SAR is a “triphasic” shape, in which, as area increases, slope on a log–log

graph first decreases and then increases at larger scale. The power-law model,

however, has become the default assumption in most SAR investigations. Because

testing the goodness of a power-law fit is easiest on log–log graphs (Box 3.3),

species–area data are usually plotted as log(S�) versus log(A).
Using log(area) for the x-axis variable is also useful because the adjacent areas

measured in nested datasets obtained from gridded plots generally differ by a factor

of two; hence on a log scale the data are equally spaced along the x-axis. For

example, in the serpentine plot, the smallest cell area that can be used in the SAR

is ¼ m2. Adjoining two of these, gives cells of area ½ m2. Adjoining two of those

cells gives 1 m2 cells, and so forth. Hence the areas that would normally be analyzed

are ¼, ½, 1, 2, 4, 8, 16, 32, 64, 128, and 256 m2. Because these areas are spread out

logarithmically, graphing the data on a log scale gives uniform spacing of data on

the x-axis, and that makes it easier to visualize. Of course one could take, say, 24

adjacent ¼ m2 cells and make 6 m2 cells, but those cells would not fill, without

overlap, the entire 8 m � 8 m plot.

Many researchers have examined the shapes of SARs, searching for systematic

patterns. The most frequently asked questions are:

Do island SARs systematically differ, in fitted slope and goodness of fit, from

mainland SARs, and do independent area SARs systematically differ in those

same respects from nested SARs?

How successful is the power-law model; does any simpler function provide a better

model, and in what direction do empirical SARs differ from the power-law model?

How does fitted slope and goodness of fit vary with the spatial scale of the study?

Is there a latitudinal gradient in the fitted slope and goodness of fit?

Do fitted slopes and goodness of fit vary systematically across taxonomic groups;

does typical body size of the organisms under study correlate with fitted slope?

How does fitted slope and goodness of fit vary with habitat type?

In a wide-ranging and well-documented review of the SAR literature, Drakare et al.

(2006) have provided what are probably the most reliable overall answers to these

questions. Their analysis, which examined 794 SARs, resulted in the following

generalizations:

Nested SARs tend to have steeper slopes than independent-area SARs on islands and

mainlands, and the power-law fit for nested SARs tends to be better than for

independent-area SARs. Island SARs did not differ in fitted slope from mainland

SARs.
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Most SARs exhibit negative curvature on log–log axes; the power-law model and

the Gleason (logarithmic) model are roughly comparable in their success.

Fitted power-law slopes tend to decrease with increasing scale range of analysis.

Scale range does not affect the goodness of the fit but the diminishing number of

data points at large scales makes it difficult to interpret goodness measures.

Evidence for a triphasic SAR, in which slope first decreases from small to

intermediate scale and then increases at larger scale (see below), was scant.

Fitted slopes tend to decrease with increasing latitude. In addition, of course, the

SAR comparisons confirm the widely noted decrease with latitude of species’

richness at any scale.

There is a strong, positive correlation between typical body sizes of organisms in the

taxonomic group being studied and fitted power-law slopes. Otherwise there is no

systematic dependence of slope on taxonomic group.

Only minor differences are found between fitted slopes for aquatic and terrestrial

SARs, with the latter having slightly larger slopes. The Gleason function fits

terrestrial SARs better than it did aquatic SARs. Forested habitats have higher

fitted power-law slopes than non-forested habitats, and marine habitats have

higher slopes than freshwater aquatic habitats.

Some of these conclusions are contrary to earlier reports in the literature. For

example, Rosenzweig (1995) concluded that fitted slopes to island SARs tend to

be steeper than those for mainland SARs. Lyons and Willig (2002) reported a trend

of fitted slope with latitude that was opposite to the Drakare et al. finding, while

Rodriguez and Arita (2004) found a mixed pattern for latitudinal dependence, with

bats exhibiting an increase of slope with latitude and non-volant mammals a

decrease.

One robust generalization that emerges from numerous reviews of SARs is that no

one simple function such as the ones mentioned at the beginning of this subsection

appear adequate to describe the actual shape of the SAR, in all of its manifestations

across census designs, spatial scales, habitats, latitude, and body sizes, and taxo-

nomic groups. In Chapter 8 I will show that the SAR predicted by METE, while not

expressible as a simple function, does consistently match the patterns highlighted

by Drakare et al.

In the third bulleted item above, the triphasic SAR was mentioned. This postu-

lated shape for SARs is illustrated in Figure 3.7. The portion of the curve at small to

intermediate area is typical of SARs observed widely at that scale range; on log–log

plots, the pervasive pattern is that slopes decrease with area. As area increases,

however, and distinctly different habitats are captured in the census, the triphasic

species’ richness will increase with area because different habitats have different

species. Qualitatively this explanation is reasonable. However, actual nested SAR

data over large enough areas to see this effect are not available, and so published

evidence for triphasic curves comes from studies in which there is inconsistent data

sampling across the wide range of spatial scales needed to see the triphasic behavior.
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Thus the phenomenon is entirely reasonable, but available data are not sufficient to

give us quantitative insight into its detailed form.

One other trend is discussed in the literature, but not by Drakare et al. The ratio of

the number of species found in two patches of the same area within a biome can

depend upon their relative shapes. Generally, long, skinny patches contain more

species than do square ones of the same area (Kunin, 1997; Harte et al., 1999b). This

is because long, skinny patches are more likely to include species’ turnover across

the increasingly varied habitats often encountered over larger and larger distance

intervals.

Figures 3.8a–c shows three SARs: data from the serpentine plot, from a 50-ha, wet

tropical forest plot at Barro Colorado Island in Panama, and from a 10-ha dry

tropical forest plot at San Emilio, Costa Rica. Note that a straight-line fit to the

log–log plot of the Serpentine data looks impressive, whereas the other two SARs

exhibit considerable curvature. Comparing the R2 for the straight-line fit to the

serpentine SAR with that for the data in Figure 3.3 in Box 3.3, you might be tempted

to say that the difference is unimportant: 0.9993 vs. 0.9899, but in fact the difference

in these two straight-line fits is large. One reason is that it is 1� R2, the unexplained

variance, that provides a measure of the badness of the fit. By this measure the two

graphs differ in the ratio (1 � 0.9993)/(1 � 0.9899) ~ 0.07 meaning that the data in

Figure 3.3 are in some sense 14 times less well fit to a power law than the data in

Figure 3.8a. There is a second important difference in the two graphs. There is

clearly systematic curvature in Figure 3.3. Had the data points deviated randomly

from the straight line, a power-law model fit with an R2 ¼ 0.9899 would have more

credibility than does the fit in the figure.

In Chapter 4 I discuss a different method than comparing R2 values for evaluating

the comparative goodness of different functions arising from different models. Here

we simply point out that some nested SARs appear rather linear on log–log plots,

while others do not. An explanation of the ecological circumstances in which we

should or should not expect the power-law model to fit nested SARs well, will be

advanced in Chapter 7.

The Triphasic SAR
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Figure 3.7 An example of a (hypothetical) triphasic species–area relationship.
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Serpentine species-area relationship
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BCI species-area relationship
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Figure 3.8 Observed species–area relationships for: (a) the serpentine grassland plot (1998

data); (b) San Emilio 10-ha dry tropical forest plot (Enquist et al., 1999); (c) the BCI 50-ha

plot (Condit, 1998; Hubbell et al., 1999, 2005).



Related to species–area curves are collector’s curves (sometimes called species-

accumulation curves and discussed in Section 3.3.7). As I showed earlier, they are

derived from knowledge of the SAD alone. Typically they are plotted with log

(number of individuals sampled) on the x-axis and cumulative number of species

found on the y-axis. Often these plots appear roughly linear, at least at large sample

size, implying that the number of species collected grows as log(number of indivi-

duals sampled). Two examples of collector’s curves are shown in Figures 3.9a, b.

For each plot, the collector’s curve was obtained from the empirical species–

abundance distribution by averaging over 1000 Monte Carlo runs; in each run, the

Collector's curve for serpentine plot
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Figure 3.9 Collector’s curves for plant data from: (a) the Barro Colorado Island 50-ha plot

(cite); (b) the 64-m2 serpentine grassland plot (Green et al., 2003).
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individuals are drawn, one at a time, from the individuals’ pool until the pool is

drained. The sampling was carried out without replacement, meaning that the

sampled individuals are not returned to the individuals’ pool during each run.

Note that the serpentine collector’s curve is a straight line on those axes, so that

S ~ a þ b�log(N), as is the rank versus log(abundance) graph for the serpentine SAD
shown in Figure 3.4b (log(N) ~ a � b�rank). In Chapter 4 we shall see that these two
logarithmic relationships are connected. In contrast, the BCI curve, while asymptot-

ing to a linear relationship between S and log(N), exhibits at small N a more linear

relationship between S and N. This, we shall see, is no accident.

3.4.8 The endemics^arearelationship:E· (AjN0,S0,A0)

EARs are usually plotted the same way as are SARs. Figure 3.10a and b show the

EAR for the serpentine and the BCI plots, and the patterns exhibited there are fairly

typical. At small scales the behavior is fairly consistent with a straight line with

slope just a little greater than 1, while at larger scales, the slope increases. Exercise 3.6

asks you to explain why complete nested EARs, plotted on log–log axes, must always

have a slope that is � 1, in contrast to SARs that must have slopes 
 1.

3.4.9 Community-levelcommonality:X(A,DjN0, S0,A0)

This metric of community-level commonality has been studied primarily for plant

data, although some bird censuses do provide the information needed to evaluate it.

X is often plotted the same way that C is, using log(X) versus either log (D) or log(A)
graphs. Nekola and White (1999) examined the distance dependence of X in North

American spruce-fir forests over distances up to 6000 km. They found that an
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exponential decay function, X ~ exp(�cD), captured the central tendency of all their
North American forest data.

Condit et al. (2002) examined this metric for trees in the BCI 50-ha plot, where

distances up to about 1.4 km are accessible. They also looked at data over much

larger spans of tropical forest by examining the fractions of tree species shared

between 1-ha plots at sites in Panama and western Amazonia, with inter-plot but

within-site distances extending up to 100 km. The Condit et al. (2002) analysis

found that the fraction of species shared by two plots, graphed as X versus D,
generally falls steeply at small distances and then tends to flatten at larger D. A
single exponential function did not adequately describe their data, however, and they

also concluded that the data contradicted a neutral theory (Hubbell, 2001) predic-

tion. Distance-decay was steeper at the Panama site than in western Amazonia, and

the number of species shared between the two sites (~ 1400 km apart) was very low.

Condit et al. conclude that no simple function appears to capture the observed

patterns, and they attribute the difference in the shape of X within the Panama and

western Amazonia sites to greater habitat heterogeneity in the former.

Another analysis (Krishnamani et al., 2004) for forest trees in the Western Ghats

in India examined X over distance ranging up to ~ 1000 km, with A ¼ ¼ ha. They

found that a single power-law model failed to capture the distance dependence of X
over distances from a few tens of meters up to 1000 km, with the slope declining

with inter-plot distance.

The slowest rates of “distance-decay” have been observed for microbial data

(Green et al., 2004; Horner-Devine et al., 2004). They examined this metric for

microbial samples from soils, with D-values ranging from less than a meter to ~ 100

km, and an A-value less than the area of small soil cores but indeterminate because

of the way that microbial genetic material is extracted from soil core samples.
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Figure3.10 Observed endemics–area relationships for: (a) the serpentine grassland; (b) BCI.
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Power-law fits to graphs of log(X) versus log(D) yielded slopes of order –0.1, which
imply a much lower rate of distance-decay, plotted as log(X ) versus log(D), than is

typically found for plants (Harte et al. 1999b; Krishnamani et al. 2004; Condit et al.

2002).

Rarely has X been examined empirically as a function of both independent

variables A and D; one such study, however, on subalpine meadow flora, examined

plots ranging from 0.25 m2 to 16 m2 in area and inter-plot distances ranging from

plot dimension to ~ 10 km (Harte et al., 1999b). X increased with A at fixed D and

decreased with D at fixed A; fitting power-law behavior separately to each of these

showed that the rising A-dependence was considerably steeper than the falling

D-dependence. To a good approximation, the D-dependence was decoupled from

the A-dependence, in the sense that the graphs of log(X) versus log(D) for different
values of Awere simply shifted up or down on the log (X) axis but their shape did not
depend on A.

3.4.10 Energyandmassdistributions andenergy^ andmass^abundance
relationships

Because masses are easier than metabolic rates to measure, the mass metrics in

Tables 3.2 and 3.3 have been the primary focus of investigation. And of all the

metrics, the ones that have received nearly all the attention have been the mass–

abundance relationships (MARs) listed in Table 3.3. Patterns in the MARs are

revealed by graphing log(abundance) on the vertical axis and log(mass) on the

x-axis.

Marquet et al. (1990) conducted one of the first careful analyses of the mass–

population density relationship. Their study, in intertidal animal communities,

showed evidence for a power-law relationship density ~ mass�0.77. White et al.

(2007) provide a comprehensive summary of selected available data for several

taxonomic groups. They conclude that plots of data for any of the four measures of

the MAR are consistent with abundance decreasing with increasing average mass of

individuals. The IMD decreases fastest, and fitted to a power law, the data in White

et al. show abundance ~ mass�3/2. The CCSR decrease second fastest, with roughly

an inverse linear relation between total abundance and average mass. White et al.’s

plot of GMDR data indicates density decreasing as mass�3/4, and the LSDR shows

the most scatter and a very shallow relationship between density and mass.

The empirical finding for the GMDR, with its inverse 3/4-power relationship

between density and mass, is called the Damuth rule (Damuth, 1981) and it is related

to a phenomenon called energy-equivalence, if metabolic energy follows the MST

prediction: � ¼ c � m3/4. The concept of energy-equivalence is this: suppose that

within some region every species has a density that is inversely proportional to the

metabolic rate of an individual in that species. Then every species would consume

the same amount of energy in the region. In other words, if �¼ c �m3/4 ~ 1/n for each
species, then metabolic rate per individual times the number of individuals, � � n, is
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the same for every species. Each species utilizes the same share of total community

energy, E0.

The results of White et al. present an interesting challenge. They show that it is the

GMDR that is consistent with energy-equivalence, but it is not at all clear why that

metric and not one of the other measures of the MAR should reveal the –3/4 scaling
relation between abundance or density and mass. Possible explanations are reviewed

in their paper, but their conclusion is that this remains a puzzle. We shall return to

this issue in Chapter 7.

Finally, in a review of metabolic scaling theory, Brown et al. (2004) include a

graph (Figure 3.11) showing evidence across a wide variety of taxa for an inverse 3/4
power relationship between abundance and body mass.

3.4.11 L(ljS0,L0)
Like abundance distributions, link distributions could be plotted either as histograms

of binned data or as rank–link graphs. For the same reasons that we discussed for the

SAD, the rank–link graphs generally provide more insight. Williams (2010) exam-

ined the distribution of links in a large collection of food web datasets and showed

that for about half the webs the exponential distribution, L(l) ~ exp(�b�l ), described
L(l |S0, L0) while the rest deviated somewhat, with no prevalent pattern discernable

in the deviations.
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Figure 3.11 The log of population density plotted against the log of average body mass for

numerous species of animals. The slope of –0.77 suggests a power-law relationship of the

form population density ~ (mass)�0.77. From Brown et al. (2004).
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3.4.12 e(m)

As with many other metrics, log–log graphs are generally used to portray the

dependence of basal metabolic rate of animals on body size or mass, and the reasons

are similar. One is the roughly six orders of magnitude range in body mass, from

small shrews to large whales, across just the mammals. And if zooplankton and

shrews and whales are compared, the range expands by another seven orders of

magnitude. Such huge ranges of mass are best plotted on a logarithmic scale to avoid

obscuring the variations among the small creatures. A second reason is that the

leading theory relating metabolism to body size produces a power-law relationship,

and the validity of that relationship is best evaluated by looking at the linear

regression of the log–log graphs of the data. One example of such a graph is

shown in Figure 3.12. Putting aside arguments about whether or not the scaling

exponent is exactly 3/4, the data show clear evidence for a systematic patterns relating

body mass and metabolic rate.

There is a vigorous and ongoing debate over the validity and generality of the
3/4-power scaling law (Eq. 1.1). Some have accepted the argument that the 3/4 slope is
a best fit to enormous amounts of data, and while there is scatter around that best fit,

the MST (West et al., 1997) is still a useful theory. Others have argued that the best

fitting slope is not exactly 3/4 and so the theory is fundamentally wrong. Still others

have argued that the 3/4 fit only describes some life stages of organisms, but not all.

Finally, some have questioned the original theoretical derivation of the 3/4 law,

arguing that the assumptions made by Brown, West, and Enquist are either incorrect
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Figure 3.12 The log of metabolic rate plotted against the log of body mass for animals and

plants. The slope of 0.71 is close to the value of 0.75 predicted by metabolic scaling theory.

From Brown et al. (2004).

Graphs and patterns � 77



or unnecessary. A recent paper (Banavar et al., 2010) avoids some of the contentious

assumptions of the original West et al. (1997) paper and yields new insights into the

conditions under which 3/4-power scaling for animals should arise.

The MST is not the focus of this book, and I do not intend to enter into the debate,

except to offer a personal comment: every time I look at Figure 3.12 I am amazed by

what it shows. In all of science, regularity across so many orders of magnitude is rare.

3.5 Whydowe care aboutthemetrics?

The empirical patterns we have been discussing appear to be pervasive across wide

ranges of spatial scales, taxonomic groups, and habitats. That is evidence that what

Darwin referred to as “the elaborately constructed forms” of nature have indeed

“been produced by laws acting around us.” And this is reason enough to care about

macroecological patterns, for they are clues to understanding the nature of these

laws.

But there are also more practical reasons to try to understand the patterns or forms

these metrics take, not just pictorially from graphs, but if possible analytically. With

analytical expressions, which means actual functions of independent variables, we

can extrapolate information with greater confidence than we can from pictures. And

as we shall see below, improving capacity to extrapolate knowledge brings us a big

step forward in the effort to use ecological theory more unequivocally in conserva-

tion biology.

3.5.1 Estimatingbiodiversityin large areas

Estimates of the number of species of plants or birds, mammals or other classes of

vertebrates at continental scale are fairly reliable, probably off by, at most, a few

percent. But for insects, other invertebrates, and microorganisms, our knowledge of

species’ richness is much less complete. For example, intensive surveys of the

canopies of individual trees in tropical forests always yield new species of arboreal

beetles hitherto not known to science, so there clearly are more species of beetles

than we currently catalog. We do not know, even to an order of magnitude, how

many species of insects there are in the Amazonian rain forest, and uncertainty in our

knowledge of microorganismal diversity is even greater. We care about how many

such species there are because we would like to know what we are losing when

habitat is lost, because it is inherently interesting to know what evolution is capable

of producing, and because that knowledge helps us better understand evolution and

ecology.

Consider the beetles in Amazonia. Only a small number of small patches of the

vast forest can be censused directly, so how do we scale up knowledge from those

patches to the entire biome? If one had confidence in an hypothesized functional

form of the SAR across spatial scales that ranged from small patches to that of the
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entire biome, it would be easy. Just plug in the data at small scale and extrapolate the

function describing the SAR to the desired large scale. But we can’t have confidence

in the hypothesized functional form of the SAR at large scale in the absence of data

at that scale, which is just what we were trying to predict!

Clearly the onlywayout of this conundrum is to be able to test the hypothesized scaling

law for species’ richness all the way from small to large scales on at least some dataset or

sets. Fortunately, such sets exist. Species’ richness of plants, and of each class of

vertebrates, are generally well estimated over continental and biome scales. One dataset

that we will make use of in Part IV to test scaling theory is the product of extensive

biodiversity surveys in the Western Ghats biome of southern India. There, for example,

tree species’ richness is well-estimated over 60,000 km2, as well as on numerous much

smaller plots scattered throughout the biome (Krishnamani et al., 2004).

But insects, other invertebrates, and microorganisms are not extensively cen-

sused, anywhere, at very large scales. If we test macroecological theory for plants

or classes of vertebrates from small plots up to biome scale and it works, can we

have confidence it will work for insects or microorganisms? We cannot answer that

satisfactorily, but our confidence in doing so would surely increase if the same

macroecological scaling laws that worked for higher organisms worked for these

creatures from quite small scales (perhaps ¼ m2) up to manageably larger scales

such as 64 m2.

The predicted number of species at very large spatial scales is quite sensitive to

the form of the SAR used to extrapolate from data on small plots. Take the case of

tree species in the Western Ghats. On 48 one-quarter ha plots, average tree species’

richness is 32.5 species. Using the widely assumed power-law form of the SAR, with

z ¼ ¼, we can scale up from the 2500 m2 area of a plot to the full 60,000 km2 ¼
6 � 1010 m2 area of the biome. This extrapolation yields S�(60,000 km2) ¼ 32.5 �
(6 � 1010/2500)1/4 ~ 2275 species. This estimate is certainly too big. Extensive

surveys of the Ghats have yielded to date no more than about 1000 species of

trees (of greater than 10-cm circumference at breast height), and while a few new

ones are being discovered each year, it is highly unlikely that the number will come

close to our estimate.

One might argue that the power-law model might be fine but the assumption of

z¼ ¼ is wrong. So suppose we determine the best power-law exponent by fitting the

actual data from within the ¼ ha plots to a power-law model. Krishnamani et al.

(2004) showed that that procedure yields an exponent of z ~ 0.45, which then

predicts 68,000 species in the entire biome, an even worse estimate. In Chapter

8 we will show that METE actually makes a very realistic prediction for biome-scale

tree diversity in the Western Ghats starting only with census data on the ¼-ha plots.

3.5.2 Estimatingextinction

When a patch of the Amazonian rain forest is clearcut, some species may be driven

extinct. If someday the only sizeable remaining forested portion of that forest is, let’s
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say, just a 100 km� 100 km patch, even more species will be gone as a result. And if

unmitigated global warming degrades the climatic suitability of the current habitats

of plants and animals, we suspect that many species will also be lost. To estimate the

number of extinctions in each of these situations, knowledge of our metrics is

essential (May et al., 1995).

Consider the first case, in which a square patch of area 104 km2 is cut out of the

Amazon and, maybe pessimistically, assume that every creature in the eliminated

patch disappears as a result. Of all the species found in the totality of the Amazonian

Basin, those that will no longer exist, at least not in the Amazon, are the ones that

were only found in that patch. They are exactly what we defined as endemics at 104

km2 scale in Section 3.3.9: E�(104 km2). Actually the number we defined to be

endemic at that scale is the average of the number of species unique to the cells of

that scale, but if we assume that our clearcut cell is representative of all the cells,

then the average is a reasonable estimate for the particular patch. So the EAR is the

metric we use to estimate species’ loss when a patch of habitat is removed (Kinzig

and Harte, 2000).

In the second case a single square patch of area 104 km2 remains after the Amazon

is nearly all destroyed. As a first approximation (but see below) we can estimate the

number of species remaining in that patch to be just the number that it sustained

before the destruction. That would be S�(104 km2).

In the general case in which an area Abefore is diminished to an area Aafter the

formula for the fraction of species lost, f, is:

f ¼ ½�SðAbeforeÞ � �SðAafterÞ	=�SðAbeforeÞ; ð3:27Þ

so if one had reason to trust a power-law form for the SAR:

f ¼ 1 � ðAbefore=AafterÞz: ð3:28Þ

Why did we use the EAR in the first case and the SAR in the second? In the first case,

the area left behind after removal of the patch has a hole in it. It is not a nicely shaped

area in the sense discussed in Section 3.4.7. So applying the SAR to the area of the

intact Amazon minus the area that is clearcut might not give the correct answer.

The third case, species’ loss under climate change, presents the most difficult

conceptual issues. For one thing, nested and island SARs are applicable to different

types of climate change scenarios. Consider first, the case in which a large biome,

such as Amazonia, of area Abefore, containing Sbefore species, shrinks under climate

change to an area of Aafter located within Abefore. If the species are plants with limited

dispersal capability, for example, how many species would we expect to find

remaining in a randomly selected region of area Aafter? The better answer is clearly

given by the nested SAR. On the other hand, consider the case in which the suitable

patch Aafter is located completely outside the original Abefore, and all the individuals

remaining following climate change must disperse there from Abefore. If the assump-

tion is made that dispersal ability is not limiting and that individuals colonizing the
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Aafter are emigrating from the area Abefore, then an island SAR form might be more

appropriate. But dispersability is likely to be a limiting factor for some species, and

thus knowledge of the metric D(D |n0, A0, . . . )) enters the picture.

In practice, the nested SAR and the island SAR (constructed as a collector’s curve

as described in Figure 3.2) approaches do give different estimates of the number of

species expected to remain in a shrunken habitat Aafter. Figure 3.13 compares

estimates of species remaining using both methods, using data from the 50-ha

Barro Colorado Island tropical forest plot in Panama. The nested-SAR approach

consistently predicts higher levels of species loss than the island-SAR approach.

In most cases, neither a pure island- nor nested-SAR approach will be appropriate.

First, dispersal capability will be neither unlimited nor completely absent. Second,

newly suitable habitat is not likely to be only a sub-plot of the original habitat nor

only disjunct from it. Third, for the case of disjunct habitats, the individuals found in
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Figure 3.13 Differences between nested- and island-SAR approaches to estimating species

remaining after habitat loss using data from the Barro Colorado Island 50-ha forest plot. The

nested SAR (solid line) predicts more extinction after habitat loss than the island SAR (dashed

line). The island SAR curve is constructed as a collector’s curve (see text), averaged over 50

trials, calculated by sampling individuals without replacement from the total individuals’

pool, assuming number of individuals is proportional to area (J. Kitzes, Pers.comm.).
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Aafter are not likely to be random draws from the species in Abefore. As a result, it is

impossible to choose a single SAR form, or exponent, to apply in all cases of habitat

shifts under climate change.

Another knotty issue relevant to extinction from climate change, land-use change,

or any other cause has to do with food web links. If all the prey species of a predator

go extinct, then it is likely that so will the predator; or, if all the pollinators of a plant

go extinct, then so will the plant. Thus knowledge of these potential “web cascades”

is needed to fill out the picture of extinction. The metricL(l |S0, L0) provides some of

the information needed to infer likely extinction amplification due to web cascades,

although only knowledge of the full web topology can give detailed and reliable

predictions (Dunne, 2006; Srinivasan et al., 2007).

As a final example of the difficulty estimating extinction, and of the importance of

our metrics, it should be understood that all of the applications of the SAR and EAR

described so far apply to estimates of extinctions within a single habitat patch. We

may more frequently, however, encounter landscapes in which the same collection

of species is found in two or more locations, each of which shrinks in area. The

problem then becomes that the SAR extinction calculations do not define which

particular species are lost from each of the shrunken areas, and, as a result, the

overlap in the list of lost species cannot be predicted. The number of species lost

from a set of two shrinking patches could range anywhere from zero to the sum of

the calculated losses in each patch individually. To help resolve this, knowledge of

the species-level and community-level commonality measures, C(A,D) and X(A,D),
are needed (Kinzig and Harte, 2000).

Summarizing this subsection, six metrics provide information needed to help us

predict the loss of species under land-use and climate change: S�(A), E�(A), C(A,D),
X(A,D), L(l), D(D).

3.5.3 Estimating abundance fromsparsedata

Knowledge of the abundance of a species or of a distinct population within a species

is critical to evaluating its conservation status (He and Gaston, 2000; Kunin et al.,

2000). The rest of this subsection focuses on species, but the arguments apply to

distinct populations as well. When its abundance diminishes, a species becomes

more susceptible to extinction because of three phenomena. First, low abundance

places the species at greater jeopardy of being wiped out either by fluctuations in

death rates, say from environmental stress or disease, or by fluctuations in birth rates

due to reproductive stochasticity. Second, a small population is more likely to lead

to inbreeding and the impairments to fitness that are a consequence. The third

phenomenon is related to the first, but is conceptually different as it applies with

either deterministic or stochastic demographics; this is the Allee effect (Allee et al.,

1949), which is a reduced probability that males and females can encounter each

other when their population density is low.
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The considerations above lead to the concept of a minimum viable population

(Gilpin and Soule, 1986), which is one of the indicators conservation biologists use

to assess the propensity of a species to go extinct. Thus, knowledge of the abundance

of a species can help determine whether to assign it with the status of an endangered

species. Unfortunately, however, abundance data are often not available, even for

censused species, because many censuses only record the presence or absence of a

species, on some array of plots or locations along transects, but do not attempt to

count individuals. So suppose we have a large, gridded landscape that we believe to

constitute the suitable habitat for some species, and on some fraction of the cells,

each of a specified area, we have presence–absence data for the species. In other

words, on that subset of cells we are given the information that the species is found

to be present on a fraction f of them. Can we use our metrics to estimate abundance?

The answer is yes, with the estimate improved to the extent that (1) the censused

cells are randomly located within the entire habitat, (2) the fraction of total habitat

area covered by censused cells is large, and (3) that absence data can be trusted. This

last point needs emphasis; if a cell is recorded to be the site of an observation of the

species, that information can generally be trusted, but the non-sighting of an elusive

species may or may not indicate it is truly absent.

With those caveats understood, the estimate of the abundance, n0, can be obtained
from our species-level spatial abundance distribution P (n |A, n0, A0). In particular

we can express the fraction, f, of occupied cells as:

f ¼ 1�Pð0jA; n0; A0Þ; ð3:29Þ

where A is the area of a censused cell, A0 is the total area of habitat. If theory can

provide the form of the dependence of P on its conditional variables, then Eq. 3.29

readily leads to an estimate of n0 from the measured estimate of the fraction f.
In the next chapter we turn to theories that have been previously proposed to

describe, explain, or predict the forms of the metrics discussed here.

3.6 Exercises

Exercise 3.1

Pick one of the questions in Section 3.1.2 and outline a procedure that you would

deploy to answer it. Describe each step, from walking out into the field, to the

counting procedures, to arranging the data in a spread sheet, to the analysis and

graphing of the data.

Exercise 3.2

Show that the discrete power-law distribution P(n) ¼ cn�a corresponds to a rank–

abundance graph that is a straight line on log(abundance) versus log(rank) axes, with
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slope¼ (1� a)�1, and that the exponential distribution P(n)¼ ce�an corresponds to

a straight line on an abundance versus log(rank) graph.

Exercise 3.3

Think about a collector’s curve sampled with and without replacement. Which do

you think will give a more rapidly rising curve?

Exercise 3.4

For the complete nested design, explain why the assumption that abundance is

proportional to area is exactly correct.

Exercise 3.5

Explain why the nested species–area curve cannot increase faster than linearly in

area; that is, if S(A) is written in the form S ¼ cAz, then z 
 1.

Exercise 3.6

This exercise will elucidate an important contrast between the EAR and the SAR.

Look at your result for Exercise 3.3 and then explain why the complete nested

endemics–area curve must increase at least as fast as linearly in area; that is, if E(A)
is written in the form E ¼ cAy, then y � 1.

Exercise 3.7

Examine all the metrics in Table 3.1 and figure out how many of them are truly

independent, taking into account the interconnections among them implied by their

definitions. Some of these interconnections are made explicit in the text, but be

careful because there could be other interconnections not made explicit above.

Exercise 3.8

Using the actual values of S0 and N0 for the Serpentine data, show that our fitted

function for the abundance distribution is properly normalized.
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Exercise 3.9

Consider the made-up landscape that has been censused in a 4 � 4 grid, with results

shown in the Figure 3.14. Each appearance of a letter is an individual, with the letter

designating the species. For this landscape, graph the complete nested SAR and

EAR at areas A¼ 1, 2, 4, 8, 16, where A¼ 1 corresponds to the single grid cell scale

in the figure and at scales A ¼ 2 and 8, all the non-overlapping 1 � 2 and 2 � 4

rectangles oriented in either direction are included in the analysis.

Exercise 3.10

For the landscape above, graph the rank abundance distribution for the entire plot

with whatever choice of log or linear variables you think is most illuminating.

Exercise 3.11

Again for this made-up landscape, graph the species-level spatial abundance distri-

bution at A ¼ 1 scale for each of species a, b, j, and s.
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Figure 3.14 A spatially-explicit, fictitious community of species. Each letter is a simgle

individual of the species labeled by that letter.
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Exercise 3.12

To understand better the triphasic SAR, construct and graph on log–log axes the

complete nested SAR for a landscape consisting of two adjacent habitats with

distinct species. For simplicity, assume each of the two habitats is occupied by

species in a pattern exactly as in the diagram accompanying Exercise 3.9, except that

the species in the right-hand habitat will be labeled a0, . . . ,v0, with the primes

distinguishing them from the species in the left-hand habitat. Do this two different

ways. First, construct your SAR at scales A ¼ 1, 2, 4, 8, 16, 32, just as you did in

Exercise 3.8, taking your rectangles oriented in both directions, but not including

squares or rectangles that overlap the boundary between the two habitats. Then,

for the same areas, include in your averages at each scale all possible squares or

1 � 2 shaped rectangles, including squares or rectangles for A ¼ 2, 4, 8, 16, 32 that

overlap the boundary between the two habitats. For example, for A ¼ 16, there will

now be a total of five 4� 4 squares that go into the calculated average of S�(16). How
does the shape of the SAR depend on which way you do the averages?

Exercise 3.13

Consider the island SAR for real islands, with islands of differing area being

colonized by a number of mainland individuals that is proportional to island area.

If the resulting island SAR is conceptualized as being a collector’s curve from the

mainland individuals, discuss whether it should be thought of as a collector’s curve

with replacement, or without.

Exercise 3.14

Use the serpentine data (see Appendix A) to draw graphs of E�(A) and S�(A), and, for
the three species for which P(n) was graphed in Figure 3.6, graphs of B(A).

86 � Scaling metrics and macroecology



4
Overviewofmacroecologicalmodels and
theories

Here you will get some exposure to the types of models and theories that have
been advanced to explain the observed behaviors of the macroecological metrics.
I have not attempted to provide a comprehensive and in-depth review of all
the most widely cited current and past theories of macroecology. Rather, my goal
is to introduce you to the essential concepts and some of the quantitative tools
needed to understand a spectrum of theoretical frameworks. These frameworks
exemplify differing approaches to making sense of the various patterns described
in the previous chapter.

4.1 Purely statisticalmodels

Recalling the discussion in Chapter 1, a statistical model entails drawing randomly

from some hypothesized distribution and using the result of that draw to answer

some question. Here we will review several statistical models that have been applied

to macroecology.

4.1.1 TheColemanmodel:Distinguishable individuals

In a landmark pater, Coleman (1981) worked out in detail the consequences of

assuming random placement of individual organisms in an ecosystem. The random

placement model (RPM) predicts the species-level spatial abundance distributions,

P(n), the box-counting area-of-occupancy relationship, B(A|n0, A0), species-level

commonality, C(A, D), and the O-ring measure of clustering, O(D). It does not

predict the SAD, F(n), however, so to use Eq. 3.13 to derive a species–area

relationship in this model, an abundance distribution has to either be assumed or

taken from observation. Coleman did the former, and predicted SAR shapes under

various assumptions about F(n). The RPM also does not predict the form of any of

our energy or mass distributions and relationships.

In the RPM, the probability that a species will have n individuals in a cell of area

A if the species has n0 individuals in a larger area, A0, that includes A, is the binomial

distribution:



PðnjA; n0;A0Þ ¼ n0!

n!ðn0 � nÞ! p
nð1� pÞn0�n: ð4:1Þ

The probability, p, is just the probability that on a single random placement of an

individual on to the plot A0, the individual will land in the cell A. That probability is
the fraction of the total area that the cell occupies, which means:

p ¼ A=A0: ð4:2Þ
Equation 4.1 can be understood as follows. The term pn(1�p)n0�n is the probability

that n individuals are assigned to the cell, and n0 – n individuals end up outside the

cell in a space of area A0 – A. Importantly, this implicitly assumes that the

probability any given individual is found in a particular cell of area A is independent

of how many individuals are already found there or elsewhere.

The factorials in Eq. 4.1 arise because the n individuals that end up being found in
the cell A can be any n out of the total number, n0. For example, if n0¼ 5, n¼ 2, and

if the individuals in the species are labeled a,b,c,d,e, then the two that end up in the

cell can be any of the following pairs:

a,b; a,c; a,d; a,e; b,c; b,d; b,e; c,d; c,e; d,e.

There are 10 such pairs, which is 5!/2!3!. The symbol
n0
n

� �
, or the words “n0,

choose n,” are often used to designate the combination of factorials in Eq. 4.1.

By assuming the combinatorics above, we are in effect assuming that the indivi-

duals within a species can be treated as distinguishable objects and that the order in

which the individuals are assembled does not matter. If order mattered, then we

would have to distinguish a,b from b,a, and we would be dealing with a different

probability distribution. The case in which the individuals within each species are

assumed to be indistinguishable and the case in which order of selection matters will

be treated later in this chapter (Section 4.1.2).

The binomial distribution is sharply peaked about its mean, if the mean value of

occupancies in the cells of area A is large compared to 1: n0A/A0 » 1. In fact, it can be

shown that in the vicinity of the mean value of n, the distribution approaches a

Gaussian (Exercise 4.1a). On the other hand, when n0A/A0 < 1, the distribution is

monotonically decreasing. This behavior can be seen in the graphs in Figure 3.6,

which show the RPM results along with data. When p ¼ A/A0 � 1, it can be shown

that the binomial distribution is well approximated by the Poisson distribution

(Exercise 4.1b).

Given the generally poor agreement between the observed spatial abundance

distributions and the RPM predictions, as in Figure 3.6, one might expect from

Eq. 3.13 that the RPM would not predict SARs very well. To use the RPM to predict

the SAR, the total number of species in the plot and the distribution of their

abundances {n0} have to be taken either from theory or from observation. Coleman

(1981) and many publications since then (see, for example, Green et al., 2003;
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Plotkin et al., 2000) have shown that few empirical SARs are well-described by the

model.

The RPM predicts that species-level commonality, C(A, D|n0, A0), will be inde-

pendent of distance, D. This can be understood from the fact that two individuals

randomly dropped on a plot are no more likely to land in two cells of area A that are

close to one another than they are to land in two such cells that are far apart. The

dependence of C on area, A, and inter-plot distance, D, can be worked out from Eq.

4.1, and we leave doing that as an exercise for the reader (Exercise 4.3).

The O-ring measure of clustering (Section 3.4.3) is predicted by the RPM to be

O(D|n0, A0) ¼ 1. This is a trivial consequence of the way O(D|n0, A0) is defined as a

ratio in which clustering is measured relative to random placement. Finally, the

RPM prediction for B(A|n0, A0) is immediately given by combining Eqs 3.7 and 4.1.

The failure of the RPM can be summarized as follows:

The observed values for P(0), the probability a species is absent from a cell, for

most species at most spatial scales, but particularly for A A0, exceed the RPM

prediction. This smaller-than-observed prediction for the probability of absence

implies that the RPM scatters individuals too uniformly over the plot, creating less

aggregation than observed.

If the observed SAD is used in Eq. 3.13, and the RPM for P(n) is assumed, then

observed SARs tend to increase more rapidly than predicted. This is directly tied to

the fact that the RPM under-predicts aggregation: if individuals within species are

predicted to be spread out more uniformly than observed, then at small scales, cells

will be predicted to be more likely to contain any given species than observed. All

else equal, greater clumpiness of the distribution of individuals within species

produces steeper SARs.

We will see in Section 4.1.2 that if we give up the assumption of distinguishability

of individuals, then the revised RPM performs more realistically.

4.1.2 Modelsof Indistinguishable Individuals

A rising area of theory building in ecology is based upon the assumption that

differences among biological entities can be ignored. One such assumption, namely

that differences in species’ traits can be ignored, is the starting assumption for

Hubbell’s neutral theory of ecology, which I referred to briefly in Chapter 1.3.4

and which will be discussed in more detail in Section 4.3.2. Another type of

neutrality, or symmetry as some authors prefer to call it, is to assume that while

species’ differences will not be ignored, differences among individuals within

species will be. This assumption is surely no more unreasonable than assuming

species’ trait differences can be ignored, and in biological terms could be considered

to correspond to ignoring intra-specific genetic differences.

Clearly, if you were studying natural selection in a species, so that genetic

differences among individuals were essential to the phenomenon of interest, you

could not get away with the assumption that individuals within a species are
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indistinguishable. But let us keep an open mind about whether neutrality could lead

to a satisfying theory of macroecology.

To proceed, it will help to visit ideas first developed by the mathematical physicist

Pierre Simon Laplace. He posed the following problem in probability analysis: you

have the usual urn with two kinds of balls, red ones and blue ones, but you have no

evidence whatsoever as to how many there are of each. Initially, they might all be

blue, or all red, or any mixture of the two types. Suppose you reach in and pull out a

red one and do not replace it. What is your best inference of the probability that the

second ball you extract will also be red? Laplace showed that the answer is 2/3. In

general, if there are two outcomes, R and B, and your prior knowledge consists only

of knowing nR extracted balls were red and nB came up blue, then the best estimate

of the probability that the next ball you extract will be red is:

PðnR þ 1jnR; nBÞ ¼ ðnR þ 1Þ=ðnR þ nB þ 2Þ: ð4:3Þ
This is called Laplace’s “rule of succession.” Exercise 4.5 gives you the opportunity

to understand this better by deriving it.

We can apply this rule to the assembly of individuals from a species onto a

landscape, imagining the assembly process as a sequence of arrivals of individuals.

We start out by populating the two halves of a plot. Thinking of the left half as red

and the right half as blue, the first individual to enter the plot will have a 50–50

chance of entering on the left half. But as subsequent individuals are added, the

probability of the next one in the sequence of added individuals going to the left half

is given by:

probabilityðnext individual to left halfÞ ¼ ðnL þ 1Þ=ðnL þ nR þ 2Þ; ð4:4Þ
where nL is the number on the left and nR is the number on the right just before the

next individual is added. This rule can be shown (Exercise 4.4) to generate the flat

distribution:

PðnjA0

2
; n0;A0Þ ¼ 1

n0 þ 1
ð4:5Þ

We can understand this by thinking of the n0 individuals as indistinguishable.

Suppose n0 ¼ 5. Here are the six possible ways the 5 indistinguishable individuals

can be allocated to the two halves of the plot:

(0, 5), (1,4), (2,3), (3,2), (4,1), (5,0).

If each of these has equal weight, which would be the case if the objects are

indistinguishable, then each must have probability 1/6 ¼ 1/(n0 þ1). This idea, that

each possible outcome has equal probability, is sometimes referred to as the

principle of indifference: when there is no a priori reason to give two outcomes

different probabilities, their probabilities must be assumed to be identical. The
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principle of indifference was first clearly developed by Laplace and it is the basis for

his rule of succession, as you will see when you do Exercise 4.5. If the individuals

were distinguishable, then there would be more ways in which the end result (2,3)

could be obtained than there are ways to end up with (0,5). In fact there are 5!/(2!3!)

more such ways and now the a priori probabilities of those outcomes differ.

There is another way to understand the difference between Eq. 4.5 and Eq. 4.1. In

the latter, in the assembly process, the probability of an individual entering the left

side is independent of how many are already on the left and right sides; for that case,

p is always ½ in Eq. 4.1. But in Eq. 4.4, the probability of the next event is dependent

upon the previous outcome. The assumption of indistinguishability and the assump-

tion of the Laplace rule for the dependence on prior outcome (Eq. 4.4) lead to the

same outcome for the allocation of individuals to the two halves of a plot!

We can understand this from another angle by considering a coin-toss approach to

allocating molecules between two halves of a room. This is an example of what is

called a Bernoulli process for generating a binomial distribution. On each toss, there

are 50–50 odds of the molecule ending up in, say, the left half, and with a large

number of molecules, the outcome will be a nearly equal division of molecules

between the two halves. It actually doesn’t matter whether the molecules are

considered to be distinguishable or indistinguishable—the important assumption is

that the outcome of each toss is independent of the previous outcomes. Picture a bag

of coins, each from a different country and each with a heads and a tails. When each

is flipped it is put in the left or right side of the room, depending on whether it landed

heads or tails. The outcome at the end will be the binomial distribution, even though

each coin was unique.

Note that the assembly rule in Eq. 4.4 is a “the rich get richer” rule, in which, as

more individuals pile up on one half, either left or right, the probability of the next

individual going to that half increases. In contrast, the binomial distribution result is

egalitarian.

Readers with a physics background may see a similarity between the RPM with

indistinguishable objects and Bose–Einstein statistics of indistinguishable particles

in quantum statistics. Let’s examine the case of classical statistics of distinguishable

objects in a little more depth. In the room you are in, the gas molecules are nearly

exactly equally allocated between the left and right halves of the room. The binomial

distribution, Eq. 4.1, accurately predicts that the probability of even as little as a 1%

or greater difference between the numbers of molecules in the two halves is

negligible (Exercise 4.2). The narrow peak at the 50–50 allocation for the binomial

distribution results from the large number of air molecules in a room, but even with

only 100 molecules in the room, the probability of there being exactly a 50–50 split

is much larger than the probability of there being, say, 5 on the left, and 95 on the

right. With indistinguishable molecules, Eq. 4.5 predicts that there is a good chance

that you would suffocate if you sat for a while in one end of a room! In fact,

however, that is probably not the case. Were the air molecules to become detectably

unequally distributed, a pressure gradient would arise and this would extremely
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rapidly re-adjust the distribution to near equality in numbers. Equalizing pressure

forces, not the binomial distribution, is the reason you are not suffocating right now.

In Chapter 7 we shall see that METE predicts Eq. 4.5. Chapter 8, where we

confront theory with data, will provide evidence that Eq. 4.5 describes adequately

the distributions of individuals within a large fraction of, but by no means all,

species at plot scales. To the extent that Eq. 4.5 describes the spatial distributions

of some species better than does the binomial distribution, we can conclude that

pressure forces (for example, from competition between individuals) are relatively

weak for those species.

4.1.2.1 Generalized Laplace model

In 4.1.2 we examined the distribution of individuals across the two halves of a

plot, applying a statistical rule that assumes individuals are indistinguishable. The

question now arises as to the patterns that can be expected to result at finer spatial

scales under that same assumption. This leads us to two choices: a generalized

Laplace model and the HEAP model (see next section). We define and explain these

in turn.

Consider the allocation of individuals to the four quadrants of A0, each with area

A ¼ A0/4. Now we have several choices. One possibility is to generalize the Laplace

rule in Eq. 4.4 to give:

Pðnext individual to upper left quadrantj nUL; nLL; nUR; nLRÞ ¼
ðnUL þ 1Þ=ðnUL þ nLL þ nUR þ nLR þ 4Þ; ð4:6Þ

where, for example, nLR is number of individuals found in the lower-right quadrant

prior to the entry of the next individual. Let’s work out an example. Suppose n0 ¼ 2.

To calculate the probability that both individuals end up in the upper-left quadrant,

first consider the probability that the first does so:

Pðfirst individual to upper leftÞ ¼ ð0þ 1Þ=ð0þ 4Þ ¼ ¼: ð4:7Þ
This makes sense. The first individual to enter the plot has an equal probability of

entering each quadrant, and since there are four quadrants, the probability must be

¼. If we multiply that probability by the probability that at the next entry step the

second individual also goes to the upper-left, we obtain our answer. From Eq. 4.6:

Pðsecond individual to upper leftj1; 0; 0; 0Þ ¼ ð1þ 1Þ=ð1þ 4Þ ¼ 2=5: ð4:8Þ
Hence:

Pðboth individuals in upper leftÞ ¼ ð1=4Þð2=5Þ ¼ 1=10: ð4:9Þ
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Note that for n0¼ 2, the possible outcomes (with indistinguishable individuals), are:

2 0
0 0

0 0
2 0

0 2
0 0

0 0
0 2

1 0
1 0

0 1
0 1

1 1
0 0

0 0
1 1

1 0
0 1

0 1
1 0

If each is equally likely, by the principle of indifference, the probability of each is

1/10, in agreement with Eq. 4.9. Equation 4.6 can readily be generalized to finer

scales. We will call the spatial abundance distribution, P(n) that results, the

“Laplace model.” Box 4.1 describes this model in more detail.

4.1.2.2 HEAP

The generalized Laplace model described above is only one way to model the spatial

distribution of indistinguishable individuals. Another option is to iterate Eq. 4.4 at

successively finer scales. This gives rise to a model that we have previously called

HEAP (Harte et al., 2005), where HEAP refers to Hypothesis of Equal Allocation

Probabilities. HEAP predicts a spatial abundance distribution that agrees with

Eq. 4.4 at the first bisection, A ¼ A0/2, but at finer scales it diverges from Eq. 4.6

and the generalization of Eq. 4.6 to finer scales as given by Eq, 4.11. The details are

explained in Box 4.2.

Box 4.1 The generalized Laplace model

For cells of area A, where an integer number of such cells comprise A0, and for abundance,
n0, in A0, we can work out the prediction of the Laplace Model for P(n|A, n0, A0) by just
counting distinct outcomes. First we have to calculate the total number of distinct ways, g
(n0,M0), in which n0 indistinguishable individuals can be placed intoM0 cells (M0 ¼ A0/A).
We saw above that g(2, 4) ¼ 10, and in general it can be shown that:

gðn0;M0Þ ¼ ðM0 þ n0 � 1Þ!
ðn0Þ!ðM0 � 1Þ! : ð4:10Þ

First consider P(n0|A, n0, A0). Only one of the g(n0, M0) outcomes will correspond to
having all n0 individuals in a particular cell, and so P(n0|A, n0, A0) ¼ 1/g(n0, M0). Next,
consider P(0|n0, A, A0). The number of outcomes in which no individuals appear in a
particular cell must equal the number of outcomes in which all the individuals appear
somewhere in M0 – 1 cells, which is given by g(n0, M0-1). Hence, in the Laplace model,
P(0|A, n0, A0) ¼ g(n0, M0-1)/g(n0,M0). By the same reasoning, P(n|A, n0, A0) is given by
the fraction of outcomes in which n0 – n individuals can be placed into M0 – 1 cells, or:

PðnjA; n0;A0Þ ¼ gðn0 � n;M0 � 1Þ
gðn0;M0Þ ; ð4:11Þ

where the g’s are given by Eq. 4.10.
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Box 4.2 How HEAP works

To understand how Eq. 4.4 can be iterated to finer scales, consider the example of n0 ¼ 5,
and A ¼ A0/4. Here is how the probability of 5 individuals in the upper-left quadrant is
calculated in the model:

Pð5jA0

4
; 5;A0Þ ¼ Pð5jA0

2
; 5;A0ÞPð5jA0

4
; 5;

A0

2
Þ: ð4:12Þ

In words, this equation just says that (the probability of 5 individuals in the upper-left
quadrant) equals (the probability that there are 5 individuals in the left-half ) times (the
probability that if there are 5 individuals in the left-half then there are 5 individuals in the
upper-left quadrant).
From Eq. 4.4, each of the two terms on the right hand side is equal to 1/(n0þ1) ¼ 1/6,

and so the answer is 1/36.
What about the probability that there are 4 individuals in the upper left quadrant? This is

now equal to the sum of two products:

Probability of 4 individuals in the upper left quadrant ¼ ½ðprobabilityof 5 individuals inleft
halfÞ�

ðprobability that if there are 5 individuals in the left half; then there are 4 individuals in the

upper left halfÞ	
þ
½ðprobability of 4 individuals in left halfÞ x
ðrobability that if there are 4 individuals in the left half; then there are 4 individuals in the

upper left halfÞ	: ð4:13Þ
In equation form, this reads:

Pð4jA0=4; 5;A0Þ¼ Pð5jA0=2; 5;A0ÞxPð4jA0=4; 5;A0=2Þ þPð4jA0=2; 5;A0Þ
xPð4jA0=4; 5;A0=2Þ ¼ ð1=6Þxð1=6Þ þ ð1=6Þxð1=5Þ ¼ 11=180: ð4:14Þ

More generally, the HEAP probabilities are calculated from the following recursive
equation of which Eq. 4.14 is just an example:

PðnjA0

2i
; n0;A0Þ ¼

Xn0
q¼n

Pðqj A0

2i�1
; n0;A0Þ�PðnjA0

2i
; q;

A0

2i�1
Þ ¼

Xn0
q¼n

Pðqj A0

2i�1
; n0;A0Þ

ðqþ 1Þ :

ð4:15Þ
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4.1.3 Thenegativebinomialdistribution

Yet another statistical model, the negative binomial distribution (NBD), was pro-

posed as a good description of the spatial distribution of individuals within species

by Bliss and Fisher (1953). In its original form and usual applications, it describes the

distribution of an integer-valued variable over an infinite range: n¼ 0, 1, 2, . . .1. For

our spatial abundance distributionP, the infinite-range NBD is:

PðnjA; n0;A0Þ ¼ ðnþ k � 1Þ!
n!ðk � 1Þ! ð �n

k þ �n
Þnð k

k þ �n
Þk: ð4:16Þ

Here n–¼ n0A/A0 and k is an adjustable parameter that describes the level of

aggregation in the spatial distribution. In the limit of k ! 1, this distribution

approaches the Poisson distribution n–ne�n– /n! and for k ¼ 1 the distribution is the

exponential exp(–ln) with l ¼ log(1þn–�1). In this model, the probability of a

species being present in a cell of area A is given by p¼ 1 – [(kþn–)/k]�k and the

variance of the distribution of abundances within a cell is related to the mean cell

abundance by k¼ n–2/(�2 – n–).
Many authors (Wright, 1991; He and Gaston, 2000; Plotkin and Muller-Landau,

2002) have explored the applicability of this model to species-level spatial aggrega-

tion patterns, to SARs, and to species’ turnover, as expressed by our commonality

metric C(A, D). The parameter k can be species- and scale-dependent, and thus the

model provides considerable flexibility to describe different species over a range of

spatial scales.

Referring to Figure 4.1a and b, we see that the negative binomial (k ¼ 1) model

and the Laplace model are in close agreement. We can now see why this is. For the

negative binomial distribution, with k ¼ 1, Eq. 4.16 results in:

Pð0jA; n0;A0Þ ¼ A0

A0 þ n0A
: ð4:17Þ

Box 4.2 (Cont.)

In words, this equation states that (the probability of n individuals in a small cell, A, of
area A0/2

i, given n0 at largest scale, A0) equals the sum over all q-values greater than or
equal to n of (the probability that there are q individuals in a cell of area 2A, given n0
individuals in A0) times (the probability that if there are q individuals in that 2A cell, then
there are n in one half of that cell). By Eq. 4.4, that last probability is 1/(q þ 1).

In the HEAP model, the 10 diagrams shown above (Section 4.1.2.1) that arise when
placing 2 indistinguishable individuals into 4 boxes do not all have equal probability. The
actual probabilities for each of the diagrams can, in that example, be calculated from cross-
scale consistency relationships however. We return in Chapter 11 to a discussion of cross-
scale consistency relationships and their implications for predicting the distance-decay
function discussed in Section 3.3.3
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From Eqs 4.10, 4.11 (Box 4.1), we can derive the comparable Laplace model

result and examine it in the limit A0/A � 1:

Pð0jA; n0;A0Þ ¼
ðA0

A þ n0 � 2Þ!ðA0

A � 1Þ!
ðA0

A þ n0 � 1Þ!ðA0

A � 2Þ ¼
A0

A � 1
A0

A þ n0 � 1
ffi A0

A0 þ n0A
: ð4:18Þ
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Figure4.1 The predictions for P(n) from four spatial distribution models and two combina-

tions of n0 and A/A0: (a) n0 ¼ 112, A ¼A0/64; (b) n0 ¼ 5, A ¼ A0/4.
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This agrees with the result from the negative binomial distribution in Eq. 4.17. It is

left as an exercise (Exrcise 4.6) to show that this close agreement of the two

distributions extends to larger values of n.
Figure 4.1 also shows agreement between the HEAP distribution and both the

Laplace and negative binomial distributions at coarse scale (A ¼ A0/4), low abun-

dance, but not at fine scale, higher abundance. It is scale that matters here, as you can

see by recalling that at the scale of a single bisection, A ¼ A0/2, the Laplace and the

HEAP models are equivalent.

4.1.4 ThePoissonclustermodel

The Poisson cluster model (see, for example, Plotkin et al., 2000) has even more

parameter flexibility than the negative binomial. It assumes that individuals within

any given species form multiple aggregates (clusters) within a landscape and these

aggregates are randomly (Poisson) distributed over the landscape. Assuming that

within the clusters the individuals are densest at the center, falling off according to a

Gaussian distribution toward the edge of the cluster, and picking reasonable para-

meters to describe the Gaussian, the model can adequately describe empirical spatial

patterns, and greatly improves upon the RPM predictions. Whether the model is a

more accurate predictor of spatial pattern than the NBD or the HEAP distribution or

other predictions distributions is perhaps not as interesting as is understanding its

origins, either in explicit ecological mechanisms or in some other theoretically based

set of ideas, deriving the parameters that characterize the Gaussian distributions, and

then deriving from those same mechanisms or ideas predictions for other metrics in

Table 3.1. For example, because the aggregates are randomly distributed over the

landscape, a prediction of the model is that species-level commonality, C(A, D),
should be independent of D once D exceeds the diameter of a typical cluster.

4.2 Power-lawmodels

Finding or assuming power-law behavior in nature is closely tied to the concept of

scale-invariance. Consider the following non-power function of a variable, x:

f ðxÞ ¼ e�lx; ð4:19Þ
where l is some constant. The product lxmust be unit-less . . . it cannot have units of

time or distance or mass or any other fundamental quantity. To see why, consider the

function ew, which can be written, identically, as:

ew ¼
X1
i¼0

wi

i!
: ð4:20Þ
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(In this expression, recall that 0!  1.) Because every integer power of w appears in

this expression, it is clear that if w had units of, say, mass, then the function ewwould

have mixed units . . . mass to every power. That makes no sense, and so w must be

unit-less. Hence if x in Eq. 4.19 has units of, say, mass, then l must have units of

mass�1. Now suppose we change the units in which we are measuring x, perhaps
changing from grams to tons. A corresponding change in the units of l is required,

which means the constant, l, in the function is altered. That, of course, is not a

fundamental problem and exponential functions widely arise in science. But it does

indicate that the function is scale-dependent: its numerical form depends upon the

units used to describe the variable, x.
Contrast that with a power function: f(x) ¼ c·xº. Here, l must be a unit-less

number because otherwise, for the same reason as above, the function f ¼ c·xl¼
c·exp[l·log(x)] would have mixed units. Now let the units of x change so that

x ! x 0 ¼ ax. This results in a change in the function f(x) ! f(x) ¼ cx0º ¼ c0·xº,
where c0¼ c·al. So now the constant out in front changes in value to reflect the units

change, but the numerical form of the power-law remains the same. In particular, the

exponent, l, has not changed. In that sense, a power-law behavior is said to be an

indication of scale-invariance in the system being described.

To explain the concept of scale-invariance in ecology it helps to consider what

happens as we change the level of detail at which we observe an ecosystem pattern.

Suppose that from high up in a balloon you look down on a huge area of forest and

make a rough drawing showing the distribution of forest cover. No individual trees

can be resolved from that height, but there will probably be large areas where the

forest looks continuous and other places where there are large clearings in the forest.

Now lower the balloon until you are looking at perhaps just a square kilometer of

forest. Now you still cannot resolve individual trees but here and there you see

smaller forest gaps. Despite the huge difference in the scale at which you are

looking, and the level of detail you can resolve, you could conceivably find that if

you are only concerned with the clustering pattern in the greenness below, you

actually cannot tell whether you are looking from far away and seeing a coarse

pattern or looking from nearby and seeing finer detail in the pattern of open spaces.

You might even descend further and just stare at a single canopy, noting where the

leaves are clustered and where there are gaps in that canopy. Again you might find

that the clustering pattern is the same as it was from higher up. Scale-invariance

refers to that situation: the same patterns emerge no matter the scale at which you

observe the system.

Sometimes, when ecologists photograph a plot on which they are working, they

place a Swiss army knife on the ground to provide a sense of scale. Figuratively

speaking, scale-invariance means that nature does not come with a Swiss knife. But

clearly, scale-invariance cannot hold across all scales in the real world. Even if our

forest really were scale-invariant over the range of scales mentioned above, eventu-

ally, if we go high enough, we might see the edge of the continent, while if we get up

close enough, all we see is a single cell within a leaf. We know that at those very
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large and very small scales the patterns will be completely different, so we are able

to know the scale at which we see them.

The terms scale-invariance, self-similarity, and fractal are often used inter-

changeably. More interesting than the differences in some authors’ usages of the

terms are the different types of patterns that the terms can be applied to. A pattern

can be either statistically self-similar (or fractal or scale-invariant), or exactly self-

similar (or fractal or scale-invariant). And the terms can apply to a pattern over an

infinite scale range or only over a finite scale range. Statistical self-similarity is, in

fact, the type of self-similarity that most scientists have in mind when they assert

that a coastline or a forest or the branching network in the blood circulatory system

is fractal. The self-similarity is only statistical because any particular segment of,

say, a coastline or mammalian circulatory system, is probably unique in some

details. At best it is only averaged properties of the segments and branching

patterns that exhibit self-similarity. Moreover, self-similarity in nature is always

bounded. Following along the circulatory system, at some point one comes down

to terminal capillaries or up to the aorta, and there the self-similarity ends. Thus,

self-similarity in nature is sometimes associated with what is called “finite-size

scaling.” Mathematics can generate exactly self-similar shapes over an infinite

range of scales, but only because mathematics allows us to generate precisely

defined shapes and to pass to the limit in which the scaling range extends down to

the infinitesimal and up to the infinite.

Were power-laws a good description of species–area relationships, the implica-

tions could be profound. Suppose you have an ecosystem of indeterminate size and

you want to know the form of the SAR within that ecosystem. Suppose, further, that

the system contains no intrinsic scale length, by which I mean the following: other

than the quantity A, there are no other quantities with units of area, or area to some

other power than 1, that are intrinsic to, or describe, the system. For example, say

you are somewhere in the middle of the Amazon looking at species’ richness at

different spatial scales within a 50-ha plot, and you do not think the sheer size of the

whole Amazon, A0, can possible influence the shape of your SAR; hence the

quantity A0 will not appear in an expression for the SAR. Moreover, you do not

believe that within your plot there is any intrinsic distance scale governing the

abundance distribution of the species, other than the size of the cell in which you are

measuring species’ richness. That means that there is no unit-less quantity ºA that

can be formed from a quantity º with units of area�1, to place in the exponent of the

SAR to form S
–
(A)¼ S(0)eºA. So that form, and by the same argument anything other

than a power-law form, can be ruled out.

In the case of a power-law S
–
(A) ¼ cAz, the constant c does have strange units;

because S does not have units of area, c must have units of area�z to balance the units

of area on both sides of the equation. That is not a problem, because, as argued

above, a change in units will not affect the form of the SAR. The numerical value of

the constant c is not an intrinsic property of the system, whereas if the power-law

model were correct, the value of zwould be. For any specified units of area, the value
of c is the number of species at A¼ 1 (in those units), and so values of c for different
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ecosystems can be usefully compared at A ¼ 1 to provide a measure of relative

species’ richness only at that area in those units.

Now, if you really were in the middle of the Amazon, conducting a census of trees

or insects or birds and constructing an SAR at scales much smaller than that of the

entire Amazon, you would readily observe characteristic length or area scales in the

system . . . that is, quantities with units of length or area that “matter” to the way in

which individuals and species are distributed. For example, the size of an individual

tree canopy might play a role in shaping the SAR for arboreal insects over a range

spanning sub-canopy to multiple canopy areas. The size of a canopy, and also of the

root system, might influence the SAR for trees. Other length or area scales can arise

from the abiotic environment, which is characterized by many spatial scales over

which topography, climate, and soil properties vary.

In other words, the notion of a scale-free system is not likely to be applicable to

real ecosystems, and thus a potentially compelling argument for power-law behavior

of the SAR, scale-free dynamics, is hard to defend. Nevertheless, power-law SARs

are widely discussed in the literature, sometimes claimed to characterize data, and

often assumed to be a useful approximation in extrapolations of the SAR in

conservation biology (Section 3.5).

Deciding when to adopt a power-law model based on straight-line fits to log–log

graphs is not easy. In Box 3.3 we discussed the general concept of a power-law SAR,

but what sort of model would actually generate self-similar landscapes and a power-

law behavior for that metric? Before answering that, let us look at the simpler

concept of a self-similar model for the species-level range-occupancy relationship

B(A|n0, A0). Once you understand how that is done, you can then explore the

implications for the SAR of that same model by combining Eqs 3.3 and either

3.13 or 3.14. Appendices B.1 to B.4 provide a detailed look at power-law models in

macroecology, with an example of a way to generate power-law behavior for B(A|n0,
A0) the topic of B.1.

Using the concepts laid out in Appendix B.1, Appendix B.2 extends the model to

the SAR, and, unexpectedly, shows that in general it is impossible to have both

power-law B(A) for all species and a power-law S
–
(A). The species-level spatial

abundance distributions P(n|A, n0, A0) can also be derived for a scale-invariant

ecosystem, as shown in Appendix B.3. The details of the derivation of the common-

ality metric, X(A,D), in a scale-invariant ecosystem are given in Appendix B.4;

because that result has been applied by various authors to determine SARs at scales

for which direct measurement of species’ richness is not possible, I discuss the

relationship between commonality and the SAR in the following section.

4.2.1 Commonalityunder self-similarity

The assumption that a system is self-similar or scale-free has interesting implica-

tions for the community- and species-level commonality metrics. Consider the

community metric X(A, D| . . . ), and assume that the only two quantities with units
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of length or area that it depends upon are A and D themselves. This would be in

contrast to the explicit assumption about contingency made in Table 3.1, where X
was listed as being contingent on A0, the size of the system. If X depends only on A
and D, then it must be a unit-less function of the ratio A/D2: X ¼ X(A/D2). Without

using further information, we can say nothing more specific. In fact, we cannot

conclude, just from the above reasoning, that X is a power-law function of A/D2. We

would expect that commonality decreases with increasing distance between cen-

sused patches, and thus if the function does obey a power-law, then it goes like

(A/D2) to a positive, not a negative, power, but we can not conclude anything more

than this with dimensional arguments alone.

Pursuing the idea of scale-free systems a little further, however, we show in

Appendix B.4 that in a scale-free world, there is a connection between the common-

ality function and the species–area relationship. In particular, the dependence of X
on A/D2 would indeed be a power-law. The derivation is based on first holding D
fixed and varying A. Using the result from Appendix B.2 that the species–area

relationship under self-similarity is a power-law, B.4 shows that the A dependence

of X must also be power-law, with the same z-value as in the SAR, when D is held

fixed. But then, because X can only depend on the combination A/D2, the functional

form of X in a self-similar world must be:

X ðA; DÞ � ðA=D2Þz; ð4:21Þ
For the macroecologist seeking far-reaching insights into patterns in the distribution

of species, it is unfortunate that the world is not self-similar, because Eq. 4.21, were

it applicable, would offer much insight. One application of this equation is to the

determination of the slope of the SAR at large spatial scales in situations where

complete nested censusing is not possible. By fitting distance decay data (i.e.

commonality at fixed A, increasing D), to Eq. 4.21, SAR slopes, z, at large spatial

scales can be empirically determined.

That was the procedure used by Green et al. (2004) and Horner Devine et al.

(2004) to estimate z-values for microbial populations in soils. Krishnamani et al.

(2004) also used this procedure to estimate z-values at scales up to several thousand
kilometers in the Western Ghats Presesrve of India, using data on distance decay

between ¼-ha plots scattered throughout the Preserve. The application by Krishna-

mani et al. did not assume a constant z-value across all scales. They used nested

census data at < ¼-ha scale to obtain z at those small scales, and using Eq. 4.21,

found z at large scale to be considerably smaller than at small scale.

The species-level commonality metric in Table 3.1a is also constrained in the

self-similarity model. If self-similarity holds at the species-level for some species,

we have shown using a scaling argument (Harte et al., 1999b) that the community-

level commonality metric behaves as C(A, D|n0, A0) ~ (Ai/D
2)y, where y ¼ –log2(a)

is the power-law exponent for the range-area relationship and a is defined in

Appendix B.1.
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4.3 Other theoriesofthe SADand/or the SAR

4.3.1 Preston’s theory

Arguably the most widely cited and influential set of theoretical papers on the SAR

and its relationship to the SAD are those of Preston (1948, 1962) and May (1975).

Their work concluded that the lognormal distribution provides a reasonable descrip-

tion of species’ abundance distributions and that the species–area relationship is to a

good approximation a power-law with exponent z ~¼. I urge readers to go back and

read the original papers of these authors for they are classics. Here I will present

some general comments about lognormality in ecology, and then summarize and

critique the strategy underlying the Preston and May work.

Arguments that SADs are lognormal are sometimes based on the central limit

theorem (CLT). In its most general form, the central limit theorem (CLT) informs us

that if we repeatedly randomly sample a set of numbers from a larger set of numbers,

then the distribution of averages of the sets of numbers approaches a normal

distribution. Similarly, the distribution of the geometric averages of the sets of

numbers approaches a lognormal distribution. Another commonly encountered

statement of this theorem is that if a variable is the sum or average of a set of

independent and randomly-distributed variables, then repeated estimates of that

variable approach a normal distribution. Related to this second formulation, if a

variable is the product, or geometric average, of a set of independent and randomly-

distributed variables, then repeated estimates of that variable approach a lognormal

distribution.

This last formulation of the CLT has been asserted to be relevant to the SAD. The

underlying assumption is that the population size of a species is governed by many

factors, such as light, a variety of nutrients, and water for plants. Further, these

factors arguably combine as a product, not a sum, because if any of those factors are

absent, population growth cannot occur. If this is true, and the availability of these

resources is random, then a lognormal distribution is imaginable. Several problems

arise, however. First, it is individual growth rates that are more directly related to the

product of growth-enhancing factors, not population size, and normally distributed

growth rates are unlikely to lead to normally distributed population sizes. Similarly,

lognormally distributed growth rates are unlikely to lead to lognormally distributed

population sizes. Second, the factors that influence population growth are nearly

certainly not all independent; for example, high light levels might induce more

growth, which could decrease nutrient supply, or less water might reduce nitrogen

turnover, decreasing the amount of plant-accessible nitrogen. Because the factors

contributing to growth are not independent, one must fall back on the first formula-

tion of the CLT above. But the relevance of this to the distribution of population

sizes across species is unclear; again, the distribution of growth rates across indivi-

duals might conceivably be lognormal by this argument, but why should it be

relevant to population sizes across species?
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Empirically, few abundance datasets exhibit the symmetry of a lognormal when

the SAD is plotted as fraction of species versus binned logarithmic intervals. In

particular, empirical SADs often exhibit asymmetric shapes, with fewer very abun-

dant species and more rare species than would be predicted by the lognormal. One

might argue that this is a sampling problem, and that those rare species would be

seen to possess greater abundance if the sample size increased by more thorough

sampling. In other words, a greater sampling effort might reveal a smaller fraction of

truly rare species and thus a more symmetric distribution (plotted against log

(abundance). On the other hand a greater sampling effort might just reveal more

rare species. Williamson and Gaston (2005) and Nekola et al. (2008) summarize a

number of conceptual and empirical problems with the assumption that the SAD is

lognormal, and also provide a critique of a form of the sampling argument that is

sometimes referred to as the Preston veil argument (Preston 1962).

Putting aside these concerns, let us continue with Preston’s theory. The lognormal

SAD contains two parameters: the mean and variance of the logarithm of abundance.

Implicitly two other parameters play a role: the total abundance and the total number

of species in the system. Preston used the following argument to conclude that there

was a relationship among them. By dividing the abundances into “octaves,” with

each octave differing in abundance by a factor of two compared to an adjacent

octave, a plot with octave number on the x-axis provides one way of logarithmically

displaying abundance. On that axis, two functions can be plotted. The first is the

fraction of species with abundance in each octave; this is just the usual SAD. The

second is the total number of individuals in each octave, which gives a shape called

the “individuals’ curve.” Preston (1948) had noted that in real datasets there is a

tendency for the peak of the individuals’ curve to occur at the highest octave

represented in the SAD—that is, at the octave containing the most abundant species.

Preston called such lognormal abundance distributions “canonical” and posited their

prevalence in nature.

Continuing, Preston showed that sampling from a canonical lognormal abundance

distribution generates a species’ list that grows as a power of the number, N, of
individuals sampled. He obtained a value of ~ 0.26 for the exponent of this power-

law. To make the connection between the number N and the area of sampled

ecosystem, Preston made the reasonable assumption that N should be proportional

to area sampled. That then leads to an SAR of the form S(A) ~ A0.26, a remarkable

result because a power-law with z¼¼ has been widely thought to be the “true” form

of the SAR.

There are fundamental problems here. Preston’s argument is really about a

collector’s curve, not a nested species–area curve. In fact, referring to Eq. 3.13,

the abundance distribution alone cannot possibly pin down the shape of the SAR;

that shape must depend upon the spatial distribution of the individuals within each

species. If the Preston result applies somewhere it would be to island SARs, where

the individuals on islands can be thought of as representing the equivalent of a

collector’s curve of mainland individuals. In other words, if individuals from the

mainland randomly fly out and settle on islands in numbers proportional to island
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area, and if the mainland SAD were the canonical lognormal, then the island SAR

would be, by Preston’s argument, S
–
(A)~ A0.26. But the evidence for such a power-

law SAR was thought to come mainly from nested SARs. Indeed, as we showed in

Section 3.4.7, collector’s curves are generally better fit by logarithmic functions: S
–

(N) ~ log(N) than by power-laws.

Thus, for multiple reasons (validity of lognormal SAD, confusion between col-

lector’s curves and nested SARs, applicability of collector’s curve to island occu-

pancies, inadequate fit to actual collector’s curves, validity of the sampling

argument) the status of this theory remains in doubt. Some additional problems

with the original Preston derivation were addressed by May (1975), but his funda-

mental finding was in overall agreement with Preston’s. The Preston–May work is

brilliant in execution, but of doubtful relevance to nested SARs.

4.3.2 Hubbell’sneutraltheoryofecology

The original NTE of Hubbell (2001), with later refinements by many other res-

earchers (e.g. Volkov et al., 2003, 2004; Chave, 2004; Etienne et al., 2007) provides

a set of models of the time dependence of species’ abundance and composition in

an ecosystem in which birth and death events occur stochastically. The term

neutral means that the distributions from which the birth and death rates are

drawn are assumed to be the same for all species. In fact, in neutral theories, neither

species, nor individuals within species, have any traits that distinguish them from

one another a priori. Distinctions arise only from the outcome of stochastic

demographics.

In the theory, species can go extinct, and new species can be formed by speciation,

with the speciation rate also assumed to be independent of traits. When an individual

undergoes a stochastic death, a new individual born to an existing species or of a

newly formed species, is assumed to take its place. In a variant on the Hubbell

theory, Bell (2001) replaces speciation with migration to the plot of new species

from outside the plot. The Hubbell theory has several fundamental tunable para-

meters: a speciation rate, a measure of the size of the community (a carrying

capacity), and what is effectively a time constant representing an inverse birth

rate. The NTE predicts two SADs. One is for the metacommunity; this is the large

collection of species and individuals that provide the pool of entrants into the plot

being modeled, and the other SAD is for any particular plot that receives immigrants

from the metacommunity. The metacommunity SAD is predicted to be the logseries

distribution (see Box 3.3) and the predicted plot SAD is called the zero-sum

multinomial distribution. It describes quite well the SAD observed in the 50-ha

BCI tropical forest plot (Hubbell, 2001; Volkov et al., 2003).

The mathematical formalism used by Hubbell and others to extract an SAD from

theory is somewhat complicated, deploying what is called a “master equation” to

look at the sequential consequences of birth and death events, as well as migration

or speciation. Conlisk et al. (2009) simplified the mathematics considerably by
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showing that a simple assembly process generates exactly the same plot-scale SAD

as does the master equation for the local community.

With the SAD in hand, a collector’s curve can be calculated, and, following

Preston, if N is assumed to be proportional to area, a kind of SAR, perhaps applica-

ble to islands, is obtained. The theory as described above can only predict the shape

of the nested SAR if spatial distributions of individuals within species, theP(n|A, S0,
N0, A0), are predicted. To accomplish this a dispersal distribution, D(D), can be

introduced. In keeping with the neutrality concept, the shape of this distribution is

assumed to be identical for all species, and thus independent of n0. Hubbell (2001),
and also Durrett and Levin (1996), examined nearest-neighbor dispersal. Chave and

Leigh (2002), Etienne and Olff (2004a, 2004b), Zillio et al. (2005), and others have

run the NTE assuming a Gaussian function for the dispersal distribution D(D), and
Rosindell and Cornell (2007), using a wider variety of dispersal distribution, argued

that restricting dispersal to sites nearest parents is biologically unrealistic and, from

their investigation of more general dispersal distributions, concluded that the depen-

dence of the resulting SAR on the dispersal distribution is relatively weak.

Interestingly, Rosindell and Cornell show that appropriate dispersal kernels can

result in the triphasic form of the SAR (Section 3.4.7), in which, as area increases,

species’ richness increases steeply at small area (so-called local scale), more shal-

lowly at intermediate area (regional scale), and then steeply again at larger areas

(continental scale). The Rosindell and Cornell study is noteworthy because it does

not need to assume wrap-around boundary conditions (equating the far edges of the

plot with each other) when simulating landscapes, but rather passes to the limit of an

infinite landscape. This is not only important because wrap-around condition can

introduce artificial patterns, but also because the break-points separating local from

regional or regional from continental triphasic behavior of the SAR in finite systems

appears to depend on the assumed size of a finite system. In all such models the

actual slopes of the SAR depend upon the fundamental parameters in the theory.

The literature on the NTE is vast and varied. The theory has its critics (see

particularly Clark (2009) and Purves and Turnbull (2010), who rightly remind us

that species really do differ in their traits, and thus should be expected to differ in

their demographics in ways that extend beyond stochastic variations in the outcome

of demographic events. Other critics have argued that the empirical evidence in

support of the NTE is not compelling. Nevertheless, it is difficult to react with

anything other than amazement that a theory based on such simple and counterfac-

tual assumptions is as successful as it is.

4.3.3 Niche-basedmodels

Yet another class of models has it origin in the observation that the growth of

organisms and the persistence of species depends upon the ability of individuals

to find and extract suitable energy and material resources from their biotic and

abiotic environment, to avoid being eaten, to reproduce, and to adapt to changing
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conditions. The characteristic properties of organisms that allow that to happen are

called traits. The number of possible traits is immense; just to list a few, animal traits

include coloration, speed, olfactory ability, toxicity, thermal tolerance, gestation

period, and gape size, while plant traits include rooting depth, possession of anti-

freeze chemicals, ability to form symbiotic associations with microorganisms, leaf

thickness, lignin:nitrogen ratio of foliage and pattern of leaf venation. And the

number of possible values that particular traits can have is uncountable. The niche

a species occupies can be thought of as the collection of trait values possessed by the

individuals in the species that allows the species to persist in its habitat.

Niche-based theories of the SAD proceed by the following line of reasoning. In

any ecosystem, competition, predation, disease, and the vagaries of the abiotic

environment, may result in the extinction of some of the species. If two species

occupy nearly the same niche, meaning that they eat and are eaten by the same

species, they capture food and resist predation with the same capacities, and their

abiotic needs, such as preferred temperature conditions, are similar, then competi-

tion between them is likely to eliminate one (Gause, 1934). Thus, the reasoning

goes, persistent species should differ in the combinations of trait values that they

possess. The space of all possible values of traits (“niche space”) can be thought of

as being partitioned somehow across species. Hutchinson (1957) envisioned niche

space as a very high dimensional coordinate system, with each axis representing

some resource or other condition in the environment that influences the growth,

survival and reproduction of individuals. For each species, with its range of values of

traits, the amount of resources the species can extract and use as a consequence of

those trait values, will influence its survival and reproductive success. The rules for

apportioning trait space and relating trait values to growth, predator avoidance,

reproductive success, and hence to abundance, constitute niche-based theory of

the SAD.

The literature based around the formulation of such rules is enormous. Tokeshi

(1993) provides an excellent review. One famous and influential example of a niche-

apportionment rule is the broken stick model of MacArthur (1957, 1960) and later

refined by Pielou (1975), Sugihara (1980), Tokeshi (1993), and Nee et al. (1991).

Imagine taking Hutchinson’s high-dimensional niche space and collapsing it on to a

line that stretches from 0 to some finite positive number. An interval along the line

represents a share of all the components of niche space available to a particular

species. A broken stick model consists of particular rules for dividing the line into

segments. Abundance distributions result if the assumption is made that longer

pieces of the niche line correspond to more resources and proportionally more

individuals.

The original rule invented by MacArthur was simple; if there are S species in an

ecosystem, simultaneously break the line into S pieces by randomly picking S-1

points on the line and breaking the line at those points. The resulting lengths of the

line segments can be described by a probability distribution, but it turns out to be far

more uniform than are the typical SADs observed in nature. In other words, the

distributions of line segments formed by this process are too tightly peaked around a
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modal length and they resemble neither a lognormal, nor a Fisher logseries, nor any

other candidate for a realistic SAD. Pielou, Sugihara, and others modified the rule in

various ways, including ways that result in distributions that resemble the lognormal

or the more realistic truncated lognormal in which the mode is displaced toward low-

log(abundance). Such an asymmetric distribution is called “left skewed” meaning

that the mode is skewed leftward along the log(abundance) axis. The terminology is

confusing because there are more species to the right of the mode than to the left in a

left-skewed distribution.

In all the niche-based models that have been developed to explain SADs, includ-

ing broken stick models, a fundamental problem concerns the relationship between

the apportioned volume or segment of niche space assigned to a species and the

abundance of the species. Perhaps species with more resources have larger indivi-

duals, not more individuals? Larger organisms tend to belong to species with fewer

individuals. Could the original MacArthur version of the broken stick model be a

reasonable distribution for resources, but not for abundances? Careful analyses of

the consequences of assuming different causal relationships among resource use,

body size, and abundance are given in Taper and Marquet (1996), and Gaston and

Blackburn (2000).

Another way of introducing niches into ecosystem community models is with

generalized Lotka–Volterra equations (Volterra 1926; Lotka 1956). These coupled,

non-linear, time-differential equations provide a means of studying the dynamic

consequences of choices of parameters describing regions of niche space occupied

by species, as well as the time dependence and/or the steady state properties of either

the number of individuals or the total biomass in each species. The parameters in the

equations, in their most general form, characterize who eats whom and at what rate,

the saturation kinetics of each trophic interaction, the competitive ability of each

species paired against every other species, and the amount of carrying capacity

available to each species. It is difficult to extract general principles about mass or

abundance distributions from these equations because of the proliferation of para-

meters, although they have provided valuable insights into questions about diver-

sity-stabilizing mechanisms, existence of population cycles, influence of stochastic

environmental parameters, food web collapse under species deletions, and many

other interesting ecological phenomena. Some of the more prominent examples of

current niche-based, mechanistic models of ecosystem composition include the

work of Hastings (1980), Tilman (1994), Hurtt and Pacala (1995), and Chesson

(2000). A particularly good review is Berlow et al. (2004).

Finally, a recent and innovative synthesis of niche-based theory with power-law

modeling has been developed by Ritchie (2010). He assumes that abiotic niches in

an ecosystem have a self-similar structure in space, and uses a packing rule to

allocate the regions of niche space to individuals and species. Thus the resources

available to grow populations within species depends on the portion of niche space

that species traits permit the species to occupy.

Other theories of the SAD and/or the SAR � 107



4.3.4 Islandbiogeographic theory

Profoundly influencing all subsequent theories of the distribution and abundance of

species was the theory of island biogeography, originated by MacArthur and Wilson

(1967). Their work provides a theory of independent-area SARs, applicable to either

real islands or conceptual islands on mainlands; in what follows we call all such

places islands. The essential idea is that an equilibrium number of species will be

found on an island because colonization and extinction will at some level of species’

richness come into balance.

The reasoning is quite robust and is based on a conceptual model in which a pool

of potential propagules (that is, individuals that can reach the island) exists at some

specified distance from the island itself. The species from which these propagules

are found comprise the pool of potential immigrant species to the island. The theory

posits that the rate at which new species arrive at, and establish on, an island depends

on three factors: it will negatively correlate with the distance from the source pool to

the island, it will correlate positively with the area of the island, and it will correlate

negatively with the species’ richness on the island because the chances that a random

propagule from the mainland is a new species for the island decreases as the number

of species on the island increases.

The theory also posits that extinction rates increase as the island gets more

crowded. There are two reasons for this. First, if each species has some probability

per unit time of randomly becoming extinct, the more species present, the more will

go extinct in any time interval. Second, the more species and individuals present, the

more likely that competitive interactions will drive some species extinct. The

equilibrium number of species will be determined from the balance between extinc-

tion and colonization, and this balance will result in a number of species that will be

some function of distance from source pool to island, the composition of the pool of

colonizing species, and the area of the island.

Applying these ideas to an archipelago of many islands of differing size and

distance, the actual shape of the equilibrium SAR will depend on the details of the

dependence of the colonization and extinction rates on area. Area, alone, will not

explain species’ richness on the islands because distances also matter. Finally, the

shape of the SAR will depend on the abundance distribution of the source pool of

species because the colonization process is conceived of as a sampling of individuals

from that pool (see Section 3.3.7).

An excellent review of evidence supporting this theory and its later incarnations

is given in Gaston and Blackburn (2000). Many current theories owe much to the

work of MacArthur and Wilson, less because of the details of the original theory

and more because it identified, and folded into a predictive semi-quantitative

model, a set of factors plausibly influencing biodiversity. Important to the model

are time, area, dispersal distance, stochasticity, and source pool composition; niche

parameters are relegated to seconday importance or ignored altogether in various

offspring of the original theory. Thus this theory stands in contrast to the types of
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niche-based theories of the abundance and distribution of species described above.

This distinction is useful today in categorizing models of macroecology. Theories

like Hubbell’s NTE, which assume dispersal limitation and neutral, stochastic

demographics, have their intellectual antecedents in the work of MacArthur and

Wilson.

4.4 Energyandmassdistributions

Relatively little theoretical analysis has been directed at deriving energy or size

distributions of individuals, as described by metrics such as Y(�|n0, N0), C(�|N0, S0,
E0), and �(n0| N0, S0, E0) in Table 3.1. The relationship between body mass and

metabolic rate is the subject of metabolic scaling theory discussed in Sections 1.3.7

and 3.4.15, but because that theory does not predict a species–abundance distribu-

tion, it does not yield an actual probability distribution of body sizes across the

individuals within a species or across the species in a community.

An evolutionary model of body mass diversification developed by Clauset and

Colleagues (Clauset and Erwin, 2008; Clauset et al., 2009a; Clauset and Redner,

2009) yields both the steady state mass distribution across species (Eq. 3.20) and the

historical rate of mass diversification as groups of related species diversify. The

mass of a species refers here to the average mass of its individuals, just as it does in

our metricsm–(n) and m(m–) in Eqs 3.18 and 3.20. The basic modeling approach stems

from physics models of diffusive branching processes and predictions are generated

using convective reaction–diffusion models (Murray, 2002). Three premises are

made. First, a species of mass m produces a descendent species with mass that is

random multiple, l, of m. The sign of the average of ln(l) then determines whether

the bias in mass evolution is toward larger or smaller individuals. From the fossil

record, a tendency is seen for evolution to result in larger organisms, (a phenomenon

called Cope’s rule; Stanley 1973) and so the average of ln(l) is taken to be positive.
Second, in the Clauset model, extinction is a stochastic process for each species,

independently, and at a rate that is weakly proportional to mass. Third, there is a

minimum mass below which a species cannot exist. Evidence in support of each of

these assumptions is cited in Clauset and Redner (2009).

From these assumptions, the metric m(m) (Table 3.2) describing the number of

species (in some assumed area) having mass m at time t is derived. When steady

state is reached, a plot of log(number) of species versus log(mass) gives a curve that

rises steeply and with negative curvature, reaching a broad maximum at about 100

times the minimum mass, and then, more slowly than it rose, it falls over about five

decades of mass to give a number of largest species in a logarithmic mass interval

that is below the number of smallest species in such an interval. The details of the

shape will depend on choices of parameters, but the overall shape of the curve

appears robust. Clauset and Redner (2009) show that it is also in reasonable

agreement with data for terrestrial mammals.
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4.5 Mass^abundance andenergy^abundancerelationships

The basic idea behind many models attempting to predict the relationship between

the abundance of a species and the average mass (or metabolic rate) of its indivi-

duals, is that environmental resources, such as light or nutrients or water, in a fixed

area, can only support some fixed amount of life. Whether it is the growth rate, or the

standing crop of biomass, or total rate of metabolic energy use that is assumed not to

exceed some fixed limit, depends on the model. But if this zero-sum assumption is

accepted, then species’ traits and/or stochastic factors allocate the available re-

sources among them.

Models of that allocation process can be used to predict mass– and energy–

abundance distributions across species. Recall that the broken stick model and its

offspring cannot predict the SAD from first principles, but rather must assume a

“breaking rule” that gives the desired answer. Similarly, models that allocate

resources across abundance and body size with the goal of deriving the energy-

equivalence rule (Section 3.4.10) or the related mass–abundance relationships

(MARs) in one of its several manifestations listed in Table 3.3, have to assume

some allocation principle and thus cannot derive the MAR from first principles. An

important series of papers (Enquist et al., 1999; Enquist and Niklas, 2001) has

extended metabolic scaling theory to ecosystem scale and used it to explore the

connection between the energy-equivalence concept and mass–abundance relation-

ships. A derivation of the energy-equivalence rule within the framework of the MST

requires additional assumptions, unfortunately, which are arguably equivalent to

assuming the answer. I will show in Chapter 7 that METE predicts the energy-

equivalence rule under identified and very specific conditions on the state variables

characterizing the ecosystem.

4.6 Foodwebmodels

There are many characteristics of complex networks, such as food webs, that could

be investigated theoretically. These include not only our link metric, L(l|S0, L0),
discussed in Section 3.3.12, but also other measures such as the length of the longest

chain connecting the base of the web to a top predator, the relative number of species

at each trophic level, and the number of closed loops in the network. Early attempts

to model the structure of food webs were carried out by various authors (Cohen

et al., 1990; Yodzis, 1980, 1984; Pimm, 1982; Sugihara et al., 1989), usually basing

their models on stochastic assembly rules or on filling of a pre-ascribed niche-space.

A comprehensive review of food web structure and modeling efforts to understand it

(Dunne, 2009) concluded that of all the early attempts, Cohen’s cascade model was

the most successful, although it too had some systematic failings. This stochastic

model is based on a single state variable, the number of species in the web, with the

number of links assumed to be proportional to the number of species. It distributes

links between species by arraying all species uniformly in a linear hierarchy in

which each species can only eat other species that are lower in the hierarchy. They
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do so randomly. While the model successfully described a composite average of

patterns over many food webs, it could not adequately explain variations in webs

with different values of the average number of links per species.

Many other models have been proposed (see review by Dunne, 2006), with

arguably the most successful being the niche model of Williams and Martinez

(2000). The niche model arrays species uniformly in a linear hierarchy and each

species is also assigned a niche interval along that line, thereby loosening up the

somewhat over-constrained cascade model. By assigning niche width stochastically

for each species, the model improves on the cascade model in several ways, among

which is that its output is more consistent with the observation that real food webs

tend to obey the “constant connectance” rule (Martinez 1992), which states that the

ratio of the number of links to the square of the number of species (i.e. fraction of all

possible links that are realized) is the same in all webs.

Our link distribution metric L(l |S0, L0) was not predicted by the niche model.

Indeed, a form for that metric is effectively assumed at the outset; the amount of

niche space that is consumed by a species is assumed in the niche model to be drawn

from a beta distribution (Evans et al., 1993). I will return to this issue later, in the

context of MaxEnt, but point out here that Williams (2010) addressed the question of

link distribution using MaxEnt, without making any of the assumptions of the niche

model. He predicted an exponential distribution (see discussion surrounding

Figure 3.5a) for L(l |S0, L0) and showed that it is in reasonable agreement with

available data, although many exceptions exist. Because the exponential distribution

is close to the beta distribution used in the niche model, MaxEnt effectively justifies

that somewhat arbitrary choice of distribution made by Williams and Martinez.

4.7 Anote onconf|dence intervals for testingmodelgoodness

Statistical analysis of nested species–area data poses another interesting issue.When a

linear regression is performed on a graph of log(S) vs log(A), one obtains both an R2,

providing ameasure of the goodness of the regressionmodel, and best-fitted values for

the slope and intercept parameters in the model. In addition, your statistical package

will generate for you confidence intervals on those values. You might desire that

confidence interval so that you will know whether the slope, which is the power-law

exponent, is significantly different from a value for the exponent that is predicted from

somemodel. However, for nested census data, the confidence interval obtained for the

exponent of the power-law SAR is notmeaningful because the nested SAR is obtained

using data that are not independent. For example, nestedness requires that the same

data used to determine species’ richness at 1 m2 are being used to determine species’

richness at 2 m2 scale. This lack of independence of the data across spatial scales

invalidates the information the statistical package gives you for the confidence

interval on the slope of the log(S) vs log(A) plot.
Following Green et al. (2003), I describe in Box 4.3 a general method that can be

used for such tests.
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4.8 Exercises

*Exercise 4.1

(a) Show that in the vicinity of its mean value, n–, the binomial distribution in

Eq. 4.1, is well approximated by a Gaussian (or Normal) distribution: P(n|A,n0,
A0) / exp[�(n�n–)2 / (2s2)] where s ¼ n0p(1-p).
(b) Show that when p in Eq. 4.1 is � 1, the binomial distribution in Eq. 4.1 is well

approximated by the Poisson distribution: P(n|A,n0,A0) � [(pn0)
n/n!] exp(-pn0),

where p ¼ A/A0.

Box 4.3 Testing models of nested SARs

To accept or reject, say, a power-law or a random placement model for the SAR, you need
to know how much the mean species.’ richness at each scale can diverge from its expected
value in landscapes for which each of these models holds. Hence, to test the fractal and
random placement model species’ richness predictions, you would simulate a large
number (often 1000 in practice) of landscapes for each model. For example, with the
RPM, you would run 1000 simulations of landscapes in which you assume a fixed
probability p ¼ A/A0 for an individual being located in a cell of area A. With that rule, a
set of species with abundances {n0} can be distributed on a landscape scaled down to area
A. For each simulated landscape, the SAR can be constructed. For the fractal model
(Appendix B) use of the probability parameters, {Æ}, or the parameter a, can be used to
generate landscapes.

For each simulation, you can calculate and compare two statistics analogous to those
commonly used in the analyses of spatial point patterns (Diggle, 1983; Plotkin, 2000):

ksimulation ¼
X
i

�
log
�
1þ �SmodelðAiÞ

�
� log
�
1þ �SsimulationðAiÞ

��2
; ð4:22Þ

kobserved ¼
X
i

�
log
�
1þ �SmodelðAiÞ

�
� log
�
1þ �SobservedðAiÞ

��2
; ð4:23Þ

where S
–
model(Ai), S

–
simulated(Ai), and S

–
observed(Ai) are the predicted, simulated, and

observed values of mean species’ richness at spatial scale Ai, respectively. The simulated
value is the average over all simulations. The log-transform of the data is carried out
because that generally increases the uniformity of the deviations around the mean of the
residuals in the simulation. That is, it improves the homoscedasticity, a prerequisite for
application of many statistical tools.

If kobserved is greater than a high percentage of the ksimulation values, you may conclude
that the model does not describe the observed data. Typically one uses one minus the
percentage of simulations, where kobserved > ksimulation as the p-value of our tests. Green
et al. (2003) applied this method of significance testing to both the fractal model and the
RPM, reaching the conclusion that neither model adequately described the serpentine plant
census data.
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(c) Show that the mean value of the binomial distribution in Eq. 4.1 is given by:

�n 
Xn0
n¼0

nPðnjA; n0;A0Þ ¼ pn0 ¼ n0
A

A0

:

Explain in words why this had to be the case.

Exercise 4.2

Assuming the binomial distribution in Eq. 4.1, calculate the probability that, if

n0 ¼ 106, that there are more than 5.1 � 105 individuals in A ¼ ½ A0.

*Exercise 4.3

Derive the dependence on A and D of the species-level commonality function

C(A, D|n0, A0) in the Coleman RPM.

*Exercise 4.4

Show that application of Eq. 4.3 results in the uniform distribution in Eq. 4.5 If you

get stuck, look at Harte et al. (2005).

* Exercise 4.5

Derive the Laplace successional rule. Start with a simple case: assume there are just

3 balls in the urn initially, and all you know is that some number between 0 and 3 of

them are red (R) and of course 3 minus the number of red ones is the number of blue

(B) ones. There are four options for the initial mix: they can be RRR, RRB, RBB, or

BBB. The order of the Rs and Bs in each initial mix is irrelevant. Assume the first

ball selected is R: if you do not replace it, what is the probability that the next one

you pick will be red, and what is the probability that all three balls are red?

(Hint: Consider the four intial possibilities for what is in the urn as listed above.

With no additional information, each of these must have a probability of¼: P(RRR)
¼ P(RRB) ¼ P(RBB) ¼ P(BBB) ¼ ¼. To proceed, you may want to use Bayes’

Law, one form of which can be derived by noting two ways to write P(RRR): it is
equal to P(RRR|R)P(R) and also to P(R|RRR)P(RRR). P(RRR|R) is the probability
that if the first picked ball is red, then all three are red; this is what we want to

determine. Similarly, P(R|RRR) is the probability that if the first three picked balls

are red, then the first one is red (this is obviously equal to 1). P(R) is the uncondi-
tional probability (that is, without any prior knowledge) that a picked ball is red
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(clearly ½) and P(RRR) is the unconditional probability that all three balls are red

(¼ as explained above). Hence, equating the two ways to write P(RRR), we have

P(RRR|R) ¼ PP(R|RRR)P(RRR)/P(R) ¼ (1)(1/4)/(1/2) ¼ 1/2. You can now show

that P(RRB|R) ¼ 1/3, and P(RBB|R) ¼ 1/6. Then you can proceed to show that the

probability that the second picked ball is red, given that the first is red, is (1/2)(1)

þ (1/3)(1/2) þ (1)(0)¼ 2/3.)

Exercise 4.6

Show that the close agreement of the negative binomial distribution with k ¼ 1 and

the Laplace model are in close agreement for values of n > 0.

Exercise 4.7

Read Appendix B.1 and derive the relationship li (n0, A0) ¼ 1 -P(0|Ai, n0, A0) from

Eq.B.1.1 and the definition of the Æj.

Exercise 4.8

Derive Eq. B.1.6 from Eq. B.1.5.

Exercise 4.9

Read Appendix B.4 and determine the dimensionless function g(z) in Eq. B.4.11.

(Hint: if the two patches share a common edge, so that D2 ¼ A (recall that D is the

distance between patch centers), then the number of species in common to the two

patches, N(A, A, A1/2), is exactly given by the difference between twice the number

of species in a patch of area A and the number in the patch of area 2A.)

*Exercise 4.10

Choose several species from Appendix A (the serpentine dataset) and perform on

each the test described in Box 4.3 to determine which if any spatial distributions are

consistent with the fractal model. In other words, determine whether B(A) has

power-law dependence on A.
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Part III
Themaximumentropyprinciple

In order to arrive at what you do not know
You must go by a way which is the way of ignorance.

T. S. Eliot, ' 'East Coker, ¤ ¤ from The Four Quartets
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5
Entropy, information, andthe concept
ofmaximumentropy

Here we travel the path that leads from early nineteenth-century efforts
to understand pistons pushing gases, to current ideas about inference and
probability. Along the way I will explain the different meanings of thermody-
namic and information entropies, and convince you that maximizing informa-
tion entropy provides a means of implementing the agenda spelled out in
Chapter 2. Specif|cally, it allows us to extend prior knowledge by f|nding the
least biased distribution consistent with that knowledge.

Many of the grandest achievements in science have come about when disparate

phenomena are found to be closely connected. For example, beginning at the end of

the eighteenth century, the accumulating studies by Benjamin Thompson (Count

Rumford), Sadi Carnot, Julius von Mayer, and others led to what we now take for

granted but at the time was considered an astounding unification: the motion of

objects and the warmth of objects were shown to be a single entity called energy.

Thermodynamics, the science of energy, emerged. Equally profound was the nine-

teenth-century unification of electricity, magnetism, and light achieved by Michael

Faraday and James Maxwell. Then, early in the twentieth century, the boundary

between space and time disintegrated with Albert Einstein’s theory of special

relativity.

Less dramatic is another twentieth-century conceptual unification that sprang

from Claude Shannon’s creation of information theory (Shannon, 1948; Shannon

and Weaver, 1949) and the work of Edwin Jaynes (1957a, 1957b, 1963). It resulted

in the establishment of foundational connections between information theory and

thermodynamics, between information and energy, and between physical entropy

and a precisely defined metric of states of knowledge. The maximum entropy

principle (MaxEnt) is an offspring of information theory. To explain MaxEnt,

I need to explain some of the basics of information theory, and to do that I must

begin with the concept of entropy in thermodynamics.

5.1 Thermodynamicentropy

Thermodynamics in general, and entropy in particular, can be approached and

understood from many perspectives. One perspective reflects thermodynamics’

origins in practical considerations of flames, pistons, and cylinders of gases.



Energy flow can be either reversible or irreversible. Picture a perfectly elastic

rubber ball with no internal friction dropped in a vacuum from some height to a hard

surface. The ball will drop, bounce, rise up, reach some maximum height and fall

again. This process will continue forever because of the assumed condition of no

friction. The ideal process is reversible, and in fact a movie of the ball bouncing up

and down would look the same if it was run backward in time. Also, the process

generates no heat exchange, again because there is no friction either within the ball,

between ball and floor, and between ball and the vacuum through which it moves.

While the velocity of the ball is changing, reaching zero at its apogee, its total

energy, the sum of potential and kinetic, remains constant.

With this in mind, consider the formula defining a change in entropy (S), in terms

of a change in heat content (Q) at temperature (T ), that was originally introduced to
science by Sadi Carnot in the nineteenth century:

ΔS ¼ ΔQ=T: ð5:1Þ

In the case of our ball, there is no heat produced as it bounces up and down, and so

the numerator is zero. Entropy is not changing. In general, for a system undergoing

any reversible process, its entropy remains constant.

But now imagine the ball is made of moist clay. When it hits the ground it doesn’t

bounce. Instead, heat is produced and the energy in that heat will equal the kinetic

energy the ball had when it struck the ground. Because heat is produced,�Q> 0 and

the the positive numerator in 5.1 implies entropy is produced. Moreover, the process

is now not reversible. You can see this by supposing you had stored the heat

produced when the lump struck the ground. Heating the clay and floor by that

amount of heat would not cause it to rise up off the ground and resume its trajectory

in reverse! And this is the essence of the original concept of entropy developed by

people with a need to know how engines of various sorts work. You can convert

motion to heat, conserving energy, but you cannot convert a unit of heat energy back

into a unit of kinetic energy without some intervening process that will require

additional energy. Irreversible processes produce entropy; reversible processes do

not change it. In a closed system, entropy will not decrease.

Why “closed system”? If the system is open to outside influences, then there are

ways to add energy to the system consisting of the clay splat and the floor and cause

the clay to rise: for example, you could just walk up to the clay and, with a little

work, lift it. The rule above about entropy not decreasing will apply only to closed

systems. If enough external energy from outside the system is available, it can do

almost anything, including create life and enhance its productivity and diversity over

time, thereby decreasing the entropy of the more narrowly-defined system.

Another perspective from which we can understand entropy, a perspective closer

to its information theory counterpart, is entropy as a measure of likelihood. To

explore this we examine the likelihood of existence of different physical states. This

will give us insight into why heat is so different from work or motion, even though

both are forms of energy. Consider the molecules in the clay ball while it is falling.
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Every one of them will have an identical velocity component in the downward

direction due to the falling motion, and in addition, because of thermal energy, the

molecular velocities will have a random component. In contrast, when the ball has

hit the ground, only the random velocities will exist and they will be a little greater

than before because of the generated heat upon impact.

We can think about this in terms of likelihoods if we first consider a simpler

system: four molecules that can either be moving to the right or left with a unit of

velocity. This is like a classic coin-toss problem applied to molecules moving left

(heads, say) or right (tails). If the molecular motions are independent of each other,

and the molecules are distinguishable, there is one way in which all four are moving

to the left, one way in which all are moving to the right, four ways in which one can

be moving to the left and three to the right, or vice versa, and six ways in which two

can be moving to the left and two to the right. So a net velocity of zero is the most

likely configuration. Similarly, if the molecules could be moving in any direction,

not just left or right, the most likely configuration is one in which the velocity

vectors add to zero. That state is less ordered than the one in which all molecules are

moving to the left. Returning to our lump of clay, there are more ways for the

molecules to all possess purely random velocity vectors than for there to be

coherence in their velocities, with all having some common directional component,

as well as a random component. In that sense, heat, which is the energy associated

with the random movement of molecules, is more likely than coherent motion.

To further explore this, we have to relate the number of ways a system can be in a

certain configuration to the likelihood of that configuation. Here we distinguish the

microstate of the system from the macrostate. The macrostate of the clay object will

be either a cool ball falling to the ground or, a little later, a slightly warmer ball lying

on the ground. The microstate is the actual set of velocities, and positions, of all the

molecules. Many microstates are associated with the ball on the ground, fewer with

the falling ball because of the counting argument given in the paragraph above. Like

that high-dimensional niche space that we discussed in Section 4.5, we can imagine

now a very high-dimensional space, called phase space, in which each axis is an x, y,

or z component of the velocity or the position of a molecule. In that space, the

system at any moment can be described by a single point. Macrostates consist of a

cloud of points because many microstates will be consistent with the same macro-

state (for example, simply swap the velocities of two molecules moving in opposite

directions). Some macrostates correspond to a bigger cloud of points than others,

however, and in fact from the discussion above, the lump on the floor has more

microstates associated with it than does the falling ball. The likelihood of a macro-

state is proportional to the number of microstates associated with it, and the entropy

of a macrostate, S, is related to the number, W, of microstates it can be in by

Boltzmann’s famous formula engraved on his tombstone:

S ¼ k logW: ð5:2Þ

The multiplicative constant k is called Boltzmann’s constant.
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Without going in to the mathematical details and the interesting historical nuan-

ces, which can be found in good texts on statistical mechanics or thermodynamics

(e.g. Grandy, 1987, 2008), Boltzmann and Gibbs showed the following. Consider a

system (often called a thermodynamic system) consisting of N gas molecules, each

of which can have energy �i, i ¼ 1, . . . , M. Let pi ¼ ni/N be the fraction of molecules

with energy �i. Then from Eq. 5.2, the entropy of the system can be written:

S ¼ �k
XM
i¼1

pi logðpiÞ: ð5:3Þ

Maximizing this entropy measure, subject to the constraints that �i ni ¼ N and �ini�i
¼E gives the Boltzmann distribution of molecular energy levels in an ideal gas. The

rest of classical thermodynamics follows.

The concept underlying all this is that the probability a system will be found in a

particular macrostate increases with the number of microstates associated with it. By

analogy, think of wandering truly aimlessly (like a molecule) through a mall that

contains 10 toy stores and only 1 candy store . . . you will spend more time in one of

the former than the latter. Similarly, if you are in a macrostate today with M

microstates, the chances are that tomorrow your macrostate will contain at least M

microstates; the chances it will contain significantly fewer are vanishingly small.

Unusual systems transition to become more usual systems, not vice versa. An

isolated bar of metal that is hot at one end and cool at the other is, on its own,

going to become uniformly luke warm, rather than extra hot at the hot end and extra

cold at the cool end. A moving ball of clay can generate heat more readily than a hot

ball of clay can spring into motion.

To summarize, more likely macrostates are states of higher entropy because they

are compatible with more microstates. Systems undergoing change are more likely

to transition to more likely, not less likely, macrostates states and thus are more

likely to increase entropy. The second law of thermodynamics is thus a probabilistic

statement.

As an aside, some popularizations of the entropy concept refer to high-entropy

states as always being “disordered” and low-entropy states as being more highly

ordered. This is often the case, but it is strictly speaking not correct, and in any case

the concept of order is difficult to define objectively . . . unless, in circular fashion,

one defines it in terms of entropy. Now it is true that if the barrier between containers

of two different gases is opened, the gases in each container expand into the other

container, the molecules mix, and the system becomes more disordered by any

reasonable definition of order. But the change in entropy of the system is a result

of the expansion of each of the gases into the doubled volume available to the

molecules, not to the mixing (disordering) itself (Ben-Naim, 2006).

To see the subtleties of attempting to associate entropy with disorder, consider the

case of two barrels on the back of a truck on a bumpy road. One barrel starts out

containing a tall stack of plates, with the widest on the bottom and with plate
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diameter decreasing with height; the other contains a large number of pencils

randomly thrown in to the barrel. After a short drive, the first barrel contains a

more disordered set of plates, while the second contains somewhat more aligned

pencils. Disordering of the plates is expected. Alignment of the pencils occurs

because there are more “microstates” possible per unit volume as the pencils align

and become more densely packed. For further discussion of this, see Grandy (2008).

5.2 Informationtheoryandinformationentropy

So now you know what entropy is from two perpectives: Eq. 5.1 and in terms of

likelihoods. We are ready to turn to information theory. It is important to understand

at the outset that the term “information” is used in information theory in a rather

narrow way. It does not have any direct connection to meaning, insight, or under-

standing. Rather, more information means a reduction of ambiguity, an increase is

certainty. Your information, say a written message, could be totally counterfactual,

but it would still be information if it can reduce ambiguity. I write “can reduce

ambiguity” rather than “does reduce ambiguity,” because the message might be

written in a language that you cannot read!

When something unusual happens, such as when a person, whom you thought was

far away, walks in your door, you gain a good deal of information. On the other

hand, when something that is expected happens, such as someone you live with

walks in your door, you have not learned much. Information has something to do

with unusualness. The word game “hangman” illustrates this well; if I am trying to

figure out what word you are thinking of, and if all I know is where the most

common letters appear in the word, I know relatively little. For example, “_u _ _le”

could be many different words, whereas if I know “p_ zz_ _” I would probably guess

“puzzle” or “pizzas.”

A real message with rarely used letters (e.g. z, q, x, j in English) is somewhat like

a thermodynamic system that occupies a small cloud of microstates in phase space:

if you know the macrostate of that thermodynamic system, you are better able to

guess the microstate because fewer microstates are associated with it. High infor-

mation content is like low entropy.

Now let’s get quantitative. Consider an imaginary language written in an alphabet

with 6 letters appearing with equal frequency in real messages written in that

language. Moreover, assume that there are no correlations among the letters as

they appear in real words. The letters are like the numbers on a fair die. If all I am

told is that in some lengthy message the first letter of the alphabet appears in the 11th

position, I have reduced by a little bit my confusion about the content of the

message. The a priori probability that the first letter of the alphabet appeared in

that position is 1/6. If I am told the above, plus the fact that in the 3rd position there

appears the second symbol of the alphabet, then I have reduced my confusion by

twice as much, and the a priori probability of both these pieces of information is

1/6� 1/6¼ 1/36. (Note that if there were correlations in letter occurrence, such as q
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always followed by u, then I would not necessarily learn twice as much.) So the

product of the probabilities gives us a doubling of the amount by which my

confusion is reduced. If I define a function I(p) expressing the information gained

by knowing something that had probability p of being “true” (recall, we are not

dealing with actual augmentation of wisdom but rather with the conveyance of data),

then we have:

Ið pÞ þ IðpÞ ¼ Ið p� pÞ: ð5:4Þ

This equation has a solution:

Ið pÞ ¼ K logð pÞ; ð5:5Þ

which is unique up to an overall constant K (which could be positive or negative) or,

equivalently, up to an arbitrary base for logarithmic function.

More generally, let the language have L distinct letters and assume that from

examination of volumes of text in that language the letters appear with frequencies pi
where i ¼ 1, . . . , L. In a lengthy message N-letters long, the ith letter of the alphabet
can be expected to show up ni ¼ piN times. Independently, Claude Shannon and

Norbert Weiner showed that the language’s capacity to inform, per symbol in a

message, could be expressed as:

Ip ¼ K
XL
i¼1

pi logðpiÞ: ð5:6Þ

I use the notation Ip rather than I(p) to reduce the clutter in equations that will follow.
Referring back to Eq. 5.5, Eq. 5.6 makes sense: the information content of a set of

letters is the expectation value of the information content of each letter and the sum

of p times log(p) gives that expectation value.

Because we would like information to be a non-negative quantity, and because log

(p)
 0 if 0
 p
 1, we take K to be negative. It is also standard practice to measure

information in “bits” and to take the information content of a single binary choice to

be 1 bit. Hence, taking p¼ 1/2, corresponding to a binary choice such as a coin toss,

we have K log(1/2) ¼ 1 bit. Therefore, in units of bits, it is customary to take K ¼
1/log(1/2) ¼ �1/0.693 . . . ~ �1.44.

The connection between information theory and thermodynamics starts to come

into focus if Eq. 5.6 is compared to the Boltzmann/Gibbs result, Eq. 5.3. The

mathematics of the likelihood interpretation of thermodynamic entropy bears a

striking similarity to the expression for information content. Because the Boltzman

constant k is positive, thermodynamic entropy is non-negative. A non-negative

measure of information entropy is then plausibly given by:

Information Entropy / Ip: ð5:7Þ

122 � Entropy, information, and the concept of maximum entropy



At this point you might be understandably confused. We have asserted that informa-

tion I and information entropy SI are both non-negative. But from our discussion of

thermodynamic entropy it is clear that high-entropy states are states in which we

know very little, states in which there are many microstates and thus our knowledge

of which one the system is in is quite small. In a high-entropy system we have very

little information about microstates. But a careful definition of what is meant by

information clears up the issue. Equation 5.6 describes the information that can be

gained by a measurement (e.g. knowing another letter in the game hangman). In a

low-entropy system, such as a room in which all the molecules are in one side of the

room, measurement of the location of a molecule adds little to our prior knowledge.

So information entropy is a measure of our confusion about the state of the system.

The amount of information we have about a system prior to a measurement is

sometimes referred to as neg-entropy; high-entropy states are states of confusion,

which is another way to say that they are states in which the information we can gain

about the system is large.

Importantly, the concept of information entropy can be applied to arbitrary

probability distributions, not just to those describing the frequency of letters in a

language or faces of a die. Consider, for example, the probability that a species

selected at random from an ecosystem containing a total of N0 individuals and S0
species, has n individuals. This is what we referred to as the SAD in Table 3.1,

F(njS0, N0). From Eq. 5.6, an information theoretic measure of the information

entropy of the distribution is:

IF ¼ �
XN0

n¼1

FðnÞ logðFðnÞÞ : ð5:8Þ

Note that because the constant out in front of the summation in Eq. 5.6 is actually

arbitrary, we have simply set it equal to 1.

You might wonder why the summation in Eq. 5.8 is over all possible individuals

rather than over all the species: the reason is that by summing over n (which is the

domain of the probability distribution F) the product of (the probability of a species
having n individuals) � (the information content in the choice of a species with n
individuals), we are in effect summing over the species. This is similar to what is

done in classical statistical mechanics, where in the derivation of the Boltzmann

energy distribution over molecules, C � exp(�E/k � T ), an integral is carried out over
all possible energy states of a molecule; species are to molecules as abundances are

to energy values.

5.3 MaxEnt

From Eq. 5.8, we can extract qualitative insight into the meaning of the “information

entropy of a probability distribution” by examining some limiting cases. Suppose,

first, that the probability distribution F is uniform . . . every value of abundance is

equally likely. Then F ¼ 1/N0 and because there are N0 terms in the sum, IF¼
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(N0/N0) log(N0) ¼ log(N0) > 0. Now take another case, in which F is zero unless

n¼ n̄, in which case F¼ 1. In this case, all species have the same abundance, which

is also the average abundance per species. Recalling that x log(x)! 0 as x! 0, and

that log(1)¼ 0, we see that IF¼ 0 when all abundances are equal. So the information

entropy is greater for the case of a uniform probability distribution than for a sharply

peaked distribution. In fact, it can be shown that information entropy is maximum

when the distribution is uniform (Jaynes, 1982). This is consistent with our interpre-

tation of information entropy in Eq. 5.7: it is a measure of our ignorance about the

state of the system. We know least about a variable when the probability distribution

for that variable is most uniform.

As discussed in Chapter 2, if we want to infer the shape of a probability distribu-

tion in such a way as to avoid bias, we should not assume anything about it that we

have no basis for assuming. That might suggest that we should always assume that

unknown probability distributions are uniform: P(x) ¼ constant. For example, if we

have a 6-sided die, and have no reason to suspect the die is unfair (i.e. there is no

obvious unevenness to its mass distribution), and we have no reason to believe that it

is being tossed in an unfair way (e.g. always tossed from 5 cm above a table top with

face 6 initially pointing upward), we would have no reason to assume anything other

than that each face has a probability of 1/6 of coming up on the next toss. Suppose

we do obtain some data about the die . . . perhaps someone tossed it 10,000 times and

determined that the average value is indeed (1þ 2 þ 3þ 4þ 5þ 6)/6¼ 3.5. This is

consistent with the notion that the distribution is uniform, but it is also consistent

with the possibility that p(1)¼ p(2)¼ p(5)¼ p(6)¼ 0 and p(3)¼ p(4)¼ 1/2. Which

should we assume? Logically, it makes no sense to assume that only 3s and 4s will

appear when we have no reason to suspect that is the case.

On the other hand, if we were told that the average value of 10,000 tosses was

not 3.5 but rather 4, we would no longer be able to maintain our fallback position

that the distribution was uniform. Now our intuition might guide us to ask the

question: what is the most uniform distribution that the distribution could have

that is compatible with the average value being 4, not 3.5?

In short, we want to infer the shape of the distribution by either of the following

qualitatively equivalent operations:

(a) Maximizing our residual confusion after taking account of what we know.

(b) Finding the most uniform distribution subject to the constraints of our prior

knowledge.

By either of these operations we will arrive at the least biased inference of our

distribution. Statement (b). leads to a specific mathematical procedure: maximizing

information entropy subject to the constraints imposed by prior knowledge and that

is what is meant by MaxEnt. The actual mathematical procedure is called the

“Method of Lagrange Multipliers” and it is explained in Box 5.1. It is a procedure

that allows us to find the unique functional form of probability distributions, such as

F(n) in Eq. 5.8 that maximizes IF.
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Box 5.1 Maximizing information entropy by the method of Lagrange multipliers

We seek the least biased estimate of the functional form of a probability distribution p(n)
that is subject to a set of K constraints that arise from prior knowledge and that can be
expressed in the form of K equations:X

n

fkðnÞpðnÞ ¼ h fki: ð5:9Þ

Here, the averages (over the distribution p) of the functions fk are denoted hfki; they are
the constraints, whose values we know from prior measurement or other sources of
knowledge. One additional constraint is the normalization condition:X

n

pðnÞ ¼ 1: ð5:10Þ

The independent variable n is summed over all its possible values, and the index k runs
from 1 to K. It was shown by Jaynes (1982) that the solution to our problem is the function
p(n) that maximizes the “information entropy:”

Ip ¼ �
X
n

pðnÞ logðpðnÞÞ; ð5:11Þ

subject to those constraints. Maximization is carried out using the method of Lagrange
multipliers. The maximization procedure yields:

pðnÞ ¼ e

�
XK
k¼1

lk fkðnÞ

Zðl1; l2; :::; lKÞ; ð5:12Þ

where the K quantities lk are called Lagrange multipliers and Z, the partition function, is
given by:

Zðl1; l2; :::; lKÞ ¼
X
n

e

�
XK
k¼1

lk fkðnÞ
: ð5:13Þ

The lk are formally given by the solutions to:

@ logðZÞ
@lk

¼ �h fki; ð5:14Þ

although in practice the Lagrange multipliers are usually most simply determined by
starting with Eqs 5.9 and 5.13, with Eq. 5.12 substituted in for p(n), and either algebrai-
cally or numerically solving the resulting simultaneous algebraic equations.
The form of Eq. 5.13 ensures that the form of p(n) in Eq. 5.12 is properly normalized, so

that Eq. 5.10 holds.
For a rigorous explanation of why Eq. 5.12 is the form of p(n), that maximizes

information entropy, consult an advanced calculus or applied mathematics text. Here is
a hand-waving way to understand the solution. Consider just the two constraints, the
normalization constraint in Eq. 5.10 and:
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Box 5.1 (Cont.)

X
n

f ðnÞpðnÞ ¼ h f i: ð5:15Þ

Maximizing Ip in Eq. 5.11 is equivalent to maximizing the expression:

W ¼ �
X
n

pðnÞ logðpðnÞÞ � l0ð
X
n

pðnÞ � 1Þ � l1ð
X
n

f ðnÞpðnÞ � h f iÞ; ð5:16Þ

If the normalization condition and the constraint Eq. 5.15 both hold. The point is that if
the constraints hold, then the terms multiplying l0 andl1 both vanish and so for any value
of the li we seek the maximum of W. To maximize a functional (that is, a function of a
function), W, of p(n) by varying the form of p(n), we have to set the derivative of W with
respect to p equal to zero. For each value of n, the derivative is:

dW=dp ¼ �logðpðnÞÞ � 1� l0 � l1 f ðnÞ; ð5:17Þ

and setting this to zero gives:

pðnÞ ¼ k�e�l1f ðnÞ; ð5:18Þ

where:

k ¼ e�ðl0þ1Þ  1

Z
¼ 1X

n

e�l1f ðnÞ ; ð5:19Þ

is a normalization factor. Equation 5.14 now follows from the actual constraint. In
particular:

@ logðZÞ
@l1

¼ 1

Z

@Z

@l1
¼ � 1

Z

X
n

f ðnÞe�l1f ðnÞ ¼ �h f i: ð5:20Þ

While our derivation was for the case of a single constraint along with a normalization
condition, Eqs 5.12–5.14 hold for any number of constraints. It is also straightforward to
generalize the derivations above to joint probability distributions p(n, m, . . . ).
In the case of a continuous distribution, p(x), sums over n are replaced by integrals over

the continuous variable, x. In that case, a more general procedure is to maximize the
expression:

Ip ¼ �Rdx p(x) log [p(x)/q(x)],

where q(x) is a so-called reference distribution; it is a prior distribution relative to which
you seek the posterior distribution p(x). Situations in which it is justified arise sometimes
for the case of continuous distributions in which the requirement can be imposed that the
form of the probability distribution should be independent of the units used to express
numerical values of quantities. Units-independence forces an additional constraint that can
be dealt with using the reference distribution. Jaynes (1968, 2003) discusses this in depth.
In our applications of MaxEnt to macroecology in Chapter 7, we will not have to deal with
reference distributions because our distributions are either discrete or in the case of an
energy distribution, the problem of units-independence will not arise.
Box 5.2 discusses some alternative measures of information entropy, but the one above,

based on Shannon information theory, is the one we will largely focus on in this book.
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Box 5.2 Alternative measures of information entropy

What are the general properties that a measure of information entropy should possess? If
we can state such properties mathematically, in the form of axioms, then we can decide
whether Eq. 5.7 satisfies them and if any other measures of information do so as well. We
follow closely here the excellent treatment of this topic in Beck (2009).
Consider a discrete probability distribution p(n), properly normalized to 1, and an

information entropy, Ip, that is a functional of p.
Axiom 1. Ip should depend only on p, and not on other factors, such as the temperature

or time of day. The function p(n) will depend, conditionally on other quantities such as
state variables, but those quantities do not influence the form of the dependence of Ip on p.
Axiom 2. Ip is maximum when p ¼ constant. In other words, the uniform probability

distribution maximizes Ip. Recall, however, that a uniform p may not be possible because
of the constraints on p.
Axiom 3. If the sample space of outcomes is enlarged, but the probability of events in

that additional sample space is zero, Ip is unaffected. For example, if n is originally taken to
run from n ¼ 1, 2, . . . , N, and Ip is computed, its value won’t be influenced by extending
the sample space to run from 1, . . . , N, . . . , NþM, if p(n)¼ 0 for n¼ Nþ 1, Nþ 2, . . . ,M.
Axiom 4. This axiom states that in a situation in which information is sequentially

obtained, the order in which information is acquired should not affect the information
content at the end.
To understand Axiom 4, consider Eq. 5.4 generalized to non-independent outcomes. In

that more general case, consider two systems, one described by p(n) and the other by q
(mjn). Let the probability of finding a particular outcome, n0 in the first system and m? in
the second system be r(n0, m0). Then the axiom states:

Ir ¼ Ip þ Sn pðnÞ IðqðmjnÞÞ: ð5:21Þ

These four axioms were first introduced by Khinchin in 1957. They are easily shown to
be satisfied by Eq. 5.4. In fact, it has been proven that the ��p log(p) form of information
entropy is the unique form that satisfies the four axioms.
A wider class of information measures is possible if we relax one or more of the axioms.

If we keep Eq. 5.4 but do not require Eq. 5.21 to hold, then a wider class of entropy
functionals, called Renyi entropies, is possible. They take the form:

IRenyi ¼ 1

q� 1
logð
X
n

½pðnÞ	qÞ: ð5:22Þ

As q, an adjustable parameter that can be any real number, approaches 1, this entropy
approaches the Shannon/Jaynes information entropy. Renyi entropy has been used in the
study of mathematical structures called multifractal sets but appears to be of little interest
in statistical mechanics.
Relaxing the necessity of Axiom 4 and not requiring Eq. 5.4, we arrive at the Tjallis

entropy measure:

ITjallis ¼ 1

q� 1
ð1�
X
n

½pðnÞ	qÞ: ð5:23Þ
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The MaxEnt machinery in Box 5.1 implements the logical framework for inference

laid out in Chapter 2. Equations 5.11–5.13 (Box 5.1) can be thought of as a recipe for

drawing least biased conclusions in the face of uncertainty. By finding the distribu-

tion with the highest information entropy that satisfies known constraints, we

achieve the least biased inference of the form of the distribution. In a colloquial

sense, the lesson of this chapter is that we can be most certain of our inferences if we

accept most fully our ignorance, which means not pretending to have knowledge that

we lack.

If we refer back to our discussion of Laplace and the principle of indifference in

Section 4.1.2, we see that the intellectual antecedents of the work of Jaynes go back

well before Shannon and Gibbs to Laplace. That master of physics and mathematics,

arguably the greatest since Newton, understood and applied the very same ideas that

constitute the MaxEnt approach to inference.

Laplace applied Newtonian mechanics to resolve ambiguities in the orbits of

Saturn and Jupiter and to predict the mass of Saturn. Conceptual problems originat-

ing with sparse data had prevented some of the greatest mathematicians of the

eighteenth century from solving this problem. Using the limited orbital data as

constraints, he was able to apply the principle of indifference to correctly infer a

probability distribution for Saturn’s mass and for alternative orbital solutions to

Newton’s equations.

Interestingly, Laplace was a “Bayesian,” as was Jaynes. That means that they both

rejected a narrow “frequentist” notion of the meaning of probability in favor of

interpreting probabilities more broadly as a description of a state of knowledge. The

description of this view of probability is well described in Jaynes (2003). In the

frequentist view, the meaning of probability is tied to knowledge of the frequency of

occurrence of events. The absence of frequency data is informative to a Bayesian,

but not to a frequentist. Bayes’ law, which we deploy in this book (e.g. Box 3.1,

Exercise 4.5, Sections 9.4 and 11.1.2), is part of the machinery of implementing an

approach to probability theory that liberates it from knowledge of frequency.

For an excellent review of these issues see Sivia (1993).

We have traversed a broad terrain on which remarkable and diverse events in the

history of science have played out. We have gone from thinking about ambiguities in

calculations of planetary orbits and the principle of indifference, to seemingly

mundane but actually profound questions about steam engines; from the likelihood

Box 5.2 (Cont.)

In contrast to the Renyi entropy, this measure has been used to attempt to generalize
statistical mechanics. It, too, reduces to the Shannon/Jaynes measure as q approaches 1.
There are many others in the literature, some of which are discussed in Beck (2009). Of

them all, the one that could potentially be of interest in macroecology is the Tjallis entropy
and in Chapter 8, I return briefly to it.
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of states of molecular motion to the information conveyed by a message; and from

unification of the diverse forms of energy to development of a logic of inference. It

may be helpful to see the aerial view of this terrain in Figure 5.1.

And the end of all our exploring
Will be to arrive where we started
And know the place for the f|rst time.

T.S. Eliot, ' 'East Gidding, ¤ ¤ fromThe Four Quartets

Maxwell, Boltzmann, Gibbs:

Thermodynamic entropy and
state likelihood

Carnot:

Thermodynamic entropy
and energy dissipation

Shannon, Weiner:

Information entropy of
an “alphabet”

    

Jaynes:

Information entropy of a
probability distribution;
MaxEnt as logic of inference

Jaynes derives
thermodynamics
from MaxEnt

Laplace, Bayes:

Probability as description of
state of knowledge;
principle of indifference

Figure 5.1 MaxEnt in historical context.
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6
MaxEnt atwork

Here I look at practical aspects of MaxEnt in application.What does it mean
to say it ' 'works ¤ ¤ or it ' ' fails ¤ ¤ ? What do we conclude when it fails? What are
common examples of its predictions? How has it actually been used?

From the way I derived MaxEnt in Chapter 5, you may be left with the
impression that, since it is a logic-based method of obtaining least-biased
knowledge, that it cannot fail; that it must always yield predictions that resem-
ble nature. But in fact MaxEnt need not always ' 'work. ¤ ¤ To understand what it
means to say it ' 'works, ¤ ¤ it helps to begin with a discussion of the ways Max-
Ent can fail to yield reliable predictions.

6.1 What ifMaxEntdoesn’twork?

Suppose an application of the MaxEnt machinery to a real-world problem fails, in

the sense that it does not make an adequate (to be defined by you) prediction. There

are four ways in which MaxEnt, used in conjunction with Shannon/Weiner infor-

mation entropy and the Jaynes formulation of the procedure, as summarized in Box

5.1, can fail to work.

First, there is the possibility that you made a mathematical error in working out

the solutions to the equations in Box 5.1. We won’t pursue that.

Second, one or more of the four Khinchin axioms (Box 5.2) may not be valid for

your problem, and you should be using a different measure of entropy. This may be

more of a problem than practitioners of MaxEntology let on. The fourth axiom is

fairly strong, for it asserts that the order in which we gain information does not

matter. It is not difficult (Exercise 6.1) to think of counterexamples.

Third, it is possible that your prior knowledge is not factually correct. If one of

your constraints is the mean value over the sought distribution, and you miss-

measured it or miscalculated it from your prior knowledge of state variables, or

the values of your state variables were misestimated (see Chapter 7), your predic-

tions will surely suffer as a consequence.

Fourth, you may have ignored some additional information in the form of con-

straints on your sought-after distribution. This is a pervasive and a subtle issue. Let’s

assume you possess certain prior knowledge in the form of constraints, and you

choose to, or unwittingly, ignore some knowledge of additional constraints. Then, if

the first three reasons for failure listed above do not apply, you will indeed obtain the

best possible inference as to the shape of the distribution . . . given your willful or



careless neglect. In other words, MaxEnt will work only as well as you work with it.

Your least-biased estimate of something may be completely at odds with nature.

Ultimately there can be no solely logic-based path to knowledge of nature. When

a theory that incorporates MaxEnt does yield reliable predictions, the logic of

inference is certainly abetting that success, but the way in which you conceptualize

both the type of sought-after distributions and the constraint information will play a

huge role. MaxEnt does not eliminate from scientific pursuit the role of good

intuition, common sense, careful data acquisition, and accurate calculations.

6.2 Some examplesofconstraints anddistributions

Table 6.1 shows examples of the probability distributions that MaxEnt predicts from

specific forms of the constraint function f(n). Where two fs are listed, such as n and

n2, the implication is that two constraints hold simultaneously. Frank (2009) pro-

vides a useful overview of MaxEnt-derived distributions.

Let’s work a couple of examples to ensure that you understand how to implement

the mathematics in Box 5.1. First, take the case of a fair three-sided die. We wish to

infer the values of P(1), P(2), P(3) from prior knowledge that the mean value of n is
(1þ2þ3)/3¼ 2. Let’s do it by brute force: Eq. 5.10 informs us that:

Pð1Þ þ Pð2Þ þ Pð3Þ ¼ 1: ð6:1Þ

The statement that the mean value is 2 can be expressed as:

1Pð1Þ þ 2Pð2Þ þ 3Pð3Þ ¼ 2: ð6:2Þ

Label the Lagrange multiplier l. Then by Eq. 5.12:

PðnÞ ¼ 1

Z
e�ln; ð6:3Þ

Table 6.1 Examples of MaxEnt solutions.

Constraint function f(n) Form of P(n) from MaxEnt

n e�ln

special case:
n ¼ all integers between

nmin and nmax; 1/(nmax � nmin þ1)

mean ¼ (nmaxþ nmin)/2

(e.g. 6-sided fair die) (e.g. P(n) ¼ 1/6)

n, n2 Gaussian (normal) distribution

log(n), log2(n) Lognormal distribution

log(n) n-l (i.e. power law)
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where:

Z ¼
X3
n¼1

e�ln: ð6:4Þ

This problem is simple enough that we can dispense with Eq. 5.14. In particular,

letting x  e�l for convenience, Eqs 6.1 and 6.2 can be combined to give:

xþ 2x2 þ 3x3 ¼ 2ðxþ x2 þ x3Þ: ð6:5Þ

This can be re-written as:

x3 ¼ x; ð6:6Þ

which has three solutions: x ¼ 0, 1, �1. These correspond to º ¼1, 0, i�. Only the

second of these corresponds to a real-valued, well-defined probability function,

when substituted into Eq. 6.3. Hence:

Z ¼ 1þ 1þ 1 ¼ 3 ð6:7Þ

and

PðnÞ ¼ 1

3
e�0n ¼ 1

3
: ð6:8Þ

A similar result obtains for an N-sided fair die: P(n) is given by 1/N.
Now suppose that in the case of the 3-sided die, you had prior knowledge that the

average value of n was 1.5, not 2. Now Eq. 6.4 becomes:

xþ 2x2 þ 3x3 ¼ 1:5ðxþ x2 þ x3Þ ð6:9Þ

or,

1:5x3 þ 0:5x2 ¼ 0:5x: ð6:10Þ

Dividing out the x ¼ 0 solution, which again is impossible, gives:

1:5x2 þ 0:5x ¼ 0:5: ð6:11Þ

This has two solutions: x ¼ (�3 � 13)/6. Only the solution with the plus sign

(~ 0.101) gives a real-valued l (~ 2.29) and thus Z ~ 0.112; P(1) ¼ 0.9; P(2) ~
0.090833; P(3) ~ 0.009167.

Had the constraint value for the mean of n been> 2, then the solution would have

º < 0, and P(n) would be an exponentially increasing function of n (Exercise 6.2). In
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general, for the case in which there is a single constraint and it is the mean value that

is known, P(n) will either be uniform, if the mean ¼ (nmax þ nmin)/2, or exponen-

tially decreasing, if mean < (nmax þ nmin)/2, or exponentially increasing, if mean >
(nmax þ nmin)/2.

You can readily see how the various other entries in Table 6.1 arise. Take the case

of a constraint on log(n). Because e�l log(n) ¼ n�l, a power law form for P(n) results
immediately.

6.3 UsesofMaxEnt

In Chapter 5, I mentioned that the first application of the concept of MaxEnt can

arguably be traced back to Laplace. It was only with the work of Jaynes, however,

that MaxEnt became more formally described (as in Box 5.1) and more widely

accessible, understood, and used. Here I summarize more recent applications.

6.3.1 Imageresolution

A large class of uses looks slightly different at first glance from thinking about

loaded dice or planetary orbits, but boils down to the same logic. These are the

applications that can generally be called image-resolution problems. Faced with a

fuzzy image in medicine or forensics, MaxEnt has been used to infer the most likely

detailed image, subject to the constraints imposed by the available image. An

excellent summary of how and why MaxEnt is used toward that end is found in

the collections of contributed chapters in Buck and Macauley (1991), with the

chapter by Daniell (1991) particularly useful.

6.3.2 Climate envelopes

Related to image reconstruction is the problem of inferring what are called “climate

envelopes” for species. Under global warming, we would like to know how the

climatically-suitable habitat for each species will shift, perhaps poleward and/or

uphill. To accomplish that we need to know how the likelihood of presence of a

species at any particular location depends on the climate at that location. How is that

done? Suppose you overlay a relatively fine grid over a large biome, and have some

way of knowing the climate conditions in each grid cell. Suppose, further, that from

incomplete (not every cell is necessarily sampled) censusing you have data inform-

ing you as to whether a particular species is present in the censused cells. If it is a

very intensive census, the data set may also inform you as whether the species is

absent in those cells, although sometimes census-takers have much more confidence

in their presence data than in their absence data. The task of constructing a climate

envelope is the task of finding a probability distribution that estimates the likelihood

of presence.
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The application of MaxEnt to that task was first proposed and developed by

Phillips et al. (2004), with subsequent extensions of the method (e.g. to presence-

only data) by Elith et al. (2006), Phillips et al. (2006), and Phillips and Dudik (2008).

MaxEnt is one of many methods, however, that has been used to accomplish that.

Useful inter-comparisons of all the commonly used approaches are given by Phillips

and Dudik (2008), and Elith and Leathwick (2009). The basic idea of the MaxEnt

approach is probably anticipated by the reader: MaxEnt finds the smoothest possible

probability distribution for a species’ occurrence over geographical sites that satisfy

constraints derived from the combination of climate data and data on observed

presences, or observed presences and absences if absence data inspire confidence.

Numerical algorithms are used to carry out the procedure (see, for example, Phillips

et al., 2006). I will return to this topic in Chapter 9, where I illustrate with a simple

example how MaxEnt can be used to infer climate envelopes.

6.3.3 Economics

Two economists, Amos Golan and George Judge, have pioneered the application of

MaxEnt to a variety of topics in the field of economics (Golan et al., 1996; Judge

et al., 2004). Typical of the kind of problem that they and their colleagues have

addressed is the so-called “ecological inference” problem that arises in economics

and also in political science and sociology (see, for example, King, 1997). Here is a

generic example of this problem. In an election, it is known that three political

parties (A, B, C) divided the total vote 15%: 30%: 55%. Moreover, it is known that

the total number of voters in each quartile of income were divided (45%, 25%, 20%,

10%). The question is: what can be inferred about the fraction of voters in each

quartile who voted for each party? In other words, the problem consists of filling in

the elements of a matrix when the row and column sums are specified (Table 6.2)

A similar type of problem arises in economics with input–output tables of an

economy. Input–output tables or matrices are designed to portray the flows of

economic value between sectors of the economy. For example, it takes steel to

make a coal-fired power electric-generating plant and it takes electricity to make

steel. So, if power generation and steel making were sector labels on both a row and

a column, then the msteel,electricity entry could be the value of the steel used by the

Table6.2 An example of a voter preference table. Row sums are percent of voters in income

quartiles; column sums are precent of voters supporting each of three political parties.

Income quartile/party A B C Sum

1 m1A m1B m1C 45
2 m2A m2B m2C 25
3 m3A m3B m3C 20
4 m4A m4B m4C 10
sum 15 30 55
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power sector, and the melectricity,steel entry would be the value of the electricity used

by the steel sector. Since it takes steel to make a steel factory, there would also be

msteel,steel entries along the diagonal of the matrix. It often is the case that the total,

economy-wide, amount of electricity, steel, and other commodities flowing each year

through the system are known, but the individual matrix elements are incompletely

known. MaxEnt allows inference of the matrix elements (Cho and Judge, 2008).

6.3.4 Foodwebs andothernetworks

Matrices somewhat similar to those that arise in economics or in Table 6.2 can also

arise in the analysis of ecological food webs. For example, suppose the net primary

productivity of each of the species of plants in an ecosystem is known or estimated,

and so is the total food intake of each species of herbivore, but the quantity of food that

each species of herbivore derives from each plant species is not known. A matrix

similar to the two described above can be constructed, with known row and column

sums, but unknown matrix elements. MaxEnt has not been applied to estimating the

magnitudes of the flows between the species in a food web.

On the other hand, MaxEnt has been used to infer the distribution of numbers of

linkages between nodes in an ecological web. Nodes are species and linkages are

lines connecting two species that interact with each other. Some nodes are connected

to many other nodes, while others are connected sparsely. The metric L(ljS0, L0) in
Table 3.1 describes such a distribution. The most commonly studied type of inter-

action in a network is that in which individuals in one species consume individuals

in the second, in which case the network is a food web. As mentioned in Section

3.4.11, Williams (2010), has shown that MaxEnt provides a reasonable description

of that distribution. The basic idea is straightforward. If S0, the number of species,

and L0, the number of trophic linkages, is all we know about a food web, then the

mean of L(ljS0, L0) is known to be L0/S0. Table 6.1 informs us that knowing just the

mean of a distribution results in a MaxEnt prediction of an exponential distribution

L(ljS0, L0) ¼ (1/Z)�exp(�l�l) where Z is given by Eq. 5.13 and l is determined by

applying Eq. 5.14. Conceptually, the procedure is identical to that used in Section

6.2 for fair or unfair die problems.

The MaxEnt distribution of linkages in more specialized webs, such as pollinator–

plant networks, host–parasite networks, or any type of mutualistic or competitive set

of interactions, can also be analyzed by the same methods. Beyond ecology, the

distribution of linkages in internet webs, friendship webs, or any type of network can

also be inferred with MaxEnt.

6.3.5 Classicalandnon-equilibriumthermodynamics andmechanics

In a series of papers, Jaynes (1957a, 1957b, 1963, 1979, 1982), showed that classical

thermodynamics can be derived from MaxEnt. I urge readers with some background
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and interest in physics to read these papers, which in this author’s opinion are

paragons of brilliance and clarity. At the cutting and controversial edge of MaxEnt

applications to thermodynamics is the work of Dewar (2003, 2005), who has

attempted to derive a putative law of far-from-equilibrium statistical mechanics

called the principle of Maximum Entropy Production (MEP). His approach was to

derive fromMaxEnt a probability distribution for the number of paths in phase space

leading from an initial state to each possible future state. He then shows that the

distribution achieves its maximum when the final state is the one in which the

maximum possible amount of entropy is produced in the transition from initial to

final state. In a physical system, MEP is tantamount to saying that a far-from

equilibrium system is irreversibly dissipating energy (through, e.g. friction) as

rapidly as possible. We will return to this concept of MEP in Chapter 11, but here

I mention that there is a gap in the Dewar derivation, as shown by Grinstein and

Linsker (2007), and so, as I write, the status of MEP is unclear.

Equally speculatively, in a recent paper Brissaud (2007) has advanced a deriva-

tion of classical mechanics from MaxEnt. One formulation of classical mechanics

invokes an extremum principle called the Principle of Least Action (Goldstein

1957); Brissaud presented a parallel derivation starting from MaxEnt.

6.3.6 Macroecology

Several authors (e.g. Shipley et al., 2006; Pueyo et al., 2007; Dewar and Porte, 2008;

Azaele et al. 2010) have recently proposed applications of MaxEnt to macroecology,

with the goal of predicting limited subsets of the metrics discussed in Chapter 3. I

will comment on these efforts in Chapter 10, where I more generally relate the

theory advanced in Chapter 7 to a wide range of extant appoaches in theoretical

ecology.

6.4 Exercises

Exercise 6.1

With reference to Axiom 4 in Chapter 5, think of an everyday example in which the

order in which you acquire two pieces of information influences the final amount of

information you possess.

Exercise 6.2

Show that if the only constraining information you have about a six-sided die is that

the mean value of results of many tosses exceeds 3.5, then l < 0 and the MaxEnt

solution for P(n) is an increasing function of n.
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Exercise 6.3

Consider a fair six-sided die, which means that the mean value of n is equal to 3.5.

(a) Derive the numerical value of the mean of n2.
(b) According to Table 6.1, the MaxEnt solution for p(n), under the constraints of

knowledge of the mean of n and n2, is a normal distribution. But we know a fair

die has a uniform probability distribution. Show how both statements can be

reconciled.

**Exercise 6.4

Suppose you have a probability distribution defined on the integers from 0 to 10, and

the only constraining prior information you have is that P(7)¼0.2 and the mean is 6.

What does MaxEnt lead you to infer?
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7
Themaximumentropytheoryofecology
(METE)

Here I present METE, a comprehensive, parsimonious, and testable theory of
the distribution, abundance, and energetics of species across spatial scales.
The structure and predictions of the theory are developed in this chapter,
with theory evaluation following in Chapter 8.

7.1 The entities andthe statevariables

Application of the MaxEnt concept to any complex system requires a decision as to

the fundamental entities (for example, molecules in the classic thermodynamic

example) and specification of a set of state variables (Section 1.3.6). METE predicts

probability distributions defined on two kinds of entities, “individuals” and “spe-

cies,” but we do not need to narrowly define either. Thus we take the “species” to

mean any well-defined set of groups of “individuals.” The groups could be the

taxonomic species (as will be assumed here), but they might also be genera, or even

trait groups. And “individuals” will be defined in the usual sense of individual

organisms, but other choices can be readily accommodated. The only criteria for

choosing the entities in a MaxEnt application is that they are unambiguously defined

in a manner that allows specification of the numerical values of the state variables

and, therefore, as we shall see, of the quantitative constraints on the probability

distributions. It is certainly not the case, however, that if MaxEnt yields accurate

predictions for one choice of fundamental units, then it will necessarily do so for

others.

Recalling the discussion in Section 1.3.6, we choose the state variables for

macroecology to be the area, A0, of the system, the number of species, S0, from
any specified taxonomic category, such as plants or birds, in that area, the total

number of individuals, N0, in all those species, and the total rate of metabolic energy,

E0, consumed by all those individuals. There is no a priori way to justify this or

any other choice of state variables; just as in thermodynamics, only the empirical

success of theory can justify the choice of the fundamental entities (for example,

molecules or individual organisms) and the state variables (pressure, volume,

number of moles, or A0, S0, N0, E0) that theory is built from.



7.2 The structure ofMETE

Two MaxEnt calculations are at the core of the theory: the first yields all the metrics

that describe abundance and energy distributions; and the second describes the spatial-

scaling properties of species’ distributions. Here we set up the structure of the theory

and in Sections 7.3–7.8 derive the actual predicted forms of all the metrics.

7.2.1 Abundance andenergydistributions

The core theoretical construct in METE is a joint, conditional probability distribu-

tion R(n,�jA0, S0, N0, E0). Because of the central role this distribution plays in

METE, I will give it a name: the ecosystem structure function. It is defined over

the species and individuals (from within any chosen taxonomic category) in A0, and

it describes how individuals are distributed over species and how metabolism is

distributed over individuals. R is a discrete distribution in abundance, n, and a

continuous distribution in metabolic energy rate �. In particular:

R·d� is the probability that if a species is picked from the species’ pool, then it has

abundance n, and if an individual is picked at random from that species, then its

metabolic energy requirement is in the interval (�, �þd�).

Note that � is a rate of energy use, and so it is a measure of power, not energy.

For reasons that will be clear later, we assume that there is a minimum metabolic

rate, �min, below which an individual, no matter how small you choose it to be from

the pool of N0 individuals, cannot exist. We define �min to be 1 by choice of energy

units. Similarly, when we derive mass distributions, we set the minimum mass ¼ 1,

thereby defining the unit of mass. An implication of this choice of units is that if we

assume a power-law relationship between metabolic rate and body mass of an

individual in the form � ¼ c · mb, we can take the constant c to equal 1.

The normalization condition on R is then:

XN0

n¼1

ZE0

e¼1

de�Rðn; ejA0; S0;N0;E0Þ ¼ 1: ð7:1Þ

Two other constraints on the ecosystem structure function result from specification

of the three state variables S0, N0, and E0. In particular, these state variables

determine two independent ratios: N0/S0 is the average abundance per species and

E0/S0 is the average over species of the total metabolic rate of the individuals within

the species. This gives us the following constraint equations on R:

XN0

n¼1

ZE0

e¼1

de�n�Rðn; ejA0; S0;N0;E0Þ ¼ N0

S0
: ð7:2Þ
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and

XN0

n¼1

ZE0

e¼1

de�n�e�Rðn; ejA0; S0;N0;E0Þ ¼ E0

S0
: ð7:3Þ

Area, A0, is absent from these equation and I drop that conditional variable hereafter.

The explicit role of area in our metrics will enter the theory in Section 7.2.2, when the

spatial abundance distribution, P(njA, n0, A0), is determined.

The distribution R(n,�) can now be obtained by maximizing the information

entropy of that distribution:

IR ¼ �
XN0

n¼1

ZE0

e¼1

de �Rðn; eÞ�logðRðn; eÞÞ: ð7:4Þ

subject to the constraints of Eqs 7.1–7.3. By fixing the units used to express the

continuous variable, �, so that the lower limit of integration, corresponding to the

minimum possible metabolic rate, is fixed at 1, we eliminate the need for a prior

distribution to ensure that the MaxEnt solution for R(n, �) is units independent. On
grounds of lacking a reason to do otherwise, we invoke no non-uniform prior

distribution.

From the distribution R, a number of the metrics introduced in Table 3.1 can be

derived. For example, the species–abundance distribution (Section 3.3.6) is given by

integrating out the energy variable:

FðnjS0;N0Þ ¼
ZE0

e¼1

de�Rðn; ejS0;N0;E0Þ: ð7:5Þ

Similarly, the community energy distribution (Section 3.3.10) is given by:

CðejS0;N0Þ ¼ S0
N0

XN0

n¼1

n�Rðn; ejS0;N0;E0Þ: ð7:6Þ

Before delving deeper into the theory and relating other metrics from Tables 3.1 and

3.2 to R, it will be helpful to set up a simple toy example of a community of species

so that the meaning of R and the form of these equations, especially the reason for

the factor S0/N0 in Eq. 7.6, is clearly understood. This is accomplished in Box 7.1.

Box 7.2 gives a formal derivation of Eq. 7.6.

From the definition of the ecosystem structure function, R(n, �), the intra-specific
metabolic rate distribution y (�jn) introduced in Table 3.1 can be readily derived.

y(�jn)d� is the probability that an individual has metabolic rate in the interval �, �þd�
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if the species has abundance n, andF(n) is the probability a species has abundance n.
Hence, from the fundamental rule P(AjB)P(B) ¼ P(A,B) we can write:

yðejnÞ ¼ Rðn; eÞ=FðnÞ: ð7:7Þ

We shall see shortly that from themetricsY andF, the other energymetrics in Table 3.2

can be derived. And from those energy metrics, the mass metrics in Table 3.3 can be

derived, if amass–metabolism relationship, such as themetabolic scaling law �¼m3/4, is

assumed.

Box 7.1 A toy community

Consider an ecosystem with S0 ¼ 4, N0 ¼ 16, and E0¼ 64. For convenience, we take the
metabolic rate, �, of individuals to be a discrete variable, and so R(n,�) is now a discrete
distribution in both variables. The actual assignments of abundance and metabolic rates are
shown in Table 7.1:

Table 7.1 The abundances of the four species, and the metabolic rates of the 16 individuals
in a simple community with total metabolic rate of 64.

Species Abundance Metabolic rates of individuals Total metabolic rate per species
A 1 23 23
B 1 9 9
C 2 6, 9 15
D 12 1,1,1,1,1,1,1,1,2,2,2,3 17
S0 ¼ 4 N0 ¼16 E0 ¼ 64 E0 ¼ 64

Here are the values of the R(n,�):
R(12,1)¼ (the probability that if a species is picked from the species pool it has abundance
¼ 12)� (the probability that if an individual is picked from such a species it has metabolic
rate ¼ 1) ¼ (1/4)·(8/12) ¼ 8/48.
The other non-zero values or R are similarly obtained:

R(12,2) ¼ (1/4)·(3/12) ¼ 3/48
R(12,3) ¼ (1/4)·(1/12) ¼ 1/48
R(2,6) ¼ (1/4)·(1/2) ¼ 6/48
R(2,9) ¼ (1/4)·(1/2) ¼ 6/48
R(1,9) ¼ (1/4)·(1) ¼ 12/48
R(1,23) ¼ (1/4)·(1) ¼ 12/48.

Note that if n and � are summed over, R is properly normalized to one. Now we can work
out the abundance distribution F(n) by summing over �:

F(12) ¼ R(12,1) þ R(12,2) þ R(12,3) ¼ 1/4
F(2) ¼ R(2,6) þ R(2,9) ¼ 1/4
F(1) ¼ R(1,9) þ R(1,23) ¼ ½.

Let’s see if the energy distribution as expressed in Eq. 7.6 comes out right. According to
that equation:
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Box 7.1 (Cont.)

C(1) ¼ (4/16)·(12)·R(12,1) ¼ 1/2.

This makes sense; one half of all the individuals in the community have �¼ 1. The other
values of the distribution are:

C(2) ¼ (4/16)·(12)·R(12,2) ¼ 3/16
C(3) ¼ (4/16)·(12)·R(12,3) ¼ 1/16
C(6) ¼ (4/16)·(2)·R(2,6) ¼ 1/16
C(9) ¼ (4/16)·[2·R(2,9) þ 1·R(1,9)] ¼ 2/16
C(23) ¼ (4/16)·(1)·R(1,23) ¼ 1/16.

Note that both the abundance and energy distributions come out properly normalized.
You can verify that both constraint equations (Eqs 7.2 and 7.3) also come out right. Finally,
we can derive the values of the conditional species-level metabolic rate distribution y(�jn).
From Eq. 7.7, we obtain, for example:

y(1j12) ¼ R(12,1)/F(1) ¼ (1/6)/(1/4) ¼ 2/3.

Indeed, 2/3 of the individuals in the species with n0 ¼ 12, have � ¼ 1.

Box 7.2 Justification of Eq. 7.6

The fraction of species with abundance n is estimated by F(n), and so the expected total
abundance of species with abundance n is nS0F(n). If an individual is picked at random
from the individuals’ pool (N0), as opposed to the species’ pool, then the probability that
the individual belongs to a species with abundance n is given by nS0F(n)/N0. Similarly,
C(�)d� is the probability that an individual picked from the entire individuals’ pool (N0)
has a metabolic energy requirement between � and � þ d�. Now recall that Y(�jn) equals
the conditional probability that the metabolic rate of an individual is between � and� þ d�,
if the individual is from a species with abundance n. Then from the general relationship
that:

PðxÞ ¼
X
y

PðxjyÞ�PðyÞ; ð7:8Þ

we have:

�ðeÞde ¼
XN0

n¼1

n� S0
N0

�FðnÞ�YðejnÞ: ð7:9Þ

Using Eq. 7.7, we immediately obtain Eq. 7.6.

The structure of METE � 145



7.2.2 Species-levelspatialdistributions acrossmultiple scales

The focus here is on the metricP(njA, n0, A0). We shall see that there are two ways,

each a-priori equally plausible, in which we can use MaxEnt to derive this metric at

various spatial scales; only comparison with data can inform us of which is best. At

any scale, A, we have the normalization equation

Xn0
n¼0

PðnjA; n0;A0Þ ¼ 1: ð7:10Þ

Because the mean value of n, across cells of area A, is given by:

�n ¼ n0A=A0; ð7:11Þ

we also have the constraint equation:

Xn0
n¼0

n�PðnjA; n0;A0Þ ¼ n0A

A0

: ð7:12Þ

To obtain P(n), we then maximize the information entropy: ��n P(n) log(P(n))
subject to the constraints of Eqs 7.10 and 7.12.

7.3 Solutions:R(n,e) andthemetricsderived fromit

Using the methods spelled out in Box 5.1, maximization of information entropy IR in
Eq. 7.4 yields:

Rðn; eÞ ¼ 1

Z
e�l1ne�l2ne: ð7:13Þ

The partition function, Z, is given by:

Z ¼
XN0

n¼1

ZE0

e¼1

de�e�l1ne�l2ne; ð7:14Þ

and the two Lagrange multipliers, l1 and l2, are given by application of Eq. 5.14,

with f1 ¼ n, <f1> ¼ N0/S0, and f2 ¼ n�, <f2> ¼ E0/S0. For convenience later, we

now define:

b ¼ l1 þ l2 ð7:15aÞ

s ¼ l1 þ E0l2 ð7:15bÞ

g ¼ l1 þ el2 ð7:15cÞ
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Box 7.3 derives the exact solutions to the MaxEnt problem posed above. Because it

is quite complicated, a huge simplification that is valid under nearly every situation

encountered in real ecosystems will be derived in Box 7.4. Boxes 7.3 and 7.4 are

lengthy and technical, but following them the key results, the predicted macroeco-

logical metrics, are highlighted.

Box 7.3 Exact solution for the ecosystem structure function R(n,�)

The integrals in Eqs 7.2 and 7.3 can be done exactly (Exercise 7.1), yielding:

N0

S0
¼

XN0

n¼1

ðe�bn � e�snÞ

Z�l2 ð7:16Þ

and

E0

S0
¼
XN0

n¼1

ðe�bn � E0e
�snÞ

Z�l2 þ
XN0

n¼1

ðe�bn � e�snÞ
nZl22

: ð7:17Þ

And the integral in Eq. 7.14, which enforces the normalization condition Eq. 7.1, yields:

Z ¼
XN0

n¼1

ðe�bn � e�snÞ
l2�n : ð7:18Þ

Substituting Z·l2 from Eq. 7.18 into Eqs 7.16 and 7.17, we get (Exercises 7.2, 7.3):

N0

S0
¼

XN0

n¼1

ðe�bn � e�snÞ

XN0

n¼1

ðe�bn � e�snÞ
n

ð7:19Þ

and

E0

S0
¼

XN0

n¼1

ðe�bn � E0e
�snÞ

XN0

n¼1

ðe�bn � e�snÞ
n

þ 1

l2
: ð7:20Þ

Equations 7.19 and 7.20 are two equations with two unknowns, b and s, and therefore,
using Eqs 7.15a and b, they determine the two Lagrange multipliers, º1 and º2, as function
of the state variables S0, N0, and E0.
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Box 7.3 (Cont.)

Although these equations are complicated and have to be solved numerically, for
realistic values of the state variables, we will see that extremely accurate simplifications
of these equations are possible. First, however, we can derive some exact results.
Recalling that:

XN0

n¼1

e�bn ¼ e�b � e�bðN0þ1Þ

1� e�b ; ð7:21Þ

we can combine Eqs 7.18 and 7.19 to obtain the partition function, Z:

Z ¼ S0
l2N0

XN0

n¼1

ðe�bn � e�snÞ ¼ ð S0
l2N0

Þðe
�b � e�bðN0þ1Þ

1� e�b � e�s � e�sðN0þ1Þ

1� e�s Þ: ð7:22Þ

From Eq. 7.5, we can now derive the species abundance distribution F(n):

FðnÞ ¼ FðnjS0;N0Þ ¼
ZE0

e¼1

de�Rðn; ejS0;N0;E0Þ ¼ e�l1n

l2Zn
ðe�l2n � e�l2nE0Þ

¼ e�bn � e�sn

l2Zn
;

ð7:23Þ

where Zl2 can be obtained from Eq. 7.22.
Likewise, from Eq. 7.6, we obtain the energy distribution C(�):

CðeÞ ¼ S0
N0

XN0

n¼1

n�Rðn; ejS0;N0;E0Þ ¼ S0
N0Z

½ e�g

ð1� e�gÞ2 � ð e�gN0

1� e�gÞðN0 þ e�g

1� e�gÞ	;

ð7:24Þ

where g depends on � as given in Eq. 7.15c.
Next, from Eqs 7.13 and 7.23 we obtain the intra-specific metabolic energy probability
density:

YðejnÞ ¼ R

F
¼ nl2e�l2ne

e�l2n � e�l2nE0
: ð7:25Þ

So far, our results are exact. The Lagrange multiplier, l1 ad l2, can be solved
for numerically, using Eqs 7.15.a,b, 7.19 and 7.20 (see Table 7.2 for examples) and
the distribution R(n,�) is uniquely determined from the values of the state variables
and the MaxEnt criterion. And from F, C, and Y, all the energy and mass metrics in
Table 3.2 can be derived.
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Box 7.4 Good approximations to the exact solutions

To derive a simple expression for l2 we note that we can ignore the terms in Eqs 7.19 and
7.20 with e�sn. This is because for realistic values of the state variables (see Table 7.2),
b < 1, s is � S0, and l2 is ~ S0/E0. As a consequence, terms of order e�s are very small
compared to terms of order e�b and terms of order E0e

�� are very small compared with
terms of order 1/l2.
Dropping the terms in Eqs 7.19 and 7.20 with e�sn, we can combine the equations and

obtain (Exercise 7.4):

l2 � S0
E0 � N0

: ð7:26Þ

Note that l2 is always positive because N0 can never exceed E0 (see Exercise 7.5).
Dropping the terms with e�� in Eq. 7.19, we obtain:

N0

S0
�

XN0

n¼1

e�bn

XN0

n¼1

e�bn

n

: ð7:27Þ

A further simplification can be obtained if an approximation to the summation in the
denominator of Eq. 7.19 is made. In particular, if bN0 �1 and b � 1, which we will see
follows from the assumption that S0� 1, then the summation is well approximated by (see
Abramowitz and Stegen, 1972):

XN0

n¼1

e�bn

n
� log ð1

b
Þ: ð7:28Þ

The summation in the numerator of Eq. 7.19 can be done exactly (see Eq. 7.21), and so
Eq. 7.27 becomes:

S0
N0

� 1� e�b

e�b � e�bðN0þ1Þ �log ð
1

b
Þ: ð7:29Þ

Furthermore, if b � 1, then this can be further simplified to:

S0=N0 ¼ b logð1=bÞ: ð7:30Þ

Moreover, using Eq. 7.28, the expression in Eq. 7.22 for Z can now be approximated by:

Z � ð S0
l2N0

Þðe
�b � e�bðN0þ1Þ

1� e�b Þ �
log ð1bÞ
l2

: ð7:31Þ

Although Eq. 7.30 cannot be solved for b analytically, it is much easier to solve
numerically than is Eq. 7.19. Throughout the rest of this book, we will make use of this
approximation to Eq. 7.19 when the values of the state variables justify doing so.
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Fortunately, the rather complicated equations in Box 7.3 can be greatly simplified

through a series of approximations that are generally well-justified. Box 7.4 presents

these simplifications. The condition under which the results derived in Box 7.4 are

valid is that e�S0<<1. For most combinations of the other state variables, validity of

the approximations is assured if S0 > 4.

Assuming e�S0<<1, Eqs 7.23–7.25 in Box 7.3, along with the results in Box 7.4,

lead directly to the following approximate forms for the distributions F(n) and C(�)

and Y(�jn). We write these distributions now with the conditional variables made

explicit:

FðnjS0;N0Þ � 1

logðb�1Þ �
e�bn

n
ð7:32Þ

and

�ðejS0;N0;E0Þ � l2�b� e�g

ð1� e�gÞ2 ð7:33Þ
and

Yðejn; S0;N0;E0Þ � l2ne�l2nðe�1Þ: ð7:34Þ

The value of b is given by either the more exact Eq. 7.27 or the approximate Eq. 7.30.

Referring to Eq. 7.15, The value of ª is given in terms of the values of b and l2, and
º2 is given by Eq. 7.26. Exercise 7.6 asks you to verify the validity of Eqs 7.32–7.34.

Comparing these metrics to empirical data is best accomplished with the

cumulative distribution functions, or equivalently the rank–abundance and rank–

Box 7.4 (Cont.)

Table 7.2 shows numerical solutions for b and s, as well as for the two Lagrange
multipliers, for a wide range of state variables. There are several things worth noting in the
Table. First, s is indeed� S0 as mentioned above, Second, the solutions to the approximate
Eq. 7.30 tend to agree most closely with the solutions to the exact Eq. 7.19 for those
cases with highest S0. This is because the joint conditions that make Eq. 7.30 a good
approximation, b<< 1 and bN0 >> 1, are increasingly valid for large S0. Third, we note
that ªN0 > bN0 � 1 for large S0, which will be relevant below when we simplify the
expression for C(�).
Finally, we note that in real ecosystems, we expect l2 � 1. To see why, first note that

from the definition of the species–abundance distribution F(n), FðnÞ; N0 ¼
XN0

n¼1

n�FðnÞ

and E0 ¼
XN0

n¼1

eðnÞ�n�FðnÞ. Then, because we expect that the individuals in many species

will have metabolic rates much greater than that of the individual with the minimum rate,
�¼ 1, it follows that E0 will likely greatly exceed N0. Because S0/N0 is generally much less
than 1 in most ecosystems, it then follows from Eq. 7.26 that l2 << 1.
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metabolism functions derived from them. In the following subsection, we derive

closed-form expressions for the rank–energy functions from Eqs 7.33 and 7.34

and, discuss the rank–abundance relationship derived from Eq. 7.32. It is not

possible to derive a closed-form rank–abundance relationship from Eq. 7.32, but

a useful and simple expression for the predicted number of rare species can be

derived, as shown in Section 7.3.2.

Table7.2 Numerical solutions for the Lagrange multipliers in METE. The values of the state

variables, S0, N0, E0, are chosen to span a wide range of conditions that, as we shall see in

Chapter 8, are within the range found in many ecosystems for which there are census data that

can be used for testing macroecological theory. We have chosen values of N0 that are four

different multiples of S0, and values of E0 that are two different multiples of N0 to more clearly

distinguish the influence of varying the ratios of state variables from varying their magnitudes.

S0 N0 E0

b from
Eq. 7.27

b from
Eq. 7.30 s l1 l2 bN0

4 22S0 22N0 0.0459 0.116 5.4 �0.037 0.083 0.74
4 24S0 22N0 �0.00884 0.0148 5.3 �0.030 0.021 �0.56
4 28S0 22N0 �0.00161 0.000516 5.3 �0.0029 0.0013 �1.6
4 212S0 22N0 �0.000135 0.0000229 5.3 �0.00022 0.000081 �2.3
4 22S0 210N0 0.0459 0.116 4.0 0.046 0.00024 0.74
4 24S0 210N0 �0.00884 0.0148 4.0 �0.0089 0.000061 �0.6
4 28S0 210N0 �0.00161 0.000516 4.0 �0.0016 3.82E–06 �1.6
4 212S0 210N0 �0.000135 0.0000229 4.0 �0.00014 2.39E–07 �2.3
16 22S0 22N0 0.101 0.116 21.4 0.018 0.083 6.4
16 24S0 22N0 0.0142 0.0148 21.3 �0.0066 0.021 3.6
16 28S0 22N0 0.000413 0.000516 21.3 �0.00089 0.0013 1.7
16 212S0 22N0 0.0000122 0.0000229 21.3 �0.000069 0.000081 0.79
16 22S0 210N0 0.101 0.116 16.1 0.10 0.00024 6.4
16 24S0 210N0 0.0142 0.0148 16.0 0.014 0.000061 3.6
16 28S0 210N0 0.000413 0.000516 16.0 0.00041 3.82E–06 1.7
16 212S0 210N0 0.0000122 0.0000229 16.0 0.000012 2.39E–07 0.79
64 22S0 22N0 0.102 0.116 85.4 0.018 0.083 26
64 24S0 22N0 0.0147 0.0148 85.3 �0.0061 0.021 15
64 28S0 22N0 0.000516 0.000516 85.3 �0.00079 0.0013 8.5
64 212S0 22N0 0.0000228 0.0000229 85.3 �0.000059 0.000081 6.0
64 22S0 210N0 0.102 0.116 64.2 0.10 0.00024 26
64 24S0 210N0 0.0147 0.0148 64.1 0.015 0.000062 15
64 28S0 210N0 0.000516 0.000516 64.1 0.00051 3.82E–06 8.5
64 212S0 210N0 0.0000228 0.0000229 64.1 0.000023 2.39E–07 6.0
256 22S0 22N0 0.102 0.116 341.4 0.018 0.083 102
256 24S0 22N0 0.0147 0.0148 341.3 �0.0061 0.021 61
256 28S0 22N0 0.000516 0.000516 341.3 �0.00079 0.0013 34
256 212S0 22N0 0.0000228 0.0000229 341.3 �0.000059 0.000081 24
256 22S0 210N0 0.102 0.116 256.4 0.10 0.00024 102
256 24S0 210N0 0.0147 0.0148 256.3 0.015 0.000062 61
256 28S0 210N0 0.000516 0.000516 256.3 0.00051 3.82E–06 34
256 212S0 210N0 0.0000228 0.0000229 256.3 0.000023 2.39E–07 24
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7.3.1 Rankdistributions forC(e),Q(e), andF(n)

Consider, first, the distribution of metabolic rates over all the individuals in the

community. For this we turn toC(�), given in Eq. 7.33. Referring to Box 3.4, which

shows how to relate rank–variable relationships to probability distributions, we can

derive the rank–metabolism relationship corresponding to C(�).We will associate

with rank r ¼ 1 the individual with the highest metabolic rate and with rank r ¼ N0

value the individual with the lowest rate. Recalling that metabolic rate units are

chosen so that the minimum possible rate is one, we have:Z e�ðrÞ

1

de�ðeÞ ¼ 1

N0

Z N0

r�1=2

dr ¼ 1� r � 1=2

N0

: ð7:35Þ

The factor of ½ in this expression warrants some explanation. It is reasonable to

assume that the probability of an individual having � > �(r ¼ 1) can be taken to be

1/(2N0). The factor of 2 in this expression is there because, on a graph in which

metabolic rate is plotted on the horizontal axis, and along which each individual gets

an equal share, 1/N0, of probability, the most energetic individual should have a

metabolic rate that is intermediate between the maximum possible rate it can have

(E0) and a rate that is roughly midway between its actual rate and that of the

individual with the second-highest rate. Hence, roughly half of its share of probabil-

ity (1/N0) should lie with values of � > �max. Fortunately the rank distribution is not

very sensitive to the factor of 1/2 in the expression ½ N0.

Using Eq. 7.33, the remaining integral in Eq. 7.35 can be carried out by making a

change of variable: x¼ exp(�g), where g¼ l1þl2�. Dropping terms of order b2, this
results in (see Exercise 7.7):Z eCðrÞ

1

deCðeÞ �1� b
1� e�ðl1þl2eCðrÞ : ð7:36Þ

Equating this expression to the right-hand side in Eq. 7.35 allows us to write:

eCðrÞ ¼ 1

l2
log
� bN0 þ r � 1

2

r � 1
2

�
� l1
l2

: ð7:37Þ

The subscript on � is there to remind us that this is the rank-–metabolism relationship

for all the individuals in the community. This expression can then be readily

compared with rank–metabolism data.

A similar approach yields the rank–metabolism rate for the individuals in a species.

For this, we turn to the distributionY(�jn) in Eq. 7.34. Because it is defined over the
individuals within a species of abundance n, the rank values will extend from 1

(most energetic individual) to n (least energetic individual). The result is:
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eYðr; nÞ ¼ 1þ 1

l2n
logð n

r � 1
2

Þ: ð7:38Þ

The rank–abundance relationship corresponding to the species–abundance distribu-

tion given in Eq. 7.32 cannot be found in closed form because a closed-form

cumulative summation over the logseries distribution does not exist. To compare

the rank–abundance relationship obtained from Eq. 7.32 with observed abundances,

we can evaluate the cumulative summation numerically, however. A simple way to

do this with a spreadsheet is to enter in column A, integers, n, from 1 to N0. Column

B then lists the values of F(n) obtained by numerical evaluation of Eq. 7.32. Each

entry in column C is S0 times the cumulative sum of F from abundance 1 to

abundance n; because F is normalized to 1, the last entry in column C,

corresponding to n ¼ N0, will be S0. The expected values of the abundances of the

S0 species can now be read off from the values in column C. For example, the

expected abundance of the most abundant species will be that value of n such that

the cumulative sum in column C equals S0 – ½. That would be the abundance of the

rank ¼ 1 species. The next highest abundance (rank ¼ 2) will correspond to a

cumulative sum of S0 – 3/2, and so on. Typically, there will be more than 1 species

predicted to have n ¼ 1, as will be evident from an entry in column C in the row

corresponding to n ¼ 1 that is greater than ½. If, for example, the entry value is 3.5,

then that would indicate that the expected number of species with n ¼ 1 is approxi-

mately 4. If the entry were, say, 4, then there would be between 4 and 5 such species

expected.

If, instead of using this rather simple approach, one were to use software that

carries out a Monte Carlo sampling from the probability distribution, F, the results
would be nearly the same. If 1000 Monte Carlo runs are carried out from a

distribution that leads to a column-C entry of 4 in the n ¼ 1 row, then the average

yield of species with n ¼ 1 would be 4.

7.3.2 Implications: extremevaluesof nand e

From these rank distributions, some useful information can be derived. First, note

that the metabolic rate of the most energetic individual can be written down

immediately:

eC;max ¼ eCðr ¼ 1Þ � 1

l2
logð2bN0Þ: ð7:39Þ

It is also possible to predict the number of very rare species from knowledge of the

state variables S0 and N0. The reason is that the state variables determine b, and b
determines the function F(n). If we sample repeatedly from the discrete distribution

F(n), we expect that the number of species with abundance n will be approximately
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S0·F(n). Suppose we now ask: how many species in the community have no more

than, say, 10 individuals. This choice of 10 is simply an illustrative judgment about

what constitutes rarity and thus endangerment. Calling that number S(n 
 -10), we

derive from Eq. 7.32:

Sðn 
 10Þ ¼ S0
logð1=bÞ

X10
n¼1

e�bn

n
� S0

logð1=bÞ
X10
n¼1

1

n
� 2:93�S0

logð1=bÞ � 2:93�b�N0:

ð7:40Þ

Approximating the term e�bn in Eq. 7.40 with 1 is justified provided our choice of a

cutoff for rarity is � 1/b. For later reference, note that the predicted number of

singleton species (species with n¼ 1) is just bN0. The sum of the inverses of the first

m integers is approximately ª + log(m); Euler’s constant, ª � 0.577.

At the other extreme of abundance, the theory predicts the abundance, nmax, of the

most common species in the plot. We can write:

Xnmax

n¼1

FðnÞ �
Xnmax

n¼1

e�b�n

n�logð1=bÞ � 1� 1

2S0
: ð7:41Þ

The term on the right-hand side in this expression can be understood by the same

argument given following Eq. 7.35. If, as is usually the case, bnmax is not � 1, the

solution to Eq. 7.41 has to be determined numerically.

As shown above, the number of species with a single individual is predicted to be

simply bN0. From the representative values of the state variables in Table 7.2, it can

be seen that, even if N0 � S0, the number of rare species can be substantial. For

example, with S0 ¼ 256, N0 ~ 106, nearly 10% of the species are predicted to be

singletons. This might seem strange. After all, a species represented by only 1

individual should have a poor chance of existing very long. We have to recognize,

however, the nature of the prediction. We have taken a prescribed area, presumably

within some larger biome, and examined a plot of area A0, with state variables S0,
N0. If we were to double the area, we would double N0 and increase S0 more

modestly. Referring to Table 7.2 again, this implies that b·N0 increases but by less

than a doubling, because b decreases. Hence the fraction of species that are single-

tons, b·N0/S0� 1/log(1/b) decreases. As one increases the spatial scale of the census,
species that were singletons at small scale will tend to have more than 1 individual at

larger scale, but new singleton species will be seen. This would continue as scale

gets ever larger.

A problem does arise as scale increases and one approaches the entire area of a

biome. At that scale, singleton species are still predicted to occur, even though the

fraction of such species has decreased. This could be interpreted in one of three

ways. It might mean that the theory cannot be believed at such large scales. Or it

might mean that these predicted singletons are species on their way out of existence
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in that biome, to be replaced by other species that will become singletons for a while.

Or, it might mean that we should interpret “individuals” within the context of the

theory as mating pairs and that extreme rarity can persist longer than we might have

thought. Further study is needed to resolve this.

7.3.3 Predicted formsofotherenergyandmassmetrics

From Eq. 7.34, we can now obtain the predicted form of the energy metric ��(nj . . . )
in Table 3.2, the dependence on abundance of the average metabolic rate of the

individuals in a species:

�eðnjS0;N0;E0Þ ¼
Z
de�e�YðejnÞ � 1þ 1

nl2
: ð7:42Þ

Now we can see what the conditional variables are that ��(n) depends upon: precisely
the state variables in the combination (Eq. 7.26) that determine l2.

From Eq. 7.42, we can derive the form of n(��j . . . ) in Table 3.2, the distribution of
averaged metabolic rates across all species. First we note that from Eq. 7.42:

d�e
dn

� �1

n2l2
: ð7:43Þ

Hence, using Eq. 7.32:

nð�ejS0;N0;E0Þ ¼ Fðnð�eÞÞjðd�e
dn

Þ�1j � 1

logð1
b
Þ
� e

�bnð�eÞ

nð�eÞ �n2ð�eÞl2

¼ 1

logð1
b
Þ
�l2nð�eÞe�bnð�eÞ

ð7:44Þ

We see that the conditional variables determining the distribution of average

metabolic rates across species are the state variables in the combinations that

determine l2 and b.
To see more clearly the shape of this energy distribution, we use Eq. 7.42 to write:

nð�eÞ � 1

l2ð�e � 1Þ : ð7:45Þ

Substituting this into Eq. 7.44 gives us:

nð�ejS0;N0;E0Þ � 1

logð1bÞ
e
� b

l2ð�e�1Þ

ð�e � 1Þ : ð7:46Þ
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The term b/l2 in the exponent will be� 1, if E0� N0� S0 (see Table 7.1), which is
often the case. Equation 7.46 predicts a unimodal (ti.e. hump-shaped) distribution,

rising rapidly at small � – 1 to a value peaking at � ¼ b/l2, and then, for � � b/l2,
declining slowly, as 1/(� –1). Examples of this behavior are shown in Figure 7.1,

where the distributions are plotted against log (��) for several choices of the state

variables. Regardless of the values of the state variables, and therefore of b/l2, the
distributions plotted against log (��) exhibit an extended tail to the right of the mode.

Despite appearances that result from plotting the distribution against the logarithm

of ��, the distributions are each normalized to 1.
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Figure7.1 (a) The predicted function n(��) in Eq. 7.37 plotted against log (��) for three sets of
values of the state variables. For each combination of S0 and N0, the total metabolic rate E0 is

65,536. (b) Same as (a), but the logarithm of the distribution is plotted.
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To compare against data the predicted distribution, across species, of the meta-

bolic rates averaged over individuals within species, the rank versus metabolic-rate

distribution is needed. As with F, an analytically tractable cumulative integral over

�� of �(��) is not possible. Nevertheless, the same numerical procedure described in

Section 7.3.1 for evaluating the predicted rank–abundance distribution can be used

to work out the predicted rank versus metabolic-rate distribution. n(��) will be

properly normalized, if the values of �� are allowed to range between ��(nmax) and

��(nmin), where nmax and nmin are the limits of the range of n used in normalizing

F(n).
If a metabolic scaling relationship relates mass and metabolic rate, in the form

� ¼ mb, then the mass metrics in Table 3.2, æ(mjn0, . . . ), X(mj . . . ), m�(n0j . . . ), and
m(m�j . . . ) can all be derived using the formulas in Section 3.3.11 and the methods

presented in Box 3.2.

Table 7.3 presents the predicted functional forms for all the metrics derived from

R(n,�), evaluated under the assumption that the state variables are in the range where

the approximations made in Box 7.3 are valid; for the mass metrics X(m) and æ(m) in
the table, no assumptions are made about the dependence of � on m, but for m�(n)
and m(m�), the results in the table are based on the additional assumption that

some metabolic scaling power-law holds, so that � ¼ mb and d�/dm¼ b·m(b�1).

The implications of these results for the energy-equivalence principle and mass–

abundance relationships will be discussed in Section 7.5.

7.4 Solutions:P(n) andthemetricsderived fromit

In addition to the normalization condition, Eq. 7.10, a single additional constraint

can be imposed on the species-level spatial abundance distribution P(njA, n0, A0).

This constraint, expressed in Eq. 7.12, can be thought of as arising in either of two

ways. Either the abundance, n0 is known in advance because it is measured, or it is

chosen by drawing from the species–abundance distribution, F(n) which is known

from knowledge or estimation of the state variables S0, N0. For purposes of testing

the prediction for P(n), it is preferable to focus on situations where n0 is actually
measured, but in applications of Eq. 3.13 to predict the shape of the species–area

relationship, we often do not have knowledge of all the abundances, and so we rely

on draws from the species–abundance distribution.

Referring to the first entry in Table 6.1, and subsequent discussion, the MaxEnt

solution to maximizing:

IP ¼ �
Xn0
n¼0

PðnÞlogðPðnÞ: ð7:47Þ

under the constraints of Eqs 7.10 and 7.12, yields the distribution:
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PðnÞ ¼ 1

ZP
e�lPn: ð7:48Þ

The normalization summation can be carried out exactly, yielding the partition

function:

ZP ¼
Xn0
n¼0

e�lPn ¼ 1� e�lPðn0þ1Þ

1� e�lP
: ð7:49Þ

Table7.3 Predicted approximate functional forms for all the metrics derived from R(n,�). The
approximations leading to these entries are valid if e�S0 � 1. More generally, exact solutions

can be derived from the results in Section 7.3.

Metrics derived from R(n,�) Predicted Function Properties

Distribution of abundances
across species

FðnjS0;N0Þ � 1
logð1bÞ

� e�bn

n Monotonically declining
(logseries)

Distribution of metabolic
rates across all individuals
in community

�ðejN0; S0;E0Þ � l2�b� e�g

ð1�e�gÞ2 Monotonically declining

Distribution of metabolic
rates across the
individuals in a species
with n individuals

Yðejn; S0;N0;E0Þ � l2ne�l2nðe�1Þ Boltzmann distribution;
“temperature” ~ (º2 n)

–1

¼ (E0–N0)/(S0n)

Dependence on species
abundance of metabolic
rates averaged over
individuals within species

�eðnjS0;N0;E0Þ � 1þ 1
nl2

Metabolic rate ~ n–1

unless n exceeds ~ 1/l2,

Distribution of metabolic
rates averaged over
individuals within species

nð�ejS0;N0;E0Þ � 1
logð1bÞ

e
� b
l2ð�e�1Þ
ð�e�1Þ Unimodal, with left–

skewed mode (Fig. 7.1);
bl2 generally � 1 (see
Table 7.2).

Distribution of masses
across all individuals in
community

XðmjS0;N0;E0Þ �
de
dm

�l2�b� e�gðmÞ

ð1� e�gðmÞÞ2

Monotonically declining
in m if � increases with
increasing m; g(m) ¼
l1þ l2·�(m)

Distribution of masses
across the individuals in a
species with n individuals

rðmjn; S0;N0;E0Þ �
de
dm

�l2�n�e�l2nðeðmÞ�1Þ

Monotonically declining

Dependence of
individuals–averaged
masses on species’
abundance, n

�mðnjS0;N0;E0Þ � 1

ðl2 �nÞ1=b
�e�l2�n Monotonically declining;

(Assumes � ¼ mb)

Distribution of masses
averaged over individuals
within species

mð �mjS0;N0;E0Þ �
1

logð1
b
Þ
b

m�
e�b=ðl2 �mbÞ

Unimodal; (assumes nl2
� 1 and � ¼ mb)



Solving Eq. 7.12 then yields the Lagrange multiplier. To simplify the notation

somewhat, we define x ¼ e�lP , leading to:

�n ¼ n0A

A0

¼

Xn0
n¼0

nxn

Xn0
n¼0

xn
¼ x

1� x
� ðn0 þ 1Þ�xn0þ1

1� xn0þ1

� �
: ð7:50Þ

Consider the consequences of Eqs 7.48–7.50 for the situation addressed in Section 4.1,

where we examined how individuals are allocated between the two halves of a

bisected plot: A ¼ A0/2. The solution to Eq. 7.50 is lP ¼ 0 (x ¼ 1), for all n0, and Z
is now equal to n0þ1. Hence:

PðnjA0

2
; n0;A0Þ ¼ 1

1þ n0
: ð7:51Þ

In other words, our MaxEnt result is that the probability distribution describing the

division of individuals between the two halves of a plot is the uniform distribution.

Referring to Section 4.1 and Eq. 4.5, this is precisely the result we obtained from the

Laplace Rule of Succession and also from the HEAP model.

Turning to finer spatial scales, we now face a choice. One option is to solve

Eq. 7.48 at each scale and thereby determineP(n) at each scale. An alternative is to
iterate Eq. 7.49 recursively, just as we did with the HEAP model in Eq. 4.15. In this

case, we would obtain the HEAP distribution at all scales. With the first option, we

shall see that a particular form of a negative binomial distribution results; this is the

truncated negative binomial, which is normalized over a finite range of its argument.

The differences between the predictions of HEAP and the truncated negative

binomial are very small and generally not empirically distinguishable (see, for

example, Figures 4.1a and b). One merit in the non-iterative approach is that by

solving Eq. 7.50 at each scale, we allow the option of choosing any arbitrary value of

A/A0; we are not restricting the outcomes to areas, A, that differ from A0 by powers

of 2. This gives us more flexibility and avoids the inconvenience of having to invoke

special “user rules” (Ostling et al., 2003) to avoid cross-scale inconsistencies.

The two approaches differ in the way in which prior information is used. The

iteration process that results in the HEAP model for P(n), continually “upgrades”

information with each iteration. For example, the distribution of abundances, n, at
scale A0/4 makes use of the result at scale A0/2, which in turn derived from

knowledge only of the total abundance of the species at scale A0. In contrast, the

truncated negative binomial distribution result at scale A0/4, or at any other scale A,
derives solely from prior knowledge of the total abundance of the species at scale A0.

This possibility of obtaining different answers to the same question, depending on

what prior knowledge is assumed, is a very general feature of MaxEnt calculations;
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derived distributions depend upon the nature of the constraints imposed. Does this

mean that the HEAP distribution, which iterates the constraint, bisection by bisec-

tion and thus in some sense uses more prior information, is more accurate than the

truncated negative binomial? Or could it mean that inaccuracies proliferate through

the iteration process? We shall return to this issue later.

To explore the form of the truncated negative binomial distribution, consider first

the case in which A � A0. Numerical solution of Eq. 7.50 reveals that for all values

of n0, x
n0<<1 and so solutions to that equation are well approximated by:

x � �n

1þ �n
: ð7:52Þ

In the limit in which Eq. 7.52 is valid:

PðnÞ �
�n

1þ�n

� �n
1þ �n

¼
n0A

A0þn0A

� �n
A0þn0A

A0

ð7:53Þ

For later use, we note that when A � A0:

1�Pð0Þ � n0

n0 þ A0

A

ð7:54Þ

to a very good approximation.

The general METE solution for P(n) given by Eq. 7.48, and the particular

limiting solution given in Eq. 7.53, are nearly the same as the expression for the

negative binomial distribution in Eq. 4.16, for the particular case of Eq. 4.16 in

which k ¼ 1. The one difference is that in Eq. 7.48, the allowed values of n range

from 0 to n0, while the standard negative binomial distribution is defined over the

range from 0 to 1. The consequences of this distinction between the two binomial

distributions has been discussed by Conlisk et al. (2007b).

When A is not � A0, and n0 is sufficiently small, Eq. 7.52 is no longer a good

approximation and numerical solutions to Eq. 7.48 are needed. Some worked-out

x-values are given in Table 7.4.

We next explore three consequences of our results in Sections 7.3 and 7.4. First

we look at the forms of the species–area relationship and the “collector’s curve”

(Section 3.3.7) that are predicted from the distributions R and P. Then we examine

the implications of the results in Table 7.3 for the energy-equivalence and the

Damuth rules that were introduced in Section 3.4.10.

For the same reasons given for testing the probability distributions F,C,Y, and n
using rank-order comparisons, it is preferable to testP(n) against data by comparing

the observed and predicted rank versus cell-occupancy values. Box 7.5 derives the

predicted rank versus occupancy relationship that is applicable when either A� A0,

or n0 � 1, so that Eq. 7.53 s a good approximation.
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Tables7.4 Values of x¼ e�l— calculated by the exact Eq. 7.50 and the approximate Eq. 7.52.

n0

A ¼ A0/4
Eq. 7.50

A ¼ A0/4
Eq. 7.52

A ¼A0/8
Eq. 7.50

A ¼ A0/8
Eq. 7.52

A¼ A0/16
Eq. 7.50

A¼ A0/16
Eq. 7.52

1 .333 .200 .125 .111 .067 .059
2 .434 .333 .220 .200 .115 .111
4 .568 .500 .344 .333 .201 .200
8 .707 .667 .505 .500 .334 .333
16 .823 .800 .669 .667 .500 .500
32 .901 .889 .801 .800 .667 .667

Box 7.5 The rank–occupancy relationship for P(n)

We seek an expression for n— (r), where r¼ rank, in analogy to Eqs 7.35 and 7.37. Rank, r,
extends from 1 to A0/A because we are examining the distribution of cell occupancy values
over the A0/A cells of area A. Following the same reasoning as in Section 7.3.1, we write
the rank versus cell occupancy relationship as:

XnPðrÞ
n¼0

PðnÞ ¼1� ðr � 0:5Þ
A0=A

: ð7:55Þ

Note that the right-hand side of this equation is largest when r is smallest; in other
words, we are taking the lowest rank, r ¼ 1, to correspond to the largest occupancy value.
Assuming A << A0 or n0 >> 1, we can use Eq. 7.53 to derive:

XnPðrÞ
n¼0

PðnÞ ¼ 1

1þ �n

XnPðrÞ
n¼0

ð �n

1þ �n
Þn ¼1� ð �n

1þ �n
ÞnPðrÞþ1; ð7:56Þ

where:

�n ¼ n0
A

A0

: ð7:57Þ

Equations 7.54 and 7.56 lead to:

nPðrÞ ¼
logðr�0:5

A0=A
Þ

logð �n
1þ�nÞ

� 1; ð7:58Þ

which can be compared directly with data. Using an Excel spreadsheet to evaluate
Eq. 7.58 for various assumed values of n0 and A0/A, you can readily show that to ensure
that the sum of the predicted abundances is n0, the values of nP obtained from Eq. 7.58
should be rounded up to the nearest integer value. This also ensures that all predicted
abundances are non-negative.
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When A< A0/2, the quantity x¼ exp(–l—) in Eq. 7.48 is< 1, when A¼ A0/2, x¼
1, and when A > A0/2, x > 1. Equations 7.50–7.53 are good approximations when A
� A0, and it turns out there is also a good analytical approximation to P(n) in the

other limit in which A ! A0. Because x will greatly exceed 1 in that limit, Eq. 7.50

simplifies to:

�n ¼ n0
A

A0

� x

1� x
þ n0 þ 1 ð7:59Þ

or

x � 1þ 1

n0ð1� A
A0
Þ : ð7:60Þ

For A ~ A0, Z is readily shown to be well approximated by xð1þn0 Þ=ðx � 1Þ. For later
use, we note here that P(n0jA, n0, A0), the probability that all n0 individuals are

found in a cell of area A ¼ A0(1 – d), where d � 1, is:

Pðn0jA0ð1� dÞ; n0;A0Þ � x� 1

x
� 1

1þ d�n0 : ð7:61Þ

Also, 1 – P(0jA, n0, A0), the probability of presence in A, is readily shown to be

Pð0jA0ð1� dÞ; n0;A0Þ � 1� 1

xn0
: ð7:62Þ

7.5 Thepredictedspecies^arearelationship

Suppose that you wish to know the number of species of plants, or in some other

taxonomic group, inhabiting some area, which might be an entire biome, such as the

Amazon or the Western Ghats of India, or perhaps just a square kilometer of a

particular habitat. Your prior knowledge might consist of the number of species and

individuals in a sample of smaller plots within that larger area. This is the problem of

up-scaling species’ richness. The same theory we use below to up-scale can equally

be used to down-scale: to predict the number of species found on average in small

plots from knowledge of species’ richness in a larger area containing those small

plots.

The down-scaling problem is in one sense not very interesting; you probably

would not know the number of species in a large area without also knowing the

number in small plots nested within that large area. But because we shall use the

same theory to both up-scale and down-scale, we can use either up- or down-scaling

to test theory. Here we develop the equations that can be used to do either, and then

return in Chapter 8 to test the predictions.

Our strategy is to begin with Eq. 3.13, which relates the number of species in area

A to the number in area A0. Whether we are up- or down-scaling, we always use a
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notation in which A < A0. For down-scaling, we begin with empirical knowledge of

S0 and N0 in A0 and then use Eq. 3.13 to predict S�(A) for A < A0. The notation S� (A)
refers to the average of species’ richness over some number of cells of area A. For
down-scaling, S�(A)would be the predicted average over all cells of area A. For up-
scaling, S�(A) would in most practical cases be an average over some subset of cells

of area A for which empirical values of species’ richness are available and we use

Eq. 3.13 to infer S0 ¼ S(A0) for values of A0 > A. We call whichever scale at which

we have prior empirical knowledge of S and N the “anchor scale.”

The two choices we saw in in Section 7.4 for predicting the spatial abundance

distributionP(n) now translate into two choices for calculating the form of the SAR.

On the one hand (Method 1 below) we can down- or up-scale by doubling or halving

area at each step, and re-adjusting the species–abundance distribution using the new

information about S and N at each scale change. In that case, we only require

knowledge of P(njA, n0, A0) for values of A ¼ ½ A0. An alterative method is to

assume the METE form for the species-level spatial abundance distributionsP(njA,
n0, A0) at every scale ratio, A0/A, of interest. In this case, we then up- or down-scale

using the species-level spatial abundance distributions for arbitrary scale ratios,

A/A0. The details of this second method are presented in Appendix C.

7.5.1 Predicting the SAR:Method1

We first set up the down-scaling problem. Suppose we know there are S(A) species
and N(A) individuals in area A and we wish to know the average of the species’

richness values in a large number of plots of area A/2 nested within A. Note that we
are not restricting a plot of area A/2 to necessarily be the left or right, or top or

bottom, half of A. Because here and in what follows, the Lagrange multiplier, b, will
be evaluated at different scales, we write it as b(A) to make the scale at which it is

evaluated explicit. Note that from Eq. 7.27 or 7.30, b(A) is uniquely determined by

S(A) and N(A).
If we use Eq. 7.51 to write P(njA0/2, n0, A0) ¼ 1 – 1/(n0þ1) ¼ n0/(n0þ1), and

substitute that result along with Eq. 7.27 into Eq. 3.13, we can relate S�(A/2) to S(A)
and N(A):

�SðA=2Þ ¼ �SðAÞ
XNðAÞ
n¼1

n

nþ 1
� 1

logð 1
bðAÞÞ

� e
�bðAÞn

n
: ð7:63Þ

Here, for simplicity, we have dropped the subscript on the summation variable n0.
Also note that here we have written S�(A), not S(A), even though at scale Awe assume

that there is a specified value for S. The reason is that we will shortly use this

expression at arbitrary scale transitions, not just ones in which at the larger scale we

have exact information. In those situations, only the average species’ richness at
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both the larger and smaller scales can be known. For convenience we will use the

symbol N(A), not N�(A) at every scale.

Using Eq. 7.27, the summation can be carried out exactly (Exercise 7.8), yielding:

�SðA=2Þ ¼ �SðAÞebðAÞ � NðAÞ 1� e�bðAÞ

e�bðAÞ � e�bðAÞðNðAÞþ1Þ ð1�
e�bðAÞNðAÞ

NðAÞ þ 1
Þ: ð7:64Þ

With S�(A/2) determined, S�(A/4) then be determined by iteration of Eq. 7.64. To do

this requires calculating b(A/2), which can be done because it is determined by the

now-estimated S�(A/2) and by N(A/2). Nmust scale linearly with area, as can be seen

by considering that the sum of the abundances in the two halves of A must be N(A).
Hence N(A/2) ¼ N(A)/2.

When N� S�� 1, Eq. 7.64 can often be simplified because then b� 1, and e�	N

� 1(see Table 7.1). Hence:

�SðA=2Þ � �SðAÞ � NðAÞbðAÞ: ð7:65Þ

Using Eq. 7.30, Eq. 7.65 can be rewritten as:

�SðA=2Þ � �SðAÞ �
�SðAÞ

logð 1
bðAÞÞ

: ð7:66Þ

Note that the right-hand side of Eq. 7.66 is always < S�(A), if b < 1.

If we now express the species area relationship in the form S�(A) ~ Az, but allow z
to be scale-dependent, we can write:

�SðAÞ ¼ 2zðAÞ �SðA=2Þ: ð7:67Þ

Then from Eq. 7.66, it follows (Exercise 7.9) that:

zðAÞ �
logð logð1=bðAÞÞ

logð1=bðAÞÞ�1
Þ

logð2Þ : ð7:68Þ

If b is sufficiently small, so that log(1/b) � 1, then Eq. 7.68 can be further

simplified:

zðAÞ � 1

logð2Þ�logð1=bðAÞÞ : ð7:69Þ

Provided S� 1 and b� 1 remain true as Eq. 7.64 is iterated to finer scales, Eq. 7.69

remains valid and it provides a general expression for the scale dependence of z.
Because b(A) is, to a very good approximation, a function only of the ratio S�(A)/N(A),
if the inequalities hold (see Table 7.2), Eq. 7.69 informs us that species–area
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relationships should all collapse on to a universal curve if log(S�(A)) is plotted against
the variable log[N(A)/S�(A)] instead of against the usual variable log(A). Stated
differently, METE predicts that the value of N/S� at some specified scale determines

the shape of the SAR at larger or smaller scales.

Figure 7.2 illustrates this concept of scale collapse. The large graph shows three

made-up species–area curves, all plotted as log(S) versus log(area). They clearly

have different shapes, and in fact at any given value of area, the largest and smallest

slopes differ by almost a factor of two. The curves differ by amounts that are not

atypical of actual SARs. In parentheses, the values of S and N are given for one data

point on each curve. These three data points were chosen because they all share a

common value of N/S (equal to 50). The inset graph plots slope z against log(N/S).
The filled circle corresponds to all three of the data points with N/S ¼ 50, the ones

labeled on the larger graph. The three data points “collapse” onto a single data point,

the filled circle, when plotted against log(N/S) rather than against area. The unfilled

circles on the inset graph correspond to other groups of points on the SARs with

common values of N/S.
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Figure 7.2 The concept of scale collapse. The main graph shows three SARs, each with a

different shape symbol. The SARs appear to be unrelated to each other. The labels (x, y) on

the filled data point on each SAR give the values of S and N for that.datum. The data points

that were filled were selected because the slope of each SAR (tangent to the curve) is the same

(0.21) for all three curves at those points. The inset graph shows slope, z, versus log(N/S) at
three values of N/S. The filled data point on the inset corresponds to the three filled data points
on the SARs. METE predicts that all SARs share a common slope at a common value of N/S,
and that is the meaning of scale collapse.
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The essential point is that all SARs are predicted to have the same shape, differing

only in the scale at which they share a common N/S� value and the actual number of

species at that value. Thus we predict that all SARs are scale displacements of a

universal SAR shape. Chapter 8 tests this prediction.

The scaling relationship for z(A) is of particular interest when Eq. 7.64 is used for
up-scaling, because then the requisite inequalities hold to a better and better approx-

imation as area increases. The reason is that S is now increasing with each iteration,

and because N increases linearly with area, while S� increases less steeply, the ratio S�/
N, and hence b, decreases with increasing area. So, if the inequalities are satisfied at
some anchor scale, they will hold increasing well as area increases.

The up-scaling procedure is slightly more complicated than the down-scaling

procedure because now both Eq. 7.27 and Eq. 7.64 have to be solved simultaneously.

To see why, assume that from censusing a sample of plots of scale A within some

much larger biome of area A0, we have an estimate of S�(A) and N�(A). We now wish

to estimate S�(2A), so we iterate Eq. 7.64 to give us:

�SðAÞ ¼ �Sð2AÞebð2AÞ � Nð2AÞ 1� e�bð2AÞ

e�bð2AÞ � e�bð2AÞðNð2AÞþ1Þ ð1�
e�bð2AÞNð2AÞ

Nð2AÞ þ 1
Þ: ð7:70Þ

To determine b(2A), we use Eq. 7.27:

�Sð2AÞ
Nð2AÞ

XNð2AÞ
n¼1

e�bð2AÞn ¼
XNð2AÞ
n¼1

e�bð2AÞn

n
: ð7:71Þ

Equations 7.70 and 7.71 comprise two coupled equations for the two unknowns

b(2A) and S�(2A) and can be readily solved numerically. The knowns are S�(A) and
N(2A) ¼ 2N(A). Iteration can be carried out up to an arbitrarily large spatial scale.

Excel can no longer do the job, but the other mathematical software listed above can.

Equations 7.70 and 7.71 are the equations we will use to test the SAR prediction

fromMETE. However, an alternative procedure is possible (method 2) based on using

the species-level spatial abundance distribution at arbitary scale, rather than just

assuming its results for a single bisection. The lengthy details are presented in

Appendix C. It is worth noting that the results for method 2 differ only slightly

from the method 1 results.

7.5.2 The specialcase of S�(A) for1 ^A/A0�1

For areas, A, that are only slightly smaller than A0, we can approximate the

dependence of species’ richness on area. This, and the related endemics–area

relationship (Section 7.7), are of interest for evaluating species’ richness in areas

that remain after habitat is lost.
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How does species’ richness depend on area for areas, A, that are only slightly

smaller than A0, or in other words for the case in which A¼ A0(1 – d), where d� 1?

From Eqs 3.13, 7.68, and 7.70, the number of species in a cell with area A, can be

approximated as:

�SðAÞ �
�SðA0Þ
logð1bÞ
XN0

n¼0

e�bn

n
ð1� 1

ð1þ 1
d�nÞn

Þ: ð7:72Þ

This complicated-appearing summation is intractable analytically, but numerical

evaluation of the result for a variety of values of d, b, and N0 reveals that, to a very

good approximation, the following result holds:

SðAÞ � �SðA0Þð1� d
logð1bÞ

Þ: ð7:73Þ

Thus, for d ¼ 1 – A/A0 � 1, S�(A) is a linear function of A/A0 with proportionality

constant equal to 1/log(1/b). The A-dependence of log (1/	) is relatively weak.

7.6 The endemics^arearelationship

The endemics–area relationship, E�(A), was defined in Section 3.3.8. Equation 3.8

determines the relationship in terms of the species-level spatial abundance distribu-

tions, P(n), and the species–abundance distribution, F(n). For A � A0, so that Eq.

7.51 is valid, we can substitute Eqs 7.30 and 7.51 into Eq. 3.8, to obtain:

�EðAÞ � S0

logð1bÞ
XN0

n¼1

e�bn

n

A0

nAþ A0

ð nA

nAþ A0

Þn: ð7:74Þ

Where the � sign is used because we are assuming that bN � 1 and exp(–S0) � 1

(so that the normalization constant in the logseries distribution is well approximated

by 1/log(1/b), and also that A � A0.

A good analytical approximation to Eq. 7.74, valid if A � A0, is:

�EðAÞ � AS0

A0logð1bÞ
: ð7:75Þ

In practice, Eq. 7.75 is a quite accurate approximation to Eq. 7.74 if A < A0/10.

Another limit in which we can find a useful analytical approximation to the EAR

is for values of A that exceed A0/2. Letting A ¼ A0(1 – d), where d � 1, and using

Eq. 7.59, we have:
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�EðAÞ � S0

logð1bÞ
XN0

n¼1

e�bn

n

1

1þ d�n : ð7:76Þ

Although this summation cannot be carried out in closed form, if b < d, then a good
approximation to Eq. 7.74 is:

�EðAÞ � S0
logð1bÞ

logð1
d
Þ: ð7:77Þ

Because for actual datasets, b is nearly always < 0.01, this approximation is usually

valid for areas A that are as large as 99% of the total area A0.

Finally, we observe that another way to derive the EAR is to note that if A0 is

divided into two pieces, of area A and A0 – A, then S(A0)¼ E�(A)þ S�(A0 – A). Hence,
E�(A) ¼ S(A0) – S�(A0 – A). Using our derived expression for the SAR, the EAR is

determined. A problem with this approach arises when method 1 (Section 7.5.1) is

used to calculate the SAR. If the cell of area A is a small plot in the center of a large

plot of area A0, then the area A0 – A is doughnut-shaped. The theory for scaling

species’ richness based on doubling or halving the size of some initial plot will never

produce such shapes. But for the situation in which A¼½ A0, and the two A-cells are
taken to be the two halves of A0, then this approach works, and we obtain:

�EðA0=2Þ ¼ SðA0Þ � �SðA0=2Þ: ð7:78Þ

If S(A0/2) and E�(A0/2) and are evaluated using Eqs 3.13 and 3.14, with the exact

expression for P(njA0/2, n0, A), it can be shown that Eq. 7.78 is an identity

(Exercise 7.10).

7.7 Thepredictedcollector’s curve

We can also extract the shape of the collector’s curve from the predicted form of the

species’ abundance, Eq. 7.32. Recall that the collector’s curve describes the rate of

accumulation of species as individuals are randomly sampled from the individuals’

pool. If sampling is carried out without replacement, then the shape of the collector’s

curve, S�(N) is identical to the shape of the species–area relationship, S�(A), that would
be obtained if individuals are randomly distributed on a landscape. The reason is that

sampling a larger area is the same as sampling a larger number of individuals.

In Box 7.6, we show that for the case N/N0� b0, corresponding to the sampling of

only a small fraction of all the individuals, species accumulate at a rate that is equal

to sample size: S�(N) � N (Eq. 7.86).

At larger N, with N/N0 � b0, but N/N0 still � 1, we derive:
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�SðNÞ � a1 þ a2logðNÞ; ð7:79Þ
where

a1 ¼ S0ð1� logðN0Þ
logð1=b0Þ

Þ;

a2 ¼ S0
logð1=b0Þ

:
ð7:80Þ

Using Eq. 7.30, we see that Eq. 7.80 can be rewritten as a2 ¼ b0N0, showing that

the dependence of the collector’s curve on N at intermediate values of N and the

dependence of species’ richness on area are, respectively, proportional to log(N) and
log(A).

To summarize the predicted collector’s curve: as N increases, the collector’s

curve transitions from linear to logarithmic.

Finally, as N ! N0, the full expression in Eq. 7.84 in Box 7.6 must be used.

7.8 Whenshouldenergy-equivalence andtheDamuth
relationshiphold?

The notion of energy-equivalence was introduced in Section 3.4.10. One formulation

of energy-equivalence asserts that the average metabolic rate of the individuals in a

species with abundance n is proportional to 1/n, implying that the total metabolic rate

of all individuals in a species is independent of its abundance. In other words, under

energy-equivalence all species utilize equal shares of the total E0. The related Damuth

rule, asserting that the mass of individuals in a species varies as the inverse 4/3 power

of the abundance of the species, would follow from the formulation of energy-

equivalence given above, if the metabolic scaling rule � ~ m3/4 were valid.

Empirical support for either energy-equivalence or the Damuth rule is mixed.

Patterns in the relationship between organism mass and abundance were reviewed

by White et al. (2007). Their findings were summarized in Section 3.4.10, but

interested readers should refer to their paper for details. Energy-equivalence has

also been examined for plant communities by Enquist and colleagues (Enquist et al.,

1999; Enquist and Niklas, 2001). They estimate metabolic rate from organism mass

using the 3/4 power metabolic scaling rule. To estimate the mass of, say, a tree, they

assume an allometric relationship between a quantity such as basal area, which is

relatively easy to measure, and tree volume, which is not. Thus the validity of

energy-equivalence becomes entangled with the validity of both the metabolic

scaling law and the assumed allometric relationship. Ubiquitous and consistent

support for either energy-equivalence or the Damuth rule is lacking, and yet there

does appear to be support for the notion that there is an inverse relationship between

abundance and either mass or energy, for at least many, if not all, groups of taxa,

types of ecosystems, and scales of analysis.
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Box 7.6 Derivation of the collector’s curve

We start with the formula (Eq. 3.13) for the SAR in terms of the spatial distributionP, and
F(n), the species–abundance distribution. Then, using the Coleman random placement
result forP(0) (Eqs 4.1 and 4.2), and the METE prediction for F(n) (Eq. 7.32), we get for
the shape of the collector’s curve:

�SðNÞ ¼ S0
XN0

n¼1

½1�ð1� N

N0

Þn	 e�b0n

n�logð1=b0Þ
: ð7:81Þ

Using ab ¼ eb·log(a), and the normalization condition on F(n), this can be rewritten in the
form:

�SðNÞ ¼ S0
XN0

n¼1

½1�en�logð1�N=N0Þ	 e�b0n

n�logð1=b0Þ
¼ S0 � S0

XN0

n¼1

e�n½b0�logð1�N=N0Þ	

n�logð1=b0Þ
: ð7:82Þ

Because N0b0 >> 1, it follows that N0[b0 – log(1 – N/N0)] >> 1, and so the summation
on the right-hand side of Eq. 7.82 can be carried out to a good approximation:

�SðNÞ � S0 � S0
logð1=½b0 � logð1� N=N0Þ	Þ

logð1=b0Þ
: ð7:83Þ

Using log(a·b) ¼ log(a) þ log(b), and log(a) ¼ -log(1/a), this becomes:

�SðNÞ�S0þS0
log½b0�logð1�N=N0Þ	

logð1=b0Þ
¼S0þS0

log½b0ð1�ð1=b0Þlogð1�N=N0Þ	
logð1=b0Þ

¼S0
log½1�ð1=b0Þlogð1�N=N0Þ	

logð1=b0Þ
: ð7:84Þ

Using log(1þ a) � a if a << 1, we can simplify Eq. 7.84 if N/N0 << 1:

�SðNÞ � S0
log½1þ N=ðb0�N0Þ	

logð1=b0Þ
: ð7:85Þ

We now consider two cases. First let N/N0 << b0. Then:

�SðNÞ � S0�N
N0�b0�logð1=b0Þ

� N; ð7:86Þ

where we have used Eq. 7.30 to simplify the expression above. Because b0 is generally
much smaller than 1, this limit corresponds to very small values of N/N0, and thus applies
to the first individuals collected. Thus the collector’s curve starts out linear in N; each new
individual is, at first, likely to be selected from a different species.
Second, at larger N, with N/N0 >> b0, but N/N0 still << 1, we have from Eq. 7.84:
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METE predicts the conditions under which energy-equivalence should or should

not be valid. To see this, start by multiplying the expression for Y(�jn) in Eq. 7.34

(the distribution of metabolic rates across individuals of a species with abundance n)
by n*� and integrating over �, to derive an expression for the total metabolic rate for

all the individuals in a species with abundance n:

n�e � nþ 1

l2
: ð7:89Þ

Eq. 7.89 bears a resemblance to Eq. 7.26, rewritten as E0/S0 ¼ N0/S0 þ 1/l2. This is
because E0/S0 is the average total metabolic rate per species, and N0/S0 is the average
abundance per species. The two expressions assert different things, however;

Eq. 7.26 is a community-level relationship that determines the value of the Lagrange

multiplier l2 from the state variables S0 and E0, while Eq. 7.89 tells us that if a

species with abundance n is selected from the species list, and if n � 1/l2, then the

total metabolic rate of all the individuals in that species, n��, is independent of n. In
other words, the subset of all the species that have abundances n� 1/l2 all have the
same total metabolic rate, 1/l2. This is the energy-equivalence principle discussed in
Section 3.4.10.

The necessary and sufficient condition for energy-equivalence to hold, that n�� is
independent of n, can be re-expressed as 1/l2 ¼ (E0 � N0)/S0 � n. So we can now

formulate the prediction:

1. The class of species that obey energy-equivalence is the class of species with

abundance n � 1/l2 ¼ (E0 – N0)/S0.

Box 7.6 (Cont.)

�SðNÞ � S0
log½½N=ðb0�N0Þ	

logð1=b0Þ
¼ a1 þ a2logðNÞ; ð7:87Þ

where:

a1 ¼ S0ð1� logðN0Þ
logð1=b0Þ

Þ;

a2 ¼ S0
logð1=b0Þ

ð7:88Þ

Hence, as N increases, the collector’s curve transitions from linear to logarithmic.
Finally, as N ! N0 the full expression in Eq. 7.84 must be used.
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We can go further, however. In general, for any ecosystem we would not expect

there to be any necessary relationship between the distribution of metabolic rates

across the species from a taxonomic group found in the ecosystem, and across the

individuals in those species, but in fact METE does lead to such a relationship. To

see this, again consider the function Y(�jn). Equation 7.34 informs us that it is an

exponentially decreasing function of metabolic rate, �, with the decay constant given

by l2n. Thus, the bigger l2n, the steeper is the distribution, and when l2n � 1, the

distribution will be relatively flat. In other words, the metabolic rates of the indivi-

duals in the species with abundance n � 1/l2 ¼ (E0 –N0)/S0 will span a wide range

of values. These are the species predicted to obey energy-equivalence. In contrast,

for species in which n � 1/l2 ¼ (E0 – N0)/S0, and energy-equivalence fails, the

metabolic rates of the individuals will be clustered around small values.

The latter case might seem like it is trivially forced by energy conservation. To

see that it is not, consider the following hypothetical set of state variables: S0 ¼ 200,

N0 ¼ 10,000, E0 ¼ 20,000. For that community, l2 ¼ 200/(20,000 – 10,000)¼ 0.02.

Within the community, a species with abundance n ¼ 2000 could exist, and for that

species l2n ¼ 40 � 1. Hence the metabolic rates of the individuals are predicted to

all cluster tightly around the minimum value � ¼ 1. An individual with � ¼ 2 would

have a probability of less than e�40 of the probability of an individual with � ¼ 1.

Yet, in principle, were METE to fail significantly, the species could have individuals

with metabolic rate as high as ~ E0 – N0 �min ¼ 10,000.

So we are led to the second prediction:

2. The class of species that should obey energy-equivalence is the class of species

whose individuals span a relatively wide range of metabolic rates.

Body sizes and metabolic rates of individuals are strongly and positively corre-

lated, at least approximately by a power-law scaling relationship � ¼ mb, with

evidence for the special value b� 3/4. Assuming only a general positive relationship

between mass and metabolism, our two predictions can be re-expressed with body

size substituted for metabolic rate. Stated that way, we can then make a third

prediction, which follows from the first two, and surprisingly relates intra-specific

variability in body size to interspecific variability:

3. Communities in which there is large (small) size variation across species will be

comprised of species with large (small) size variation across life stages.

While these three predictions are formulated somewhat qualitatively, with

phrases like “differ most,” “wide range,” the explicit forms of the mass and energy

metrics in Table 7.3 provide the precision that can in principle be used for hypothesis

testing. Given the complexity of ecosystems, the imprecision embodied in most

macroecological datasets, and the unlikelihood that our MaxEnt theory could possi-

bly be accurate to high precision, I suspect that the qualitative formulations are all

that can reasonably be expected to be validated.
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Note that even ifE0�N0� S0, however, so that l2 is small compared to S0/N0¼ 1/

<n> there could be some species in the systemwith abundance n that is comparable to

or greater than 1/l2 and for those species energy-equivalence is predicted not to hold.
The bottom line here is that the energy-equivalence (or the Damuth rule) should

not hold for species in which metabolic energy rates (or masses) vary only a little

across individuals within a species, and that class of species should exhibit relatively

low variability in body size across species. Those species should be outliers on

graphs showing the central tendency in the relationship between mass and abun-

dance or metabolic rate and abundance.

From an evolutionary/physiological perspective this predicted connection

between taxa that vary in size over their lifespan, and taxonomic groups within

which species vary greatly in size, makes sense. Species whose individuals vary

greatly in size over the life cycle of an individual (trees are the best example) clearly

possess the capacity to function over a wide range of body sizes under the set of

constraints and advantages that result from being that species. From this we may

infer that if a lineage of such a species splits, individuals in the resulting two lineages

could, in principle, differ somewhat more in body size (at a comparable level of

ontogeny) than would individuals in the two lineages resulting from a species with a

tightly size-constrained body plan. Thus species radiating from the former type of

species would exhibit a wider range of average body sizes.

7.9 Miscellaneouspredictions

In Sections 7.4–7.9 the major predictions of METE are presented: the species-level

spatial abundance distribution,P(n), across spatial scales; the species–area relation-
ship, S(A); the species–abundance distribution, F(n); the collector’s curve; and all

the energy and mass metrics listed in Tables 3.2 and 3.3. Not discussed were:

� Range–abundance distributions, B(Ajn0, A0)

� Metrics that describe correlations, including C(A, D), X�(A, DjS0, A0), Ripley’s K,

and the O-ring metric.

� Linkage distributions, L(l).
� Dispersal distributions, D(Djn0,A0).

Predictions for the first of these are readily derived fromP(n) and F(n). The form of

B(A) follows immediately from Eq. 3.7.

I return to the question of what MaxEnt can inform us about spatial correlations in

Chapter 11.

Linkage distributions in any sort of network, including trophic webs or plant–

pollinator networks, can be inferred from MaxEnt if prior knowledge of the total

number of nodes (S0, for example, in a food web) and the total number of linkages,

L0, are known. Then, from the mean number of linkages per node, exponential
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linkages distributions are predicted (Williams, 2010). That is, the distribution

L(l)~e–ºLl is predicted.
In some cases more detailed knowledge of the number of species at different

trophic levels might be available, and then, if the total number of linkages connect-

ing to each trophic level is also known, distinct exponential distributions for the

numbers of linkages at each level are predicted.

If dispersal distributions are assumed to determine, mechanistically, the observed

or predicted shapes of species-level spatial abundance distributions, P(njA, n0, A0),

then the predicted shapes of dispersal distributions can be inferred. An example of

this, for the HEAP model spatial abundance distributions, is given in Harte (2006).

Hence, for the iterated METE prediction for P(n), which is just the HEAP model

prediction, dispersal distributions are predicted. A similar prediction for the non-

iterated (bounded negative binomial) P(n) could, in principle, be derived.

7.10 Summaryofpredictions

Here is a summary of the major predictions of METE.

1. The species-level spatial abundance distribution is identical to the uniform

distribution predicted by the HEAP at the spatial scale of a cell bisection:

P(njA ¼A0/2, n0, A0) ¼ (1þn0)
�1. At finer scales, METE predictes either an

exponential (Boltzman) distribution or, if the bisection result is iterated, the

HEAP distribution. From the abundance distribution the collector’s curve is

derived: S(N) ¼ N for N/N0 � b and S(N) ~ log(N) for b < N/N0 � 1.

2. Species–abundance distribution. F(n) is predicted to be a Fisher logseries

distribution: F(njS0, N0) ¼ (c/n)·exp(-b·n). Here c is a normalization constant

and b is a function of S0 and N0 given by the solution to the exact Eq. 7.27, and

usually to a good approximation by the solution to Eq. 7.30. The number of

species predicted to have a single individual is b·N0, while the number

predicted to have less than or equal to nc individuals (when bnc is � 1) is

bN0 times the sum of the inverses of the first nc integers, or approximately

b·N0·(log(nc)þ1).

3. Species–area relationship. If the SAR is written in the form S(A)¼ c·Sz(A), z(A)
is predicted to depend on the state variables at scale A as shown in Eq. 7.68.

Recalling that N(A) is propotional to A, this gives rise to a universal shape for

the SAR, in which plots of S(A) against N/S exhibit a scale collapse onto a

universal curve. This notion of scale collapse is explained in Figure 7.2.

4. Metabolic rate distributions. The predicted rank–metabolism relationship for

all the individuals in a community is given by Eq. 7.37. The distribution of

metabolic rates over the individuals within each species is a Boltzman distri-

bution (Eq. 7.34), which decreases monotonically with metabolic rate; in

contrast, the distribution across species of the intra-specifically-averaged met-

abolic rates is unimodal (Eq. 7.46). The most energetic individual in the
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community is predicted to have a metabolic rate given by ��,max ¼ log(2bN0)/

l2. Predicted mass distributions will depend on the form of the relationship

between mass and metabolic rate, �(m).
5. Energy-equivalence principle. The product of abundance times average meta-

bolic rate is predicted to be independent of abundance for those species with

abundance n0 < (E0 – N0)/S0. Communities of plants or mammals or birds in

which there is large (small) size variation across species will be comprised of

species with large (small) size variation across life stages.

7.11 Exercises

Exercise 7.1

Derive Eqs 7.16 and 7.17.

Exercise 7.2

Derive Eq. 7.19.

Exercise 7.3

Derive Eq. 7.20.

Exercise 7.4

Show that Eq. 7.26 follows from Eqs 7.19 and 7.20, if all terms with e�s are

dropped.

Exercise 7.5

Explain why l2 as given by Eq. 7.26, is never negative (in other words explain why

N0 can never exceed E0).

Exercise 7.6

Derive Eqs 7.32–7.34 under the assumptions stated in the text.
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Exercise 7.7

Derive Eqs 7.36–7.38.

Exercise 7.8

Derive Eq. 7.64.

Exercise 7.9

Derive Eq. 7.68.

Exercise 7.10

Show that Eq. 7.78 is an identity.

176 � The maximum entropy theory of ecology (METE)



8
TestingMETE

Numerous tests of METE predictions for spatial abundance distributions,
community-level abundance distributions, species^area relationships, and
endemics^area relationships were presented in Harte et al. (2008, 2009).
Only a few of these are included here; the emphasis is on predictions of
METE that were not hitherto tested.While observed patterns in macroecology
generally resemble the predictions of METE, deviations do arise; systematic
trends in these deviations are noted and their implications are discussed.

8.1 Ageneralperspective ontheoryevaluation

Evaluating the absolute or the relative-to-other-theories “goodness” of a theory is

not an easy task. Theories differ, in the number of adjustable parameters that they

contain, and thus in the degree to which they can be flexibly tuned to fit empirical

data. They also differ in their comprehensiveness . . . the number of distinct phenom-

ena that they purport to describe. For those reasons, comparisons among different

theories, leading to determination of the “best” one, are not straightforward. Statis-

tical procedures do exist for taking into account the number of fitting parameters,

with the aim of penalizing highly parameterized models or theories (see, for

example, Akaike, 1974), but there is no single, unambiguously best procedure for

doing so. Moreover, no formal procedures currently exist for evaluating the best

theory among a group of theories that predict the forms of differing numbers of

metrics with differing levels of accuracy. Thus, there is no agreed-upon method for

deciding whether a theory that predicts the form of, say, two metrics very accurately

or one that predicts the form of five metrics a little less accurately, is a better theory.

Finally, theory evaluation in ecology is rendered difficult because no criteria

exists for “how good a fit is good enough,” at least not one that all ecologists can

agree upon. One reason for this is that most datasets in macroecology come with

imprecisely understood sources of uncertainty and thus ill-characterized magnitudes

of error. This is due to: (a) the difficulty of truly replicating an ecological phenom-

ena; (b) errors inevitably present in census data obtained by fallible observers;

(c) stochasticity in the influences of the physical environment on populations;

(d) stochasticity, even under a constant environment, in the demographics of those

populations. A second reason for the absence of such criteria is that, in conservation

biology and in other applied fields where macroecological predictions are needed,

we lack a quantitative sense of how accurate our predictions have to be to warrant



basing policy responses upon them. This contrasts with, for example, toxicology,

where regulatory agencies often have agreed-upon criteria for how to respond to

results of laboratory testing.

For all the above reasons, I am not going to try to convince you that METE

predicts SARs or SADs or energy distributions better, i.e. more accurately, than do

other currently deployed theories and models. In fact, there are certainly fitting

functions that will do a better job than METE describing any particular one of the

metrics that METE predicts. My aim here is to examine the degree to which METE

does capture the central tendencies, if not all the details, of the empirical patterns of

macroecology.

It is important to understand that METE contains no adjustable fitting parameters.

In other words, once the state variables, S, N, E are measured at some spatial scale A,
then all the metrics listed in Table 3.1 (cell–occupancy distributions, species–area

and endemics–area relationships, species–abundance distributions, distributions of

metabolic rates over individuals and species) are predicted at multiple spatial scales.

Moreover, the mass-metrics in Table 7.3 are then also uniquely predicted if the

dependence of metabolism on body mass is specified.

Two difficult questions should be kept in mind as we compare the predictions of

METE with data: are the patterns in nature predicted accurately enough to be of

practical use (say in extrapolating species’ richness from small to large spatial

scales) and are there systematic trends in the deviations between observation and

prediction that may provide clues to either future refinements of the theory or to the

possibility that some explicit mechanism, not captured by MaxEnt, is needed to

explain those deviations. In that last case, the analogy with corrections to the ideal

gas law that was discussed in Chapter 1 is apt.

8.2 Datasets

To test our predictions, we have examined census data for plants, birds, arthropods,

mollusks, and microorganisms. The data come from habitats that include wet and dry

tropical and subtropical forests, subalpine meadows, serpentine grasslands, desert,

temperate forest understory, and savannah. With a few exceptions, the datasets are

from relatively undisturbed sites; future tests of theory from highly disturbed sites,

such as in the aftermath of wildfire or avalanche, where perhaps rapid ecological

recovery toward a pre-disturbed system might be occurring, would be highly desir-

able. The sites from which we have data suitable for testing METE, along with some

basic characteristics of those sites, are listed in Table 8.1.

Two measures of the spatial scale of the datasets are useful, even though precise

definitions of these measures are often not possible. The first is the size of a sample

unit, such as a quadrat or a soil core, in which taxa are censused (a spatial scale

called “grain size”). This is a spatial scale that defines the limit of resolution of

locational data. The second is the area over which the “grain” are located (a spatial

scale sometimes called “extent”). The data we examine here are taken from census

178 � Testing METE



Table 8.1 Sites from which census data are used for testing METE.

Site & taxa Area(ha) S0 N0 b

Anza Borrego:desert plantsa 0.0016 24 2445 0.00146
BCI-2000: tropical treesb 50 302 213791 0.000162
BCI-2005: tropical treesb 50 283 208310 0.000155
Bukit Timah: tropical treesb 2 296 11843 0.00464
Claiborne Bluff Mollusksc n.a. 51 1448 0.007085
Cocoli: tropical treesb 2 130 4807 0.00511
Desert Grasshoppersd n.a. 22 1378 0.00261
Gothic Earthflow: subalpine florae 0.0064 27 1626 0.00279
HI arthropods: KAf n. a. 158 1922 0.021
HI arthropods: KHf n. a. 240 6048 0.00823
HI arthropods: LAf n. a. 156 2253 0.0168
HI arthropods: MOf n. a. 227 3865 0.0135
HI arthropods: VOf n. a. 167 1909 0.0228
Korup: tropical treesb 50 495 329026 0.000174
La Planada: tropical treesb 25 221 105163 0.000254
Lambir: tropical treesb 52 1161 355327 0.00042
Luquillo: tropical treesb 16 137 67465 0.000244
Mudumalai:tropical treesb 50 67 17995 0.000488
Pasoh: tropical treesb 50 808 296124 0.000341
San Emilio: dry tropical treesg 9.8 138 12851 0.00168
Serpentine 1998: meadow florah 0.0064 24 37182 5.92E-05
Serpentine 2005: meadow florai 0.0064 28 60346 4.27E-05
Sinharaja: tropical treesb 25 205 193353 0.000117
South African birdsj n.a. 47 264 0.061
Subalpine forest understory florak 0.0001 12 547 0.003175
Temperate invertebratesl 0.0064 11 414 0.003872
Western Ghats trees (I)m 0.25 32.5 109 0.134
Western Ghats trees (II)n 1 49 645 0.0189
Yasuni: tropical treesb 50 1084 145575 0.00109

Data ownership and sources:
a Data collected by J. and M. Harte (unpublished).
b Smithsonian Tropical Research Institute data: Condit (1998); Hubbell et al. (1999, 2005).
c Data from Harnik et al. (2009) and unpublished.
d Data from Rominger et al. (2009).
e Data from E. Newman, J. Harte, A. Messerman, and D. Bartholemew, unpublished.
f Data from Gruner (2007) and unpublished.
g Data from Enquist et al. (1999).
h Data from Green et al. (2003)
i Data from A. Smith and D. Christiansen, unpublished.
j Data from D. Storch, described in Harte et al. (2009).
k Data from Harte et al. (2009).
l Data from J. Goddard, unpublished.
m Data from Krishnamani et al. (2004).
n Data from Ramesh et al. (2010).
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designs with grain sizes ranging from fractions of a gram of soil and the nearly point

locations of individual plant stems, up to plots of area 1 ha. The extents vary over a

huge scale range from 1 m2 to ¼ ha to 50 ha to 60,000 km2. In some locations, there

are really three spatial scales characterizing a site. Consider, for example, the two

datasets, Western Ghats (I) and (II), in Table 8.1. In Western Ghats (I), trees

locations are resolved to a grain size of 20 m2, within each of 48 plots of area ¼

ha, and the plots are distributed over 60,000 km2. In Western Ghats (II), tree

locations are resolved to 1 ha and 96 such 1-ha plots are distributed over 28,000 km2.

8.2.1 Somewarningsregardingcensusingprocedures

Censusing total abundance of plants poses certain unique problems. The main

problem, resolving what is an individual, is generally settled by the convention of

counting genets, although ramets might be counted for clonal species. For tree

censuses, a convention is generally adopted to only count trees with a diameter at

breast height that is above some minimal value (e.g. 10 mm or 10 cm, depending on

the site). As discussed in Section 7.1, as long as some convention is consistently

adhered to within any given dataset, the MaxEnt procedure can be applied and

tested.

Another aspect of censusing that can lead to trouble involves the temporal

dimension. If you keep returning to a plot, day after day, year after year, you will

see individuals, and probably species, coming and going. Should METE be con-

strued as a theory about an ecosystem at a slice in time, or should S0 be the number of

species that accumulate over a lengthy time period? If the latter, should the state

variable N0 be the sum of the number of distinct individuals that are ever in the

system over the entire time? Similarly would the state variable E0 be the cumulative

metabolic rate over the time period? Ultimately, as with many other questions about

application of MaxEnt, including the way we defined the fundamental quantity

R(n, �) and our choice of state variables (why energy, why not water?), this must

be answered empirically. While we opt for the slice-in-time interpretation here,

future investigation of species–time relationships (Adler et al., 2005; White et al.,

2006; Carey et al., 2006, 2007) within a MaxEnt formalism could prove interesting.

Finally, to repeat the point made in Section 7.1, what we call a species does not

matter, provided we use consistent criteria to define the units of analysis.

8.3 The species-levelspatialabundance distribution

Examining the predicted species-level spatial abundance distributionP(njA, n0, A0),

we encounter what is among the most surprising predictions of METE. This con-

cerns the distribution of the individuals within a species across the two halves of a

plot, or A ¼ A0/2. As implied by Eq. 7.51, METE predicts that all allocations across

the two halves of a plot are equally likely.
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Equation 7.51 looks somewhat preposterous as an ecological prediction. Is it

really possible that, if there are n0 individuals in a plot of area A0, then the n0 þ 1

allocations (n j n0 – n) are all equally likely? To test the prediction, we can examine,

for each species, the fraction of its individuals that are in the left-hand half of the

plot, and we can also examine the fraction of its individuals that are in the upper-half

of the plot. If Eq. 7.51 is correct, a plot of all these fractions should reveal that all

fractions are equally likely.

A convenient way to portray these fractions is with rank–fraction graphs, which

avoid the problems with binning data that we discussed in Section 3.4. If, for all

species with n0 > 1 in A0, the fraction of individuals in the left- or top-half is rank-

ordered, with rank 1 corresonding to a fraction equal to 1 and the highest rank

corresponding to a fraction equal to 0, then if Eq. 7.51 is correct, a graph of observed

fraction versus rank, in which each data point is a species, should be a straight line,

declining from 1 at rank 1 to 0 at the highest rank. To see this, recall the discussion in

Section 3.4.6; a straight-line rank–fraction graph informs us that the probability

distribution of the fractions is a constant, which is the equal allocation prediction.

In contrast, if the distribution of individuals is, for example, randomly chosen

from a binomial distribution, then species will be most likely to have roughly equal

numbers of individuals in the two halves of the plot (see Section 4.1.1) and most of

the data points on a rank–fraction graph will occur with fraction ¼ 0.5, giving, not a

straight descending line, but rather a nearly horizontal line at fraction ¼ ½, over

most rank values, with an upturn at low rank and downturn at high rank.

Figure 8.1a–e show such rank–fraction graphs for each of a left–right and top–

bottom bisection of A0 for five datasets with spatially-explicit plant data. The

random placement model (Coleman, 1981) prediction (see Section 4.1.1) is also

shown on the graphs. The data generally support the equal-allocation prediction of

METE, although we note that the 50-ha tropical forest plot at Barro Colorado Island

(BCI) deviates the most from theory.

The iterated version of METE, which is equivalent to the HEAP model, predicts

this pattern will hold at any spatial scale in the following sense. If a species is found
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in, say, the top-half of one of the plots shown in the figure, and has abundance n1, in
that half plot, then all n1þ1 allocations of its individuals between the top-left

quadrant and the top-right quadrant should be equally likely. Thus, if the fractions

of each of the species in the top-half of A0 that are in the upper-left quadrant are

rank-ordered and plotted again as a rank–fraction graph, the same straight line

should result. This result is predicted to hold for bisections of subplots within A0

down to any scale. Because the actual sizes of locations of the full-scale plots of area

A0 in our test sites are, for the most part, randomly selected out of the landscape, we

have no reason to think that there was something privileged about a test carried out

at the scale of a bisection of A0. But we strongly emphasize that finer-scale tests have

only been carried out for a few datasets. Conlisk et al. (in preparation) show further

tests of the bisection prediction and conclude that at finer scales than examined here,

the prediction fares less well in some cases. Clearly, further examination of the

conditions under which the prediction fails is needed. Exercise 8.1 asks the reader to

take the serpentine dataset in Appendix A and conduct tests of Eq. 7.51, analogous to

those shown in Figure 8.1, at finer scales than simply the first bisection.

Consider, next, P(njA, n0, A0) for arbitrary values of A. We are now interested in

the predicted distribution of abundances in a cell of area A, if the only prior

information is that the species has n0 individuals in A0. Note that this is less

information than we would have if we also knew it had some specified number,

n1, of individuals in the left-half of A0. Within the framework of MaxEnt, this makes

a huge difference; as discussed in Section 4.1.2.2, the HEAP distribution results if
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Figure 8.1a^e Comparison of data with the prediction that individuals within a species are

uniformly distributed between two halves of a plot (Eq. 7.51) for the five sites labeled in the

figures. The METE prediction is a straight line extending from a fraction � 1 at the lowest

rank to a fraction � 0 at the highest rank. The random placement model prediction shown in

the figure is the binomial distribution, and the straight line is a linear fit to the data.
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we iterate the equal allocation rule at every bisection, whereas if we only know the

abundance at scale A0, then the bounded Negative Binomial Distribution results. The

difference between these two models is indicated in Figure 4.1a and b by the lines

labeled “neg binom k ¼ 1,” and “HEAP.”

One method for testing the MaxEnt cell-occupancy predictions, P(n), consists of
comparing the observed abundances of species at large scale with presence/absence

data from small cells. This has practical implications in conservation biology because

often only presence–absence data are available and knowledge of species–abundance

is sought. Figure 8.2, fromHarte et al. (2008), shows that of the 782 plant species, from

six of the sites (BCI, Cocoli, Luuillo, SanEmilio, Sherman, Serpentine, 1998) in Table

8.1 that were tested, MaxEnt appears to adequately predict abundance from the

fraction of occupied, cells.

Another test of the theory consists of separately rank-ordering the cell occupancy

values that are predicted and those that are observed, and then plotting the predicted

versus observed values. A slope of 1 and R2 ¼ 1 would indicate perfect agreement.

Doing this for each of the 14 species with n0 > 30 from the serpentine 1998 census

yields a mean slope of 0.87, with a standard deviation of 0.37. The R2 value averaged

over the 14 graphs is 0.88 and the lowest R2 is 0.77.

Finally, to convey graphically the differences between different model predic-

tions Figures 8.3 and 8.4 compare non-iterated MaxEnt, HEAP, and the Coleman
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Figure 8.2 Cell occupancy predicts species–abundance. Observed fraction (m) of occupied
cells of area A are plotted against MaxEnt predictions (n0/(Mþ n0)), where n0 is the species–
abundance in A0 andM¼ A0/A. The graph shows 782 plant species from six sites. The one-to-

one line of perfect agreement is also shown; from Harte et al. (2008).
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(1981) random placement model with two species from the BCI plot. Note that the

data for n0¼ 638 tend to fall midway between the HEAP and the MaxEnt prediction,

while the more abundant species (n0 ¼ 3144) tends to follow the non-iterated

MaxEnt prediction more closely. In Harte et al. (2008) this was shown to be a fairly

general result for the plant species tested there.
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Figure 8.3 Observed species-level spatial abundance distributions and predictions from

MaxEnt, HEAP (Harte et al., 2005), and the random placement model (Coleman, 1981).

Representative distributions are shown for two species in the BCI plot at a spatial scale

A ¼ A0/256, n0 ¼ 638.
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Figure 8.4 Observed species-level spatial abundance distributions and predictions from

MaxEnt, HEAP (Harte et al., 2005), and the random placement model (Coleman, 1981).

Representative distributions are shown for two species in the BCI plot at a spatial scale A ¼
A0/256, n0 ¼ 3144.

Thespecies-levelspatialabundancedistribution � 185



To summarize, agreement of census data with the METE prediction for the

species-level spatial abundance distributions is substantial but not overwhelming.

While data from numerous sites sets do appear to obey the equal allocation predic-

tion (Eq. 7.51), some sites, such as BCI, show sizeable deviations from the predic-

tion. The predicted relationship between cell occupancy and species–abundance

(Fig. 8.2) exhibits scatter around the line of perfect agreement, but generally good

agreement.

8.3.1 Anote onuseofan alternative entropymeasure

METE is based upon the use of the Shannon information entropy measure, both to

predict the form ofP(n) and R(n, �). If a different measure, as discussed in Box 5.2,

is used, quite different predictions can emerge. For example, numerical evaluation

of the MaxEnt solution forP(n), using the Tjallis entropy measure (Eq. 5.23), yields

distributions that do not resemble observed spatial abundance distributions unless

the parameter, q, that defines the family of Tjallis entropies is taken to be very close

to q ¼ 1. For q > 1, approximate power-law dependence on n is predicted, while in

the limit of q! 1, the Tjallis entropy approaches the Shannon entropy. I do not see a

compelling reason other than curiosity for further exploration of the Tjallis or other

non-Shannon measures of entropy in macroecology.

8.4 The community-levelspecies^abundance distribution

For reasons discussed in Section 3.4, rank–variable graphs often provide a useful

way to compare predicted probability distributions with data. Figure 8.5a–h compare

the METE prediction of a logseries distribution (Eq. 7.32) with data from represen-

tative sites. The predicted rank–abundance distribution, plotted as log(abundance)

versus rank, is a straight line for large rank, but with an upturn at low rank. The

strength of the predicted upturn varies from barely detectable (e.g. the 1998 serpen-

tine plot) to quite dramatic (Cocoli). The reason the strength of the upturn varies is

that the measured value of the ratio, S0/N0, varies from site to site. The larger that

ratio, the larger is b, the combination of Lagrange multipliers that appears in the

exponent of the predicted log series distribution. And the larger b is, the larger is the

upturn on a log(abundance) vs.rank graph. Indeed, if b ¼ 0, a graph of log(abun-

dance) versus rank would be a straight line.

Agreement between the METE prediction and the data shown in the graphs is

generally good, although we note here two instances of significant deviation. One is

for the BCI data (Figure 8.5b), and the other is for one of the Hawaiian arthropod

datasets (site KH in Figure 8.5h). Comparison with Fig. 3.5c shows that the BCI

abundance distribution appears to be intermediate between a lognormal and a

logseries. The Hawaiian KH abundance distribution does not appear to be well-

described by any of the functions shown in Fig.3.5. We will return to this point in
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Serpentine: 1998
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Section 8.7. Harte et al. (2008) present additional tests of the METE prediction for

the SAD, using data from other tropical datasets (Sherman and San Emilio in Table

8.1) and show that METE explains over 97% of the variance in the abundance

distribution for the six sites tested there.

In conservation biology, one of the important things to know about an ecosystem

is the number of rare species, for these are the ones likely to be most at risk of

extinction. As shown in Eq. 7.40 and the discussion preceding it, the predicted

Hawaiian arthropods: KA
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Figure 8.5 Comparison of data with the METE prediction for log(abundance) versus rank

for sites labeled in graphs a–h.
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number of species with n0 < some fixed number m, is (1þ 1/2 þ 1/3 þ . . .þ 1/

m)b0N0, provided b0m � 1. Figures 8.6 shows a test of the ability of METE to

predict the number of rare species, taken here to be 10 or fewer individuals (m¼ 10),

for all of our sites in Table 8.1 with abundance data. METE clearly predicts the

numbers of rare species accurately.

METE also predicts the abundance of the most abundant species in an ecosystem

(Eq. 7.41). Figure 8.7 provides a test for the same sites as in Figure 8.6; again, most

of the variance in the data is captured by the prediction.

8.5 The species^area andendemics^arearelationships

As discussed following Eq. 7.69, another remarkable prediction of METE is that all

species–area curves collapse onto a universal curve if the data are appropriately re-

scaled. More specifically, METE asserts that at any scale, A, the local slope of the

SAR at that scale (given by the tangent to the curve when plotted as log(S) versus log
(A)) is a universal function of the ratio N(A)/S(A). This is tested in Figure 8.8, where
data from 41 empirical species–area curves are plotted. Although there is scatter

around the predicted line of collapse, the overall agreement with the prediction is

good. Further tests of METE prediction for the SAR are provided in Harte et al.

(2008).
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Two recent empirical papers (Green et al., 2004; Horner-Devine et al., 2004)

describing SARs for microorganisms conclude that, when fitted with a power-law

function, very low z-values (~ 0.05) result. At least qualitatively, this is consistent

with our predicted universal SAR because the N/S values for their datasets are far

larger than for typical microorganism census data. In other words, the z-values for

these SARs are way out on the far tail of the universal curve where N/S is large and z
is small.

The data in Figure 8.8 are all from situations where at some relatively large scale,

A0, the state variables are known, at smaller scales, species’ richness is also known,

and METE is used to predict species’ richness at smaller scales. But of more

practical interest is the use of METE to upscale species’ richness from small plots,

where data are available, to much larger scales. And for this purpose, it is possible

that the discrepancies between predicted and observed slopes, z, of the SAR that are

evident in Figure 8.8 could result in accumulating errors that give markedly errone-

ous results for large-scale species’ richness.

To test the reliability of upscaling with METE, we estimated tree species’

richness, for trees of at least 10 cm dbh, in the entire Western Ghats preserve (Western
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Figure 8.9 Test of upscaling and downscaling predictions for tree species’ richness in the

Western Ghats (I) dataset. The input information for all the predicted values of species’

richness shown in the graph are the averages of total abundance and species’ richness in 48 ¼-

ha plots scattered throughout the 60,000 km2 preserve (Krishnamani et al. 2004). In those

small plots, abundance and spatial distribution data for every tree species with � 30 mm dbh

were obtained and used to construct 48 species–area relationships spanning nested areas

within each plot of 0.25, 0.125, 0.05, and 0.025 ha. Area is in units of square kilometre.
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Ghats (I) in Table 8.1). The anchor-scale census data are from 48 ¼-ha plots scattered

throughout the 60,000 km2 preserve. Figure 8.9 shows the results of the upscaling test

carried out by repeated interation of Eqs 7.70 and 7.71, from the knowledge of the

state variables at the anchor scale of ¼ ha. The theory predicts species’ richness all the

way up to the entire 60,000 km2 of the preserve. The figure also shows that the

downscaling SAR prediction of METE also works well at that site; theory predicts the

species’ richness at scales < ¼ ha from the state variables at ¼ ha scale.

Another, independent, dataset from the Western Ghats contains tree census

information from 96 1-ha plots scattered throughout 20,000 km2 comprising roughly

the middle-third of the preserve in the north–south direction (Western Ghats (II) in

Table 8.1). Our upscaling procedure (Eqs 7.70 and 7.71) predicts a total of 544 tree

species; the current estimated value for that portion of the Preserve is 580 (D.

Vanugopal, pers. comm.).

The agreement between the predicted endemics–area relationship (Section 7.7)

and observation is also remarkably good. Two examples are shown in Figure 8.10a

and b.

8.6 Thedistributionofmetabolic rates

METE predicts the distribution of metabolic rates across all individuals, C(�), the

distribution of metabolic rates across all the individuals within a species of known

abundance,Y (�jn), and the distribution across species of the average metabolic rate
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of the individuals within species, n(�). Testing these predictions is not straightfor-

ward, however, because metabolic rates of each individual, and thus evaluation of

the total metabolic rate, E0, are rarely measured directly in the kinds of censuses that

also result in values of our other state variables, S0 and N0. To test the predictions of

metabolic rate distributions, we have to invoke one or both of two assumptions: a

metabolic scaling rule and an allometry.

If we assume the validity of the metabolic scaling rule, � ~ m3/4, then we can

estimate metabolic rates from body mass measurements, which are easier to obtain

than are measurements of metabolic rates. But there is evidence that the 3/4 power
scaling rule is not strictly valid across the whole range of body mass variation in

nature. For trees, especially, it is not clear what the correct quantity is to use for

individual mass. Moreover, in many cases, particularly with plants, direct measure-

ments of body mass are not available. Often what is measured for trees is basal area

or diameter at breast height from which body mass can be estimated if the plant

allometry is understood. But such allometries are controversial (Muller Landau

et al., 2006). Simple rules can be invoked, such as that an individual plant’s

metabolic rate is proportional to its total leaf area, but the body of empirical work

on plant allometry reveals significant exceptions.

Given these data constraints, we focus here on just a few tests of METE’s

metabolic rate predictions. Figure 8.11a and b show fairly good agreement

between the METE prediction and available data for two datasets. On the other

hand, Figure 8.11c shows that the Hawaiian site, KH in Table 8.1, for which the

abundance prediction differed from observation, also shows poorer agreement with

the METE prediction for the metabolic rate distribution. We discuss the implications

of this and other discrepancies in Section 8.7.

BCI: endemics-area relationship

-6

-4

-2

0

2

4

6

8

4 6 8 10 12 14
log(area)

lo
g

(#
 e

n
d

em
ic

 s
p

ec
ie

s)
MaxEnt
observed

(b)

Figure 8.10 Comparisons of the predicted endemics-area relationship (Eq. 7.74) with data

from: (a) the serpentine grassland 1998 census; (b) the BCI 50-ha plot.
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Figure 8.11 Comparisons of the predicted distribution of metabolic rates across all indivi-

duals in the community,C(�), with data from: (a) a pit-trap census of temperate invertebrates;

(b) Hawaiian arthropods (KA in Table 8.1); (c) Hawaiian arthropods (KH in Table 8.1). In all

three cases, a metabolic scaling relation � ~ m3/4 is assumed.



8.7 Patternsinthe failuresofMETE

Two types of situations are plausibly going to result in failures of METE predictions.

First, systems with state variables that are relatively rapidly changing in time might

not be well-described by a theory based upon a static conception of state variables.

Hence, we might look for failures in systems undergoing rapid diversification,

degradation, or succession in the aftermath of disturbance.

Second, systems with very heterogeneous habitat characteristics over large spatial

scales are not likely to satisfy the METE species’ richness scale-up prediction. In

other words, attempting to scale up species’ richness using data from small plots,

each within a single habitat type, should underestimate species’ richness at large

scales, where different species lists from the differing habitats all add up to the large-

scale species list.

There is evidence from empirical tests of METE that the above generalizations are

both in fact valid.

In Section 8.4, the failure of METE to accurately predict the species–abundance

distribution at one of the Hawaiian arthropod census sites (KH) was noted, while in

Section 8.6, its failure to predict the metabolic rate distribution at that same Hawaian

site was noted. This is particularly interesting because at the other Hawaiian site

(KA) plotted, and at three more sites not plotted, METE better captures the central

tendencies in both the abundance and metabolic rate distributions. Is this a coinci-

dence or is it indicative of something more interesting—a systematic pattern of

failure that may provide a hint as to how to improve the theory? Figure 8.12 may

provide a hint of the answer to that.

The site that rather dramatically fails to obey the METE predictions, KH, is the

site of intermediate age. Perhaps that site is one at which species’ diversification is
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occurring most rapidly, as might be the case if species’ richness follows a logistic-

type curve starting with the emergence of a colonizable initially barren site?

Going beyond such speculation, however, there is evidence from censuses of

moths at a variety of plots at Rothhamstead (Kempton and Taylor, 1974) that the

logseries species–abundance distribution generally better describes the data except

for plots that are known to be undergoing rapid change in the aftermath of distur-

bance. A study by E. Newman now underway at a site in Colorado that is recovering

from a large erosion event nearly 100 years, should provide further insight into the

pattern of deviation of the macroecological metrics from the METE predictions

under conditions of relatively rapid ecological change.

A failure of METE has also has been demonstrated when it is used to upscale

species’ richness in heterogeneous regions. Kunin et al. (in preparation) show that

METE hugely underestimates total plant species’ richness in the entirety of the UK,

if the average S and N from numerous 0.02-ha plots are used as input data. Thus the

second of our two suggested scenarios for the failure of METE is supported. This is

hardly suprising, for the plots span a wide variety of very distinct habitats, with

nearly non-overlapping species lists.

The first step that is needed to extend the validity of METE’s predictions for

abundance and metabolic rate distributions to systems in which change in state

variables is relatively rapid, is to develop an understanding of the dynamics of the

state variables. An approach to doing this is described in Section 11.3. The first step

needed to extend the validity of the METE upscaling procedure to environmentally

heterogeneous regions is to learn how to incorporate data on spatial correlations into

the theory; this would allow use of species-level commonality predictions to

improve the upscaling strategy described in Section 7.5. An approach to doing

that is described in Section 11.1.

8.8 Exercises

*Exercise 8.1

Using the 1998 serpentine date in Appendix A, test Eq. 7.51 at finer scales than the

first bisection.

*Exercise 8.2

Calculate the METE prediction for the collector’s curves for the BCI and the 1998

serpentine plot data and compare your result with the graphs in Figure 3.9. To do

the calculation you will need to use the results in Section 7.7 and the data from

Table 8.1.
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9
Applicationsto conservation

Efforts to estimate the biological consequences of human activities often can
be broken down in to a set of narrower, or at least more specif|c, research
questions that conservation biologists grapple with every day. They include
the following:

� How canwe estimate species’ diversity at large scales from small-scale census data?
� How can we infer abundance from sparse presence/absence data?
� How can we estimate the number of species that will be lost under habitat loss?
� How can we best determine the most likely associations of habitat characteristics

with species presence?

Here I briefly summarize ways in which METE can contribute to answering
these questions.

9.1 Scalingup species’ richness

The first item on this list has long pre-occupied ecologists. Are there 2 million or 50

million species on the planet? How many species of beetles inhabit the Amazon?

(May, 1990). Knowledge of the shape of the SAR from spatial scales ranging from

that of small plots to entire biomes would allow estimation of biome-scale species’

richness from small plot data; and METE provides exactly that. The theory predicts

that the slope z at any scale, A, within a biome is a universal, decreasing function of

the ratio N(A)/S(A), where N(A) is the total number of individuals all the species at

scale A, and S(A) is the number of species at that scale. While more testing is needed,

particularly with animal data, the theoretical prediction is in good agreement with

observations for a wide range of habitats and spatial scales ranging from plots of

order several square meters to more than 60,000 km2 (Figures 8.8 and 8.9).

There are many situations where this approach will clearly fail. As discussed in

Section 8.7, the method cannot possibly predict from small plot data the species’

richness in regions containing very diverse habitats. To extend the theory to hetero-

geneous biomes, it will be necessary to incorporate information about species’

turnover as a function of distance between small plots. An approach to doing that

with MaxEnt is discussed in Chapter 11.

The current theory, however, in conjunction with tree-canopy fumigation data on

arboreal arthropod diversity, could be used to upscale arthropod species’ richness



from the scale of individual tree canopys to that of a larger region of relatively

homogeneous habitat.

9.2 Inferring abundance frompresence^absence data

Inferring abundance from presence–absence data, or from the results of other

incomplete census designs, is vitally important in conservation biology for reasons

described in Section 3.5.3. For that reason, several authors have developed ap-

proaches based on various models of spatial structure (He and Gaston, 2000; Conlisk

et al., 2007a). The essential idea behind any approach to this task is the following.

For any assumed species-level spatial abundance distribution, P(njA, n0, A0), that

depends uniquely on n0, a known value of P at any value of n determines n0. In
particular, with presence–absence data, a measured estimate for the fraction of cells

of area A in which the species is absent, P(0jA, n0, A0), suffices to determine n0.
A test of the METE prediction of n0 values from plant-occurrence data was shown in

Figure 8.2. Further testing, particularly with animal data, is clearly needed. More-

over, it would be useful to work out how the accuracy of the prediction is improved

as either more plots or larger plots (of area A) are censused for presence–absence,

and similarly how accuracy improves if the actual abundance distribution versus just

presence–absence in the small plots is measured. And just as we saw was the case

with upscaling species’ richness, incorporating knowledge of the spatial correlation

structure of populations would likely improve the accuracy of abundance estima-

tions based on presence data.

9.3 Estimatingextinctionunderhabitat loss

In a landmark paper, Thomas et al. (2004) introduced a method for estimating the

number of species likely to become extinct under habitat loss or degradation from

climate change or land-use practices. They posited that each species obeys a scaling

formula for the probability of its persistence when the area of that species’ suitable

habitat shrinks. The formula they suggested reads:

Pafter ¼ PbeforeðAafter=AbeforeÞz; ð9:1Þ

where Pafter and Pbefore are the probability of survival in the reduced habitat of area

Aafter and the probability of survival in the original habitat of area Abefore. They assert

that z, the likely range for the constant z, is 0.25 to 0.35, and take 0.15 as a

“conservative” case, in the sense that it leads to a lower extinction probability.

Equation 9.1 was motivated, loosely, by the notion that the SAR is a power-law

relationship. Species-level scaling rules, however, have been predicted to vary across

species and across spatial scale, and a firm theoretical basis for Eq. 9.1 is lacking.

METE provides a means of accomplishing the same goal as Eq. 9.1, but for the

result to be relevant to the concerns of conservation biologists, an explicit assumption
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has to be made that relates change in population size to change in extinction risk.

Assume, for example, that the extinction probability for a species is a function of the

ratio r¼ nafter/nbefore (e.g. extinction occurs if, and only if, r is less than a critical ratio
rc). Here nafter and nbefore are population sizes after and before the loss of habitat. From
the predicted form of P(njA, n0, A0), METE then predicts an extinction probability

that is a function of the ratio of Aafter to Abefore, as well as of nbefore. The effective

z-value for each species is now a known function of the initial abundance nbefore of the
species in an initial area Abefore, and of the ratio Aafter/Abefore; it is not a constant. In

particular, for nbefore andAbefore/Aafter� 1, the probability that a species retains at least

a critical fraction rc of its initial abundance is given by (Kitzes and Harte, in

preparation):

Pð nafter
nbefore

> rcÞ¼ ½nbeforek=ð1þnbeforekÞ	rcnbefore �½nbeforek=ð1þnbeforekÞ	nbefore
ð1þnbeforekÞlogð1þ1=ðnbeforekÞÞ ; ð9:2Þ

where k  Aafter/Abefore. Derivation of Eq. 9.2 is left as an Exercise (9.1) for the

reader. An analogous expression can be derived for any extinction criterion. For

example, if extinction is assumed to occur if nafter – nbefore exceeds a critical value,
rc, then an expression for P(nbefore�nafter>rc) follows again from the predicted form

of P(njA, n0, A0) (Exercise 9.2).

9.4 Inferring associationsbetweenhabitatcharacteristics
andspecies occurrence

Suppose we want to fill in incomplete census data for a landscape on which we have

some knowledge of an environmental variable that we believe influences the likeli-

hood of local occurrence of a species. We start with spatially explicit knowledge of

the value of the environmental variable over the landscape, and, in addition, we have

census data over some portion of the landscape. How can we use MaxEnt to improve

our knowledge? A considerable literature exists on this topic (see, for example,

Phillips et al., 2004, 2006; Elith et al. 2006; Phillips and Dudik, 2008; Elith and

Leathwick, 2009) and the reader is encouraged to peruse those works. The explana-

tion provided below is really intended for pedagogic purposes, providing the reader

with a simple explanation of the fundamentals behind the strategy of using MaxEnt

to infer habitat–occurrence associations.

Consider a landscape with 10 cells and a single species of interest. For each cell, a

single environmental parameter, T, perhaps average annual temperature, is

measured. We assume, for the sake of simplicity, that it can take on integer values

from 1 to 6. In addition, on 6 of the cells, censusing has been carried out and has

provided both presence and absence data for the species; that is, on each of those

cells it is known whether the species is present or absent. The number of censused

cells need not have any relationship to the number of possible T-values. The problem
is to determine the probability of presence on the un-censused cells, as a function of
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the value of the environmental variable for the cell. The available data are shown in

Table 9.1. Under species’ status, 1 means present, 0 means absent, and – means the

cell is not censused.

The first step is to use MaxEnt to derive the probability distribution P(Tj1). The
notation is the same as used throughout the book for conditional probabilities: P is

the probability of finding the environmental variable T in a cell, given that the

species is found in the cell. So our study set is the set of three cells in which the

species’ status is 1. The values of T are all in the range from 1 to 6, so one way we

could proceed is to treat this problem like a six-sided die problem. The observed

mean value of T is (2þ6þ1)/3¼ 3. Following the procedure described in Chapter 6,

and calling º the Lagrange multiplier for this problem, we obtain the following

equation for x ¼ e�l:

xþ 2x2 þ 3x3 þ 4x4 þ 5x5 þ 6x6 ¼ 3�ðxþ x2 þ x3 þ x4 þ x5 þ x6Þ: ð9:3Þ

This can be solved numerically giving x¼ 0.8398 . . . and Z, the partition function,¼
3.4033 . . . .

The inferred probability distribution is then:

PðTj1Þ ¼ ð0:8398ÞT
3:4033

: ð9:4Þ

The next step is to convert this into estimates for the quantities we really want to

know: the probabilities that the species is present in the cells that were not censused.

For each of those cells, we know the value of T, and so our next step is to derive P
(1jT). Here, as above, the value of 1 to the left of the conditionality symbol refers to

presence of the species. Consider the quantity P(A,B), which is the probability that

Table 9.1 Made-up values for ten spatial cells of an

environmental parameter, T, and for the status of a species

occurrence.

Environmental variable, T Species’ status

1 0
2 1
3 —
6 1
4 —
5 0
3 —
5 0
2 —
1 1

1 ¼ present, 0 ¼ absent, – ¼ no data.
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two events A and B, occur. We can write this as P(A, B) ¼ P(AjB)P(B), and we can

also write it as P(BjA)P(A). Equating these two ways of writing the same thing, we

get:

PðAjBÞPðBÞ ¼ PðBjAÞPðAÞ: ð9:5Þ

Rearranging this equation, we get Bayes law in the form:

PðAjBÞ ¼ PðBjAÞPðAÞ=PðBÞ: ð9:6Þ

Now let A be the event of presence and B be the event that a value of T is obtained for

the environmental variable:

Pð1jTÞ ¼ PðTj1ÞPð1Þ=PðTÞ: ð9:7Þ

To proceed, we can substitute Eq. 9.4 for the first term on the right-hand side of

Eq. 9.7. Moreover, P(1) can be estimated from the data in Table 9.1: of the six

censused cells, three contained the species. So, based just on available data in the

table, our best inference of P(1), the probability of a presence in the absence of any

environmental information, is P(1)¼ 0.5. Finally, we could either assume all values

of T between 1 and 6 are equally likely, so that P(T ) ¼ 1/6, or we could take

measured values of T and derive a more accurate estimate. Doing the former (but see

Exercise 9.3), and putting this together, we arrive at:

Pð1jTÞ ¼ ð0:8398ÞT
3:4033

�0:5 1
1
6

¼ 0:881�ð0:8398ÞT ; ð9:8Þ

and for each T-value it yields our inferred probability of presence.

Filling in the table, for rows 3 and 7, with T¼ 3, we have a probability of presence

of 0.52. For row 5, with T¼ 4, we have a probability of presence of 0.44, and for row

9, with T¼ 2, we have a probability of presence of 0.62. If the P(T) estimates are

taken from the empirical values in the table, then, for example, P(3) ¼ 1/5, and the

entry in row 3 would be 0.43, not 0.52.

Aside from allowing the filling in of missing census data at some moment in time,

this procedure can also be used to infer climate envelopes that can be used to estimate

likely species’ ranges under future climate change. For example, suppose we know

where, within some landscape, a species is found and not found, and we also know the

value of some climate parameter that we think influences the presence of the species

across that landscape. We will further assume that species have unlimited ability to

migrate or disperse to new locations with suitable climate.Wewish to knowwhere the

species will be found when the climate parameter changes in the future. Now the

missing census data concern the future, not portions of the present, landscape. If the

climate conditions in the future can be estimated, then the above procedure allows us to

estimate the probability of occurrence in the future at sites thatmay either overlap or be

distinct from the current range of the species.
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The numerical example above illustrates just a simple case of what can become a

much more complicated situation. For example, we might have not just one, but

rather a set of environmentalvariables for each cell. And we might have only

presence data, not presence–absence data. Moreover, the approach above made no

reference to the explicit spatial structure of the six sites for which presence–absence

data were obtained. Hence no information about spatial correlations was used. If

spatially explicit data are available, the correlations could be used to provide more

information about the likelihood of an association between environmental condi-

tions and species’ occurrence probability. We leave it to the reader to consider all

these complications and think about how MaxEnt might apply.

9.5 Exercises

Exercise 9.1

Derive Eq. 9.2 from the METE prediction (Section 7.4) for P(njA, n0, A0).

Exercise 9.2

Derive an expression analogous to Eq. 9.2 for P(nbefore�nafter>rc).

Exercise 9.3

Derive the values of P(1jT) if P(T) is inferred directly from the frequencies of

T-values in Table 9.1.

*Exercise 9.4

A frequently cited calculation concludes that if 25% of the area of, say, the Amazon

or the Western Ghats is lost to habitat destruction, such as deforestation, then 7% of

the species in the original area will disappear from that area. The calculation

assumes a power-law SAR with a slope of z ¼ 0.25. The general calculation, for

arbitrary slope and arbitrary fraction of lost area, works as follows. Let A0 be the

original area and A be the remaining area. Then S(A)/S(A0) ¼ (A/A0)
z. For the

particular case, we get S(A)/S(A0) ¼ (0.75)0.25 ¼ 0.93. Hence 7% of the species

are lost. Suppose this calculation is repeated but using the predicted SAR from

METE. Using Eq. 7.69 for the non-constant value of the slope, z, estimate for the

Western Ghats the fraction of species that will be lost if 25% of the area of the

Preserve is destroyed. At the scale of 60,000 km2 you can assume the state variables

are S0¼ 1070 (predicted by METE; see Figure 8.9) and, because the average number
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of individuals on the ¼-ha plots is 109, N0 ¼ (109)(60.000 km2)/(¼ ha) ¼ (109)(6�
1010 m2)/(2500 m2) ¼ 2.6 � 109 individuals.

Exercise 9.5

Discuss reasons why the calculation you did in Exercise 9.4 could greatly overesti-

mate and why it could greatly underestimate the actual fraction of species lost as a

result of deforestation.
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10
Connectionstoother theories

METE is situated within a constellation of other theories that also attempt to
explain a range of patterns in macroecology. Some of these theories are also
based on the maximum entropy principle; others are not. Here I sketch some
similarities, differences, and synergies between METE and a selection of these
other theories.

10.1 METEandtheHubbellneutraltheory

Of the various theories of macroecology that I have discussed in this book, arguably

the one that is closest in spirit to METE is the Hubbell Neutral Theory of Ecology

(NTE; Hubbell, 2001). Here are some points of overlap and difference.

METE is a neutral theory in the sense that, by specifying only state variables at the

community level at the outset, no differences are assumed either between indivi-

duals within species or between species. Differences between individuals and

species do arise in METE because the abundance and metabolic rate distributions

are not flat, but these differences emerge from the theory; they are not assumed at the

outset. Similarly, in the Hubbell NTE, differences between species arise from

stochastic demographics; no a priori differences are assumed.

At a more technical level, additional points of similarity exist. The Hubbell NTE

predicts a logseries abundance distribution for the metacommunity; the fractional

difference between the intrinsic birth and death rate parameters in the NTE is identical

to the parameter b that characterizes the logseries distribution resulting from METE.

Related to this, it can readily be shown that Fisher’s a (Fisher et al., 1943), a parameter

that plays a central role in the NTE, is equal to the product bN0 in METE, where b is

the sum of the two Lagrange multipliers, as desribed in Section 7.2. Another obvious

point of similarity is that neither theory assumes a role for either inter-specific

interactions or for interactions of organisms and the physical environment. In that

sense, both are null theories, and mismatches between data and theory can provide

insight into what interactions are actually influential.

The theories differ in important ways, as well. In the Hubbell theory, spatial

structure emerges only with the introduction of dispersal kernels for the species

(Volkov et al., 2003) and predictions for inter- and intra-specific distributions of

metabolic rates or body sizes also require additional assumptions, while in METE

they emerge naturally. On the other hand, the Hubbell NTE elegantly relates the

speciation rate to the form of the species–abundance distribution; METE in its

present form does not (but see Section 11.3).



Why do theories that make such manifestly incorrect assumptions (neutrality, no

interactions), as do METE and the Hubbell NTE, work to the extent they do? One

rationalization, paradoxically involves the huge number of ways in which species

and individuals do differ from one another and do interact with one another and with

their environment. Consider the numerous adaptive traits that organisms possess.

Adaptations to the myriad combinations of topographic, climatic, edaphic, and

chemical conditions that characterize abiotic environments allow species to find

many ways to achieve a sufficient level of fitness so that they can persist long enough

for us to have censused them. By this argument, trait differences do not influence the

shapes of macroecological patterns in nature because nearly all species achieve

approximately comparable levels of fitness. This does not mean that systems are in

equilibrium, but rather that deviations from equilibrium roughly average out. For

further discussion of this see Hubbell (2006).

In this argument, if there were only a small number of significant violations of the

neutrality assumptions, then the theories would work worse than if there are many

such violations. Because there are so many ways in which species differ, the

successes of neutral theories arise for reasons analogous to why statistical mechanics

(which despite the name is mechanism-less) work: real molecules are not points

objects that collide perfectly elastically, but the gigantic number of ways and times

in which violations of those assumptions influence molecular movements average

out somehow. For a recent argument that runs counter to this justification of neutral

theories, however, see Purves and Turnbull (2010).

It is also possible that the assertion that neutral theories are traitless needs to be

revisited. No traits are assumed by METE at the outset of calculations that predict

the macroecological metrics. But the theory predicts a distribution of metabolic rates

across individuals within and across species, and thus trait differences, which can

influence fitness, at the individual and species levels. Moreover, both METE and

NTE predict a range of abundances, from very rare to abundant. Abundance, itself,

can be considered to be a species trait, although it is a measure of the fitness of the

species, rather than of any particular individual, because rare species are at greater

risk of extinction than are common ones. So while the theories assume no trait

differences, they actually generate them.

10.2 METEandmetabolic scaling theories

To a considerable extent, metabolic scaling theories (MSTs) stand independent of

METE. MSTs relate the metabolic rates of organisms to their body mass, with the

West, Brown, and Enquist (1997) 3/4-power scaling theory being the most prominent

among these theories. METE, as developed to date, does not predict any particular

scaling relationship between metabolic rate and mass. Likewise, MSTs do not

predict the various metrics that METE predicts.

The theories are, however, complementary in one sense: METE predicts the con-

ditions under which the various forms (see Table 3.3) of the energy-equivalence, and

METE and metabolic scaling theories � 209



the related mass-abundance, rule should hold or not hold within ecological commu-

nities (see Section 7.9). Recall the motivation behind energy-equivalence: in typical

ecosystems we generally see many small organisms and a smaller number of larger

organisms. In their various forms, the different energy-equivalence principles

all assert that metabolic activity takes place uniformly across the size spectrum.

While none of the forms of the energy-equivalence principle, or its close relative

the Damuth rule, are strictly derivable from MST, analyses of census data have

provided at least limited support in at least some cases (White et al., 2007). To

the extent that the energy-equivalence principle is valid, it gives MSTs leverage to

better understand how resources are partitioned and ecological communities are

structured. For that reason, metabolic scaling theorists have spent considerable

effort trying to determine the validity and limitations of the Damuth rule and

the energy-equivalence principle. The usefulness of METE’s predictions regarding

when energy-equivalence should hold remains to be tested, but to the extent these

predictions are useful, MST will be advanced.

10.3 METEand foodwebtheory

The niche model of food web structure advanced by Williams and Martinez (2000)

was briefly mentioned in Section 4.6. It predicts relatively successfully a number of

characteristics of food webs, such as the ratio of species (nodes) to trophic linkages,

the relative numbers of species found at different trophic levels, and the average

number of degrees of separation between pairs of nodes. The model assumes a

particular functional form for the distribution of linkages across nodes, the metric we

denoted by L(l ) in Table 3.1. Williams (2010) showed that MaxEnt in fact predicts

an exponential function for this distribution, as discussed in Section 6.3.4; the beta

distribution assumed in the niche model is nearly indistinguishable from the expo-

nential distribution.

Drawing further connections between MaxEnt and network structure may be

possible. Section 11.2 suggests one possible future effort in this direction: the

derivation of the number of linkages in a web from the METE state variables.

10.4 OtherapplicationsofMaxEnt inmacroecology

METE is just one of many conceivable applications of the MaxEnt principle to

ecology. The underlying logic of MaxEnt is that it is an inference procedure for

applying prior knowledge as a constraint on incompletely specified probability

distributions. Different theoretical frameworks based on application of the proce-

dure can lead to different outcomes depending on four inter-related choices:

1. The choice of the units of analysis.

2. The choice of the state variables and the independent variables.

210 � Connections to other theories



3. The choice of the definitions of the probability distributions.

4. The choice of the constraints and the related choice of relative prior distributions.

There is no formal method, no logical inference procedure, for making choices in

each of the above categories. Those choices are the art of science, and different

theories will differ in some or all of those choices.

For example, we might have used body sizes rather than metabolic rates of

individual organisms as an independent variable upon which the fundamental

distribution R(n, �) depended. We then would have used the total mass, M0, rather

than total metabolic rate, E0, as a state variable. We also might have defined R
differently than we did (see definition in Section 7.2.1); for example, we could have

defined the fundamental probability distribution as: R·d� is the probability that, if an
individual (rather than a species) is picked from the individuals’ (rather than the

species’) pool, then it belongs to a species with abundance n, and its metabolic

energy requirement is in the interval (�, �þd�).

This would lead to a completely different set of predictions! In fact, in developing

METE, we explored that option and found it led to unacceptable predictions.

The categorization of individuals within species plays a central role in METE, but

there is no reason not to extend the theory to species within genera, genera within

families, or even individuals within families. Those extensions remain to be tested;

but METE does “stick its neck out” on this point; it should apply at any such level of

definition of units of analysis.

At a fundamental level is the choice as to the underlying statistics of the units of

analysis. Referring back to Chapters 4 and 5, and in particular to our discussion of

Laplaces’s principle of indifference and the choice of distinguishability versus

indistinguishablity of individuals, we saw that this choice has to be resolved

empirically. Indeed, we showed that a simple assembly rule for locating individuals

in a spatially explicit landscape (see discussion of HEAP model in Box 4.2) gen-

erates the same results that would obtain if individuals were truly indistinguishable.

Another assembly rule generates the outcomes expected for distinguishable objects.

How do other approaches to actually applying MaxEnt to macroecology compare

to METE? Dewar and Porte (2008) use a constraint on resource consumption that is

analogous to the one on energy that we use here. Their model differs from METE in

that it requires input knowledge of the full distribution of resource consumption

rates of the species. In contrast, METE predicts the distributions of metabolic rates

across all individuals, C(�), across species, n(�), and across individuals within

species, Y(�).

Dewar and Porte (2008), and also Pueyo et al. (2007) and Banavar and Maritan

(2007), show that the logseries species–abundance distribution emerges from Max-

Ent models if the appropriate prior knowledge is assumed. Pueyo et al. use prior

probabilities to derive that result, whereas the other two papers make use of a related

“maximum relative entropy” framework. In METE, the prediction of the logseries

distribution is tightly linked to our choice of just two extensive (i.e. additive across

systems) state variables: N0 and E0. The single power of n that appears in the
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denominator of the logseries distribution, F(n) ~ exp(–bn)/n, results from the

integral over � in Eq. 7.5. If we had introduced at the outset another conserved and

limiting resource in addition to energy, sayW for water, then we would have obtained

R(n, �,w) ~ exp(–l1n – l2n� – l3nw) and the integrals over � andwwould result inF(n)
~ exp(–bn)/n2(Exercise 10.1). Every additional extensive variable introduced into

the theory to account for another limiting resource will result in an extra power of n
in the denominator of F(n). That in turn will lead to a larger fraction of species

predicted to have a single individual or fewer than some small number of individuals.

Restating this, more relative rarity is predicted in environments with more resources

that are limiting or constraining growth.

Thus, while other MaxEnt models predict the logseries’ abundance distribution, the

reasons they do are different from the reason METE does. Moreover, METE links

energetics, diversity, abundance, and spatial scaling within a unified theoretical frame-

work to predict relatively accurately, and without adjustable parameters, a much wider

range of macroecological metrics than do the MaxEnt models referred to above.

Another application of MaxEnt to predicting the species–abundance distribution

was proposed by Shipley et al. (2006). The premise and underlying strategy behind

their work is straightforward. Consider a collection of species that possess some set

of traits. For plants, for example, these traits might include leaf thickness, rooting

depth, and other properties that influence plant fitness. Each species has associated

with it a set of numbers giving the values of each of these traits. Hence we can form

the average values of each of these traits by taking the abundance-weighted average

of each trait value over the collection of species. In the context of MaxEnt, these

abundance-weighted average trait values constitute the constraints. Shipley et al.

then apply these constraints and derive from MaxEnt the species abundance distri-

bution. Provided there are fewer traits than species, the problem is under-determined

in a good sense: there will not be enough algebraic equations to uniquely determine

each species’ abundance. MaxEnt provides the additional information needed to

derive the distribution of abundances.

This approach is useful in the sense that it can reveal the internal consistency of a

MaxEnt application if the species–abundance distribution that results from the calcula-

tion is consistent with the abundance data used to generate the abundance-weighted

trait averages. Given that the information contained in the prediction is already

contained in the data needed to make the predictions, its practical value is less clear.

A similar perspective pertains to a recent application ofMaxEnt by Azaele et al. (2009).

10.5 Exercise

*Exercise 10.1

Suppose that METE is amended by the introduction of an additional state variable,

W0, which is just like E0 in the sense that each individual has a value of w and the

sum of the w-values over all individuals is W0. Show that F(n) is now no longer the

logseries distribution but rather depends on n as F(n) ~ e�bn/n2.
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11
Futuredirections

METE makes numerous predictions about patterns in macroecology, but it also
leaves us with many as yet unanswered questions. I focus on three of these
here:What can we infer about spatial correlations of individuals within ecosys-
tems? What can we infer about ecological trophic network structure? How
do macroecological patterns change over time?

11.1 Incorporating spatialcorrelationsintoMETE

As formulated in Chapter 7, METE predicts only one aspect of the spatial distribu-

tions of individuals within species at multiple spatial scales. In particular, the metric

—(n|A, n0, A0) describes the distribution of abundances, n, within a single cell of area
A. This metric provides no information about joint distributions, such as the proba-

bility of simultaneously finding nk individuals in cell Ak, where k can take on values

of 1, 2, . . . , K and the K cells are located at specified places within a landscape. The

simplest metric of the latter type, and one often studied in ecology, is the “distance-

decay” function, referred to in Section 3.3.3: it describes the dependence on inter-

cell distance of the probability that a species is present in two cells of specified area.

Other related measures of correlation are Ripley’s K and the O-ring metric also

discussed in Section 3.3.3. The values of all these metrics will, of course, be

contingent on the abundance of the species at some landscape scale, the area of

that landscape. The distance-decay metric will also depend on the area of the

specified cells, while Ripley’s K and the O-ring metric will depend on the radius

of the circle surrounding a specified individual. Related to distance decay is the

community-level commonality metric, which describes the fraction of those species

found in a typical cell of area A that are expected to be in two such cells at distance

D apart. As with distance decay, it will, in general, depend, at the very least, on the

areas of the cells and the distance between them.

I suggest two possible approaches to calculating correlations within METE.

11.1.1 Method1:Correlations fromconsistencyconstraints

Here I focus on using METE to constrain the probabilities for every possible

combination of occupancies in all the cells into which a plot has been subdivided.

In other words, we are interested in inferring the metric C(n1, n2, . . . , nk), which was



mentioned in Section 3.3.3. It is the probability of observing a set of assigned

abundances {n1} in all of the K cells that result when A0 is gridded into cells of

area A ¼ A0/K. I show that that knowledge of —(n) at more than one spatial scale

imposes consistency constraints on the joint probabilities for finding different

numbers of individuals simultaneously in more than 1 cell.

Consider the case of an area A0, containing a species with n0 ¼ 2, and divided into

four quadrants. This simple case is instructive because it is exactly solvable;

knowledge of —(n) at scales A0/2 and A0/4 uniquely determine the probabilities of

all possible assignments of the 2 individuals into the four cells. We show how this

comes about first using the HEAP model (or equivalently the recursive METE

predictions; see discussion following Eq. 7.51) for the —(n) and then using the

non-recursive METE predictions. The procedure illustrated below is applicable,

however, to any model or theory that predicts the —(n) metric.

Our starting point is the ten occupancy possibilities shown following Eq. 4.9 in

Chapter 4. In HEAP, the probability of the first occupancy possibility, with 2 in-

dividuals in the upper-left quadrant, is given by 1/9 (see Box 4.2 and then do

Exercise 11.1). Moreover, the probability of both individuals being in the left-half

of the plot (the sum of the probabilities of occupancy possibilities 1, 2, and 5) is

given in HEAP by 1/3 (the Laplace result). Therefore, because there are two

occupancy possibilities with both individuals in a left-side quadrant, we have the

consistency relationship:

2P( 2 0
0 0

) + P( 1 0
1 0

) = 1/3. (11.1)

This implies that: P( 1 0
1 0

) =1/3 � 2/9 = 1/9. We also have the normalization

relationship:

4P( 2 0
0 0

) +4P( 1 0
1 0

) + 2P( 1 0
0 1

) = 1, (11.2)

implying that P( 1 0
0 1

) = (1 � 4/9 � 4/9)/2 = 1/18.

Running through the same calculations with the non-recursive METE values for

—(n), for the diagram with both individuals in the upper-left quadrant we have

—(n|A0/4,2,A0) ¼ 0.1161 (Exercise 11.2). As with HEAP, the probability of both

individuals being in the left-half of the plot (the sum of the probabilities of

diagrams 1, 2, and 5) is given in METE by 1/3. Therefore, we have the consistency

relationship:

2P( 2 0
0 0

) + P( 1 0
1 0

) = 1/3. (11.3)

214 � Future directions



This implies that:

P( 1 0
1 0

) = 1/3 �2.(0.1161) = 0.1011. (11.4)

From the normalization relationship:

4P( 2 0
0 0

) + 4P( 1 0
1 0

) + 2P( 1 0
0 1

) = 1, (11.5)

we derive

P ( 1 0
0 1

) = [1�4.(0.1161)�4.1011)]/2 = 0.0656. (11.6)

In these examples, based on there being two individuals placed into 4 cells, there are

just enough consistency constraints to determine the probabilities of all the distinct

occupancy possibilities. More generally, at finer scales and with n0> 2, there will be

both more possible occupancy possibilities (i.e. assignments of individuals) and

there will be more constraint equations because they arise at every scale coarser than

the one being examined. Thus the number of unknowns (probabilities of particular

occupancy possibilities) will be greater and so will the number of equations

A0

B

A

Figure11.1 The geometry assumed in the derivation of Ripley’s K and the O-ring metrics in

METE. The calculation assumes that a single individual of a species is found in A, and
answers the question: what is the probability that there are n þ 1 individuals in the disk

B
^ ¼ the torus B þ the disk A.
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determining those unknowns. Unfortunately, it can be shown that, in general, the

number of unknowns exceeds the number of constraints when n0 > 2 or A > A0/4.

Hence the probablity associated with each occupancy possibility cannot be uniquely

calculated.

Nevertheless, these constraint equations must be satisfied and thus they provide

relationships among occupancy possibilities with individuals spaced at different

distances from each other. Conceivably, these constraints could be incorporated

into a MaxEnt calculation and used to infer the most likely distance-decay function.

Doing so will require much more effort than is expected for a homework exercise;

perhaps an inspired reader will figure out how to complete this agenda!

11.1.2 Method 2:ABayesian approachto correlations

Here I sketch a method for calculating Ripley’s K and the O-ring metric within

METE based on Bayes’ Law. I start with an estimate for the species-level versions of

these metrics and then extend the result to community level.

Consider a small cell or area A nested at the center of a much larger cell of area

B, which in turn is nested within an even larger area A0, for which the state variables

S0 and N0 are known. For simplicity we take these cells to be circles (Figure 11.1).

We focus on an arbitrary species that has abundance n0 in A0. To make the derivation

below as simple as possible, we assume that area A is small enough that it can

contain only 0 or 1 individuals of the species. This assumption can be relaxed and a

useful answer can still be derived (Exercise 11.4). We use the notation B to indicate

both the region B and the area of that region. Importantly, we take the region B to be

a two-dimensional torus, not a disk, and use the notation B̂ to refer to the equivalent

disk with area A included. Hence B̂¼B þ A.
Consider the joint probability that there is 1 individual of the species in A and

nþ 1 individual of that same species in B̂ (one of whichmust be the one inA):P(nþ 1

in B̂, 1 in A). Bayes’ Law says that we can write this in two equivalent ways:

Pðn þ 1 in B̂; 1 inAÞ ¼ Pðn þ 1 in B̂j1 inAÞ � Pð1 inAÞ
¼ Pð1inAjn þ 1 in B̂Þ � Pðn þ 1 in B̂Þ: ð11:7Þ

Here, for notational convenience, we have left out the conditionality condition that

there are n0 individuals in A0, but it is implicit.

From the definition of the metric —, we can write (with the conditionality on n0
now explicit on the right-hand sides of Eqs 11.8, 11.9):

Pðn þ 1 in B̂ Þ ¼ Pðn þ 1jB̂; n0;A0Þ; ð11:8Þ

Pð1 inAÞ ¼ Pð1jA; n0;A0Þ; ð11:9Þ
and
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Pð1 inAjnþ 1 in B̂ Þ ¼ Pð1jA; nþ 1; B̂ Þ: ð11:10Þ

The right-hand sides of these three equations are all predicted by METE.

Noting that P(n in B|1 in A) ¼ P(n þ 1 in B̂ |1 in A), Eqs 11.8–11.10 now imply:

Pðn inBj1 inAÞ ¼ Pð1jA; nþ 1; B̂Þ�Pðnþ 1jB̂; n0;A0Þ
Pð1jA; n0;A0Þ : ð11:11Þ

If cell A is still nested within cell B but large enough to contain more than 1

individual of any particular species, we can write a revised version of Eq. 11.11. It

will be replaced with an expression for P(n in B|m in A) (Exercise 11.4).
Next, we calculate the expected number of individuals in B if the species is found

in A, which we denote by n–B/A:

�nB=A ¼
Xn0�1

n¼0

n�Pð1jA; nþ 1; B̂Þ�Pðnþ 1jB̂; n0;A0Þ
Pð1jA; n0;A0Þ : ð11:12Þ

To calculate the average number of individuals in B subject to the species being

found in A when there is no limit, other than that imposed by n0, on the abundance

that can be found in A (i.e. the revised Eq. 11.12), we now have to perform a double

summation over the abundance, m, in A, wherem� 1, and the abundance n in A. The
former sum will extend from 1 to n0 – n and the latter sum extends from 0 to n0 – 1.

If Eq. 11.12 is evaluated using the METE result for the —s, the dependence of

expected abundance in B on three variables: n0, A0/B̂, and B̂/A will result. The

dependence of Ripley’s K (see Section 3.3.3) on these quantities is thus determined.

To obtain the O-ring metric, it is simply necessary to evaluate this expression for two

different-sized, torus-shaped cells, B and C, and subtract the smaller from the larger

to get the expected number of individuals in the O-ring formed between two tori.

This Bayesian approach can be extended to predict the expected number of

species that are found in both B and A, S(A\B). If we assume that there is no limit

on the number of individuals that A contains, and follow the same logic that led to

Eq. 11.12, we can calculate S(A\B) as a double sum over m and n0 of �(n0)[1 – P(0
in B|m in A)], where�(n0) is the species–abundance distribution in A0 and P(0 in B|m
in A) is calculated as described in the previous paragraph:

SðA \ BÞ ¼ S0
XN0

n0¼1

Xn0
m¼1

(
1�PðmjA;m; B̂Þ�PðmjB̂; n0;A0Þ

PðmjA; n0;A0Þ :Fðn0Þ: ð11:13Þ
)

A related expression can be derived for the expected number of species found in

both A and an O-ring between two cells B and C (Exercise 11.6).
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11.2 Understanding the structure of foodwebs

As pointed out in Section 10.3, the derivation of the linkage distribution, ¸(l|S0, L0),
from MaxEnt uses as state variables the total number of linkages in the web and the

total number of nodes. The number of nodes is just our state variable, S0, while the
total number of linkages, L0, is an additional state variable. Is it possible, however,

that METE could be used to predict the state variable L0?
And here is another unanswered question about food webs. Link distributions give

us information about the topological structure of food webs, but they include no

information about the distribution of the magnitudes of energy flow in the trophic

links. Can we use METE to predict not just the qualitative or topological structure of

webs, but also the distribution of the strengths of the linkages?

Consider a bipartite web, such as that linking a community of plants to a

community of herbivores, and assume that at each of those two trophic levels, the

number of species, the number of individuals, and the total metabolic rate are

specified. Call them S0,P, N0,P, E0,P for the plants and S0,H, N0,H, E0,H for the

herbivores. From these state variables, METE predicts the abundance distribution

and the distribution of metabolic rates across species at each of the levels. For all the

individual herbivores to meet their metabolic requirements, E0,H in total, they have to

eat a sufficient quantity of the product of plant metabolic use (i.e. growth). To achieve

that, herbivores will require sufficient linkages to plants to ensure that the metabolic

needs of all the herbivores aremet. If a value of herbivore food-assimilation efficiency

(metabolic energy derived/energy of food eaten) is assumed, then the distribution

of flow rates across the network will be constrained by the fact that the average

flow rate to the herbivores is proportional to E0,H/L0. MaxEnt will then predict an

exponential distribution of flow rates from plant nodes to herbivore nodes.

Now the problem boils down to determining what L0 needs to be so that when plant
outputs are matched with needed herbivore inputs, the energy requirements of the

herbivores are met. Doing so appears to require the adoption of some rule that assigns

the way in which that matching occurs. In the spirit of neutrality, one such rule could be

that all trophic choices are random, without regard to whether large mass herbivores eat

small plants or large plants. Another possible rulemight be that largest eats largest.With

whatever rule is chosen, trophic needs can be sequentiallymet until all needs aremet and

at that point, the number of links it took tomeet thosemetabolic needs is the predictedL0.
In principle, this strategy could be extended from bipartite webs to full trophic

webs, although this is clearly not a simple problem.

11.3 TowardadynamicMETE

In the knowledge derived from experience.
The knowledge imposes a pattern, and falsifies,
For the pattern is new in every moment . . .
T. S. Eliot, “East Coker,” from the The Four Quartets
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Imagine trying to apply the ideal gas law, PV ¼ nRT, in the atmosphere during a

tornado! The thermodynamic state variables would all be changing rapidly; the

system, however defined, would be out of equilibrium. Exaggerating somewhat,

ecosystems are like tornadoes, ever changing, never in equilibrium. So how can we

justify METE, a theory based on static values of state variables? Strictly speaking

we really can’t. In fact, as we noted in Chapter 8, some of the failures of METE may

well be a consequence of the censused systems being sufficiently not in steady state,

with the state variables changing sufficiently rapidly, so that predicting spatial

patterns or abundance and metabolic rate distributions is like applying PV ¼ nRT
in a tornado.

To know whether that is the case, and to extend the applicability of the theory if it

is the case, requires development of a far-from steady state version of METE. We

can think of METE, as described up to this point, as being a theory of macroecolo-

gical patterns at slices in time, with the patterns determined by the values of the state

variables at those moments in time. If the state variables change sufficiently slowly,

it is plausible to imagine that the changing state variables slowly drag the patterns

with them and the predictions are valid. But if the state variables are changing

sufficiently rapidly, then the patterns may not be predicted from instantaneous

values of the state variables.

So the first step in making METE dynamic is development of a theory that

predicts how state variables change in time. Several approaches to developing a

dynamic theory of state variables could be explored. We might turn to conventional

models of ecosystem dynamics, from Hubbell’s neutral theory (Hubbell, 2001) to

more mechanism-rich models that could potentially describe how S0, N0, and E0

change over time. There are serious limitations in every such approach we know of.

For example, the neutral theory assumes a zero sum constraint, implying that N is by

definition static. That assumption could be relaxed but the theory we seek is

precisely what is needed to tell us how to relax it. Second, speciation rate in the

theory is governed by an assumption and determined by fitting data; it is not really

predicted from anything more fundamental. Third, the theory in its present form

does not include a description of growth in the sizes of individuals within or across

species nor of temporal change in metabolic rates, and therefore it does not readily

provide information about the dynamics of our state variable E0.

An intriguing, but unabashedly speculative, approach involves the concept of

maximum entropy production (MEP). The basic idea of MEP, and the uncertainty

surrounding its validity, were described briefly in Section 6.3.5. MEP states that a

physical system far from equilibrium, undergoing an irreversible transition from one

macroscopic state to another, will most likely choose a path in phase space that

maximizes the rate of production of entropy. Essentially, what this means is that

physical systems, far from equilibrium, tend to dissipate as much energy in the form

of heat as they possibly can. So, colloquially speaking, a stream cascading down a

hillside will take a path that scours the hillside as much as possible. Wind blowing

heat from Earth’s sun-heated equator to the poles will do so at a rate that maximizes
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Box11.1 Simple version of the Paltridge model of latitudinal heat convection and MEP

Figure 11.2 sets up the model. Were it not for convective flow of warm air and surface
water from the equator to the poles, the equator would be much hotter than it now is and
the poles much cooler. Let Q be the rate of heat flow from the equator to each pole. Te and
Tp label the temperature of the equator and the pole in the presence of convective heat
readjustment. The net solar radiation fluxes to the equatorial and polar regions are labeled

e and 
p. By net flux we mean the difference between the incoming flux and the reflected
outgoing flux, with flux measured in units of, say, watts per square meter. We denote
entropy by the symbol S, risking confusion with our symbol for species richness in order to
maintain agreement with thermodynamic convention. Then, using the time derivative of
Eq. 5.1, the rate of production of entropy, dS/dt, as a consequence of the heat flow to the far
northern latitudes is the difference between the rate of entropy change at the equator, dS/dt
¼ –Q/Te, which arises because of the flow of heat away from the equator, and its rate of
change when that heat is deposited at high latitude: dS/dt ¼ Q/Tp. Note that because Tp 

Te, the net rate of entropy production, dS/dt:

dS

dt
¼ Q

Tp
� Q

Te
ð11:14Þ

is � 0. Entropy is produced when heat is added to an object, explaining the þ sign in
front of the term �Q/Tp. A term similar to Eq. 11.14 would describe the rate of entropy
production in the southern hemisphere.

TTe

sSBTp
4

sSBTe
4

net Wp

net We

Q

Tp

Figure11.2 Planetary heat convection from equator to pole. 
e and 
p are the net solar

radiation fluxes at the equator and pole respectively, in units of watts/m2. The net flux is

the incoming solar flux – the outgoing reflected solar radiation. The terms sSBT4
e and

sSBT4
p are the outgoing infrared radiation fluxes, where �SB is the Stefan Boltzmann

constant. Q is the convective heat flux from equator to north polar region; a similar

convective heat flow and radiation flux are not shown for the south polar region.

Our goal is to find the value of Q that maximizes the expression in Eq. 11.14. To do so, we
have to re-express Te and Tp in terms of Q. Toward that end, we introduce the equations of
energy conservation for the equatorial and polar regions:

Oe ¼ 2Qþ sSBT 4
e ; ð11:15Þ
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Box11.1 (Cont.)

Op þ Q ¼ sSBT 4
p : ð11:16Þ

The quantity �SB is the Stefan–Boltzmann constant, and the factor of 2 in front of Q in
Eq. 11.15 arises because a flow of heat equal to Q exits the equatorial region in each of the
two poleward directions.

Using Eqs 11.15 and 11.16, we can eliminate both Te and Tp in Eq. 11.14, and arrive at
an equation for the rate of entropy production, dS/dt, solely in terms of the rate of heat
flow,Q. We can then maximize dS/dt by setting to zero its derivative with respect toQ, and
of course checking that the result is a maximum, not a minimum. We leave the details of
the rest of the calculation to the reader (Exercise 11.9).

The result of the calculation is shown in Figure 11.3. The value of Q obtained from this
calculation is remarkably close to the measured average value. If the calculation is done
within a more detailed energy balance model, in which the hemispheres are divided in to
latitudinal bands, the accuracy improves and the latitudinal dependence of Q is fairly
accurately predicted. Moreover, substitution of the values of Q obtained from the calcula-
tion into Eqs 11.15, 11.16 yields values of Te and Tp that are in reasonable agreement with
measured average values.
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Figure11.3 The rate of entropy production, dS/dt, versus the rate of poleward heat flow,

Q. The parameters were chosen as: 
p ¼ 50 W/m2, 
e ¼ 500 W/m2. Entropy production is

maximized at a poleward heat flow of QMEP ¼ 75 W/m2, which gives Tp ¼ 217 K, Te ¼
290K.

Interestingly, if the values of the net incoming solar fluxes are varied and different
values of theQ-value that maximizes entropy production are plotted against the magnitude
of the resulting temperature gradient (Te – Tp) that is obtained at MEP, the relationship is
not linear; in other words, far from equilibrium, the flows predicted by imposing the
constraint of MEP are not linearly proportional to the strength of the gradients that produce
these flows (Exercise 11.10).
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the production of disorder as quantified by the Carnot definition of entropy, �Q/T
(Eq. 5.1), associated with sensible heat transfer. Here we illustrate and pursue further

this notion of MEP.

Imagine the flow of a fluid driven by the temperature difference between two

locations: the hotter location is heated by some fixed heat source and the other,

cooler one, is not. The fluid flowing from the hotter location to the colder one will

convey heat, tending to cool the warm location and warm the cool one. If the flow is

too great, the temperature gradient will disappear and then there will be no more

flow. So, too large a flow is not sustainable. If the flow is too weak, the temperature

difference will be large, and then more flow will ensue. Could there be some law of

nature that determines where, between these two extremes of too low or too high a

convective flow, nature tends to reside?

If the heat flow were not conveyed by a convective, possibly turbulent, fluid, but

rather was conducted in, say, a solid, then the problem is simpler. Fick’s law states

that the rate of heat flow will be proportional to the temperature gradient and the rate

of heat flow can be readily calculated. But if a moving and turbulent fluid conveys

the heat, then the problem is much messier.

Many years ago, Garth Paltridge (1975, 1978, 1979) proposed that the convective

flow of heat from equator to poles maximizes entropy production. Box 11.1 presents

a simplified version of the approach Paltridge took to formulate and test his

hypothesis.

The empirical success of Paltridge’s work raises many questions. First, we can

ask: Is MEP really a law of nature? Can it be derived, perhaps from more funda-

mental principles? As mentioned in Chapter 5, Dewar (2003, 2005) has outlined a

derivation of the maximum entropy production (MEP) principle fromMaxEnt. As of

this writing, his derivation is incomplete. Time will tell whether MEP attains the

status of an accepted law of far-from-equilibrium thermodynamics.

A further question is more practical: How can such a simple calculation work

when it includes no mention of the rate of Earth’s rotation, or of the viscosity of air

and water, the fluids that convect heat from equator to pole? This is indeed a puzzle.

Perhaps further studies using general circulation models (GCMs) of atmospheric

dynamics will reveal that the equator-to-pole heat flow predicted in these models is

relatively insensitive to rotation rate and viscosity. It is unimaginable that the flow

is completely independent of rotation rate and viscosity, but if the dependence is

relatively weak that might explain why the MEP calculation “works.” On the other

hand, the success of MEP could be accidental. But in its favor, MEP is supported by

considerable data from many sources (see, for example, Kleidon and Lorenz, 2005)

and not just from the Paltridge calculation.

For the remainder of this Chapter, I shall assume that the Dewar proof will

ultimately be successful and that MEP is a law of far-from-equilibrium thermody-

namics. Several authors have begun to explore the implications of this possibility. I

refer readers to the collection of chapters in the edited collection by Kleidon and

Lorenz (2005), and also to Kleidon et al. (2010), for descriptions of possible

applications to Earth system science. The application I pursue here is quite different,
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however, from current work in the field. It begins with the observation that Dewar’s

work suggests that MEP, if valid, should apply to the rate of production of informa-

tion entropy, as well as to thermodynamic entropy. What, then, are the implications

of assuming that the production of information entropy far from steady state is

governed by an extremum principle? Let us explore this.

We start with the fundamental probability distribution of METE, R(n, �), which
from Chapter 7 is given by:

Rðn; ejS0;N0;E0Þ ¼ e�l1ne�l2ne

XN0

n0 ¼1

ZE0

0

e�l1n
0
e�l2n

0
e
0
de

0

: ð11:17Þ

The Lagrange multipliers, º1 and º2, contain the dependence on the state variables,

S0, N0, and E0.

The information entropy associated with this distribution is:

SI ¼ �
X
n

Z
deRðn; eÞlogðRðn; eÞÞ: ð11:18Þ

Recalling results from Chapter 7, provided S0 � 1, the quantity 	 ¼ º1 þ º2 is

determined from:

blogð1
b
Þ � S0

N0

: ð11:19Þ

The second Lagrange multiplier is given by:

l2 ¼ S0
E0 � N0

: ð11:20Þ

To simplify the notation in what follows, we leave the subscript 0 off the state

variables and we define:

o  log
1

b

� �
: ð11:21Þ

Then, carrying out the integration and summation in Eq. 11.18, it can be shown

(Exercise 11.11) that:

SI ¼ 1þ log
E

N

� �
þ oþ o�1: ð11:22Þ
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We now explore the implications of assuming that the time derivative of information

entropy (that is, the rate of entropy production) is an extremum. This, we will see,

leads to equations that, in principle, determine the rates of changes of the state

variables S, N, and E as functions of those same variables. Solutions to these

equations could then provide a basis for a dynamic theory of macroecology.

The time derivative of SI is given by (Exercise 11.12):

dSI
dt

¼ o�1 1

N

dN

dt
þ 1

E

dE

dt
� ð1þ o�1Þ 1

S

dS

dt
: ð11:23Þ

To derive the consequences of our assumption, we find the extremum of this

expression wth repect to variation in the state variables. Setting to zero the deriva-

tives of dSI/dt with respect to each of the three state variables, we then obtain three

coupled partial differential equations for the partial derivatives, with respect to state

variables, of the time derivatives of the state variables. These partial derivatives are

expressed as functions of the state variables and their time derivatives. The solutions

to these equations will then be a set of coupled differential equations relating the

time derivatives of the state variables to the state variables themselves. The solutions

to those coupled equations describe the time evolution of the state variables under

the assumption of MEP.

Here are the equations that result from setting each of the three derivatives of dSI/dt
equal to zero:

ð1þoÞ@ðdS=dtÞ
@S

¼ ð 1

o� 1
ÞdN=dt

N
þo

S

E

@ðdE=dtÞ
@S

þ S

N

@ðdN=dtÞ
@S

þðo
2� 2

o� 1
ÞdS=dt

S
;

ð11:24Þ

ðo
2�1

o
ÞN
S

@ðdS=dtÞ
@N

þdN=dt

N
¼ðo�1ÞðN

E
Þ@ðdE=dtÞ

@N
þðo�1

o
Þ@ðdN=dtÞ

@N
þo�1dS=dt

S
;

ð11:25Þ

ð1þ oÞE
S

@ðdS=dtÞ
@E

þ o
dE=dt

E
¼ o

@ðdE=dtÞ
@E

þ E

N

@ðdN=dtÞ
@E

: ð11:26Þ

The solutions to these equations yield an extremum for dSI/dt, but that extremum

must be a constant in time. The reason is that time dependence in dSI/dt can only

arise from time dependence of the state variables. But the equations enforce the

independence of dSI/dt on those state variables.

Consider now the special case in which dN/dt and dE/dt ¼ 0. It then follows from

Eq. 11.23, and the fact that the extremum of dSI/dt is some constant, C, that the

equations reduce to the simpler equation:
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ð1þ o�1Þ1
S

dS

dt
¼ �C ð11:27Þ

You can show (Exercise 11.14) that for C > (<) 0, this equation results in dS/dt
< (>) 0, and thus declining (increasing) species richness. Hence, for the case of

constant N and E, and the rate of change of information entropy given by a constant,

species diversification corresponds to decreasing information entropy. The MEP

solution, with C as large as possible, corresponds to species richness declining as

fast as possible!

If N and E are allowed to vary in time, then more complicated dynamics will arise.

The full implications of Eqs 11.24–11.26 have yet to be explored. Another issue

raised, but not answered, by our imposition of MEP on the information entropy

function R(n,�) is the intrinsic time scale for change. Our equations have a parame-

ter, t, for time, but because there is no other quantity in the theory with dimensions of

time, it is not clear what the absolute time scale of change is. Because E is a rate of

metabolism, the ratio M/E ratio, where M is the biomass of the system (recall

massmin ¼ �min ¼ 1), might set an intrinsic time-scale.

Clearly we have speculated here well beyond available evidence. MEP is as yet

unproven. If it is true, its applicability to information entropy is uncertain. If it does

apply to information entropy, it is not clear why we should apply it to R(n,�), as we
did above, rather than to, say—(n) or�(n) or ł(�). Or perhaps it should be applied to
all these probability distributions. It is also unclear, even if nature selects an

extremum of entropy production, whether that extremum is a minimum or a maxi-

mum. And finally, we have not explored all the implications of Eqs 11.24–11.26, nor

tested any of them.

Yet, there is some appeal to the notion that MEP might provide the basis for a

dynamic extension of METE. In particular, at the core of Dewar’s partial derivation

is the MaxEnt principle. MaxEnt is applied to infer the probability distribution,

defined over final macrostates, of the number of paths in phase space leading

irreversibly from an initial macrostate to each of the possible final macrostates. If

more paths lead to the final macrostate that corresponds to MEP, then that final state

is most likely. Substituting “paths in phase space” for “number of microstates in

phase space” reveals the logical connection between MEP and the classical state-

ment of the second law of thermodynamics.

11.4 Exercises

Exercise 11.1

Show that in HEAP, —(2|A0/4, 2, A0) ¼ 1/9 and that in non-recursive METE,

—(2|A0/4, 2, A0) ¼ 0.1161.
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Exercise 11.2

Again, for the case in which A¼ A0/4 and n0¼2, work out the implications of all the

cross-scale consistency constraints for the random placement model. Explain why

you could have written down your results for
( 1 0

1 0
)
and

( 1 0
0 1

)
right away,

without looking at the consistency constraints.

Exercise 11.3

Show that when A0 is subdivided into quadrants, then for any n0 > 2 the number of

possible diagrams assigning individuals to cells exceeds the number of cross-scale

constraints and thus the problem is underdetermined (try the simplest case in which

n0 ¼ 3 to get you started). Then show that when n0 ¼ 2, and A0 is subdivided into 2
j

cells with j > 2, the problem is again underdetermined (try the simplest case in

which j ¼ 3).

Exercise 11.4

Carry out the calculation described following Eq.11.11 to derive P(n in B|m in A) if
m is limited only by n0.

Exercise 11.5

Derive the revised Eq. 11.12 for the case in which only n0 limits the number, m, of
individuals in A.

Exercise 11.6

Derive Eq. 11.13.

Exercise 11.7

Derive an expression for the O-ring metric following the approach described after

Eq. 11.12. Do this for the case in which only n0 limits the possible value of m.
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**Exercise 11.8

Substitute into your answer for Exercise 11.7 the METE solution to —(n) and

determine the dependence of the O-ring metric on the radius of the ring. How

does the form of that distance dependence itself depend upon the abundance, n0,
of the species?

Exercise 11.9

Find the function Q(
e, 
p) that maximizes the rate of entropy production in the

Paltridge model.

Exercise 11.10

Using your result in Exercise 11.10, plot the value of Qmax as a function of the

equator-to-pole temperature difference (Te – Tp). To derive different values for,

Qmax Te, and Tp, you will have to assume a variety of values for 
e and 
p.

Exercise 11.11

Derive Eq. 11.22.

Exercise 11.12

Derive Eq. 11.23.

*Exercise 11.13

Derive Eqs 11.24–11.26.

*Exercise 11.14

To explore numerically the solution to Eq. 11.27, it helps to make an analytical

approximation to the solution to Eq. 11.19. The following is fairly accurate:

ø � log(N/S) þ log(log(N/S))*(1þ1/log(N/S)),
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provided N/S � 1. Making this approximation, solve Eq. 11.27 numerically and

discuss the dependence of the rate of change of S on the fixed value of N and on the

constant, C.

*Exercise 11.15

What can be learned about the dependence of the time derivatives of the state

variables on the state variables themselves using Eqs 11.24–11.26 if other combina-

tions of the state variables than N and E are assumed to be fixed constants?

**Exercise 11.16

What can you learn from Eqs 11.24–11.26 if no constraints on the state variables are

assumed?

**Exercise 11.17

Try to implement the strategy outlined in Section 11.2 to determine the number of

linkages and the distribution of flow rates across them in a plant-herbivore web as a

function of arbitrarily assigned state variables S, N, E at each of the two trophic

levels.
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Epilogue

Is a comprehensiveunif|edtheoryofecologypossible?What
might it looklike?

If you stare at data you may see patterns, and if you think long and hard enough

about patterns you may see explanations. That is how theory often arises in science.

It is the (admittedly oversimplified) trajectory that took us from Tycho Brahe’s

notebooks full of raw data on the positions of the planets over time, to Kepler’s

ellipses and other regularities in the orbits, to Newton’s law of gravity. The devel-

opment of the theory of evolution also followed, at least loosely, that trajectory;

remarkably, in that case major advances in data acquisition and pattern discernment,

as well as theory building, were to a considerable extent all the work of one person!

Evolution is at the core of all of biology, and if a grand theory of ecology were to

emerge, evolution would be an essential component. Is it possible that evolution is

not only necessary but also sufficient to explain, and to be able to predict, everything

that is predictable about ecology? What role, if any, might ideas discussed in this

book play? So we return to some of the questions raised in Chapter 1, armed with

what we have learned about patterns in macroecology.

First, let’s review what we have accomplished here. METE does predict a lot with

a little. Using only the logic of inference, we have developed a theory that predicts,

without adjustable parameters, the central tendencies of the major patterns in the

distribution, abundance, and energetics of individuals and species across wide

ranges of spatial scale. It appears to work fairly well across taxonomic groups and

across habitat types. It appears also to provide insight into inter-specific trophic

network structure. In some cases, there are sizeable deviations from predicted

patterns, but there appears to even be pattern in the deviations. So maybe we have

the beginnings of a theory of macroecology. Far more testing is needed.

But METE is incomplete. The state variables, S, N, and E, which are central to the
theory, are taken as given; they are not explained. What determines their values and,

more importantly, what determines how each of the state variables changes in time?

METE is a static theory of macroecology, not a dynamic theory of all of ecology.



Mechanism does not play a role in METE except insofar as it may be needed to

determine the values of the state variables and their rates of change.

Section 11.3 advances the idea that the principle of maximum entropy production

(MEP), applied to information entropy, could be the basis for a dynamic METE. But

that would still not be a comprehensive, unified theory of ecology, for it would not

describe, let alone explain, a vast amount of ecology: feeding and mating behavior,

social organization, physiology and growth dynamics, adaptation, speciation,

extinction, responses of organisms to environmental stress. Evolution must be a

part of such a theory.

The Figure below is no more than a vision, and is appropriate only to an epilogue.

It shows how I think ecology might develop in the coming decades. Evolution,

without which “nothing makes sense in biology” (Dobzhansky, 1964), is the major

player, but information theory in the form of MaxEnt and MEP plays an important

role. MaxEnt, in combination with measured values of the state variables, predicts

macroecological patterns, while MEP, perhaps derived from MaxEnt (see Sections

6.3.5 and 11.3), predicts the dynamics of the state variables. I have thrown in for

good measure the possibility that MEP will provide a firmer basis than we have at

present for understanding how metabolic rates depend on body mass. The explana-

tions provided in this vision by MEP are shown by light dashed lines because today

these are speculative.

MaxEnt

MEP

Organismal Ecology 

Adaptation/Selection 

Physiology, mass-
energy relationship,
Growth dynamics

Mate choice,
Optimal foraging,
& other behavior 

Dynamics
of State
Variables

Metabolic
Theory

Evolution

Macroecology across Spatial Scales 
• metabolic rate and body size distributions
• spatial aggregation patterns 
• species-abundance distributions 
• species-area and endemics-area relationships 
• distribution of linkages in trophic webs  

A model of a possible theory of ecology. Heavy dashed links are developed in this book; light

dashed links are in progress or speculative; solid links are well established. The link from

“MEP” to “Dynamics of State Variables” is discussed in Section 11.3.
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As if the above is not sufficiently speculative, I will end even further out on a

limb. Information theory appears to be infiltrating science. New developments

suggest that information entropy may help us better understand everything from

gravity to consciousness. Just possibly, Wheeler saw far in to the future when he

suggested “its from bits.” Perhaps decades from now all of the sciences, including

ecology, will appear more similar and unified than they do today because of the

ubiquitous role that information entropy will play in the explanation of patterns in

all of nature. Of course there is no substitute in biology for the fundamental role

of Darwin’s grand idea, the inheritability of organismal traits that differ among

individuals and that confer fitness. But the power of that idea is not diminished

when it is augmented with the predictive capacity that flows from the logic of

inference.
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AppendixA

Accesstoplantcensusdata froma serpentine grassland

The following website contains a spatially-explicit vegetation dataset:

http://conium.org/~hartelab/MaxEnt.html

The census was carried out over the spring and summer of 1998 by Jessica Green

on a 64 m2 plot at the University of California’s McLaughlin Reserve in northern

Lake Napa County and Southern Lake County, CA. The plot was gridded to a

smallest cell size of ¼ m2 and in each cell the abundance of every plant species

found there was recorded. The spreadsheet found at the website is organized as

follows: the columns are plant species, with each species given a code name

explained below the table of data. There are 256 rows of data, with each row

corresponding to one of the ¼ m2 cells. If the plot is viewed as a matrix, then the

first row of data in the spread sheet corresponds to the upper-left cell (matrix element

a11). The second row of data is the matrix element a12, or in other words the cell just

to the right of a11. The 17th row of data then corresponds to the plot matrix element

a21, and the very last row of data is the lower right cell, a16,16. The actual data entries

are the abundances of the species in each cell.

The data may be used by readers for any purpose, but any publication that

includes use of the data should reference the dataset to:

Green, J., Harte, J., and Ostling, A., (2003). Species richness, endemism, and

abundance patterns: tests of two fractal models in a serpentine grassland. Ecology
Letters 6, 919–928.

Moreover, the Acknowledgments should include a thanks to Jessica Green for use

of the data.



AppendixB

Afractalmodel

In the four sections that follow, the formulation of a fractal (scale-invariant) model

for many of the metrics of macroecology is presented.

B.1 Afractalmodel forB(Ajn0,A0)

The method of incorporating scale invariance into macroecology explained below

stems from pioneering work byW. Kunin (1998) that was further extended by Harte et

al. (1999a, 2001). To define the model, we first introduce a notation for labeling cells

obtained fromA0 by successive bisections.We label the cells by an index i, such thatAi

¼2�i A0. We use the symbol A both to refer to a cell and to refer to the area of the cell.

Each species is assigned a probability function aj(n0, A0), where j is the same type of

scale label as is i. aj is the probability that if that species is present in A0 with n0
individuals, and also is found in a grid cell of area Ai�1, then it is present in a pre-

specified one of the two Ai cells (say the one on the left) that comprise the Aj�1 cell.

Defining:

liðn0;A0Þ 
Yi
j¼1

ajðn0;A0Þ; ðB:1:1Þ

it is easy to show (Exercise 4.7) that ºi (n0, A0)¼1 – —(0jAi, n0, A0), or in other

words, ºi is the probability that the species is present in an arbitrarily chosen Ai cell if

the species has n0 individuals in A0 (Harte et al., 2001, 2005).

Combining this with Eq. 3.7, which relates B(A) to P(0), the range–area relation-

ship for each species is uniquely specified in terms of the l-parameters:

BðAijn0;A0Þ  A0aiðn0;A0Þ: ðB:1:2Þ

Scale-independence (or self-similarity) can now be imposed by assuming that the aj
are independent of scale, j, so that each aj(n0, A0)  a(n0,A0) In words, scale-

independence of the ajs means that the presence or absence of a species in a half-



cell of an occupied cell is independent of cell area. In that case, the box-counting

measure of occupancy, is related to cell area by:

BðAijn0;A0Þ  A0½aðn0;A0Þ	i: ðB:1:3Þ

Recalling that Ai¼A0/2
i, Eq. B.1.3 is mathematically equivalent (see Exercise 4.8) to

the power-law form:

BðAijn0;A0ÞeAy
i ; ðB:1:4Þ

with

y ¼ � log2ðaðn0;A0ÞÞ: ðB:1:5Þ

The spatial distribution of each species then has a fractal dimension that is a function

of the value of a(n0,A0)for that species. In particular, the fractal dimension of the

spatial distribution, D, is related to y by D¼2(1 – y).
To determine these a(n0,A0) empirically, one would fit range–area data for each

species to Eq. B.1.4; the slope of the log(B) vs. log(Ai) graphs will give an estimate

of the a(n0,A0) using Eq. B.1.5.

The fractal model we have presented here was based on a specific method of

partitioning space with successive bisections. Maddux (2004) criticized this parti-

tioning because if interpreted too literally, it can lead to unrealistic patterns; Ostling

et al. (2004) showed how the concerns raised by Maddux can be circumvented by

taking predictions for a cell Ai to apply to an average cell of that area placed

anywhere on the plot of area A0 rather than to a cell placed at exactly the location

at which it would be placed under successive bisections. Nevertheless, as discussed

in the text and in Appendices B.2 and B.3, the model does not provide realistic

predictions of patterns in macroecology.

B.2 Afractalmodel for the SAR

If the a(n0,A0)are scale invariant, then using Eqs 3.12 and the results of B.1, the SAR

can be expressed as:

�SðAiÞ ¼
X
species

½aðn0;A0Þ	i: ðB:2:1Þ

Will the SAR obtained from Eq. B.2.1 will be a power law? To explore this, let’s

introduce another parameter, this time a community-level probability ai, defined to

be the ratio of the average number of species found at scale i – 1 to that at scale i

(Harte et al., 1999a). In terms of this parameter, we can write:
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�SðAiÞ ¼ S0
Yi
j¼1

aj: ðB:2:2Þ

If the ai are scale-independent, then Eq. B.2.2 reads, in analogy with Eq. B.1.4:

�SðAiÞ ¼ S0 ðaÞi: ðB:2:3Þ

Recalling that Ai¼A0/2
i, this is mathematically equivalent to the power-law form of

the SAR:

�SðAiÞ e Az
i ; ðB:2:4Þ

with

z ¼ � log2ðaÞ: ðB:2:5Þ

A necessary and sufficient condition for a power-law SAR is that the ai are

independent of scale and thus all equal (Ostling et al., 2004). Now we have two

expressions for the SAR: one based on the assumption of species-level scale

invariance for all species (Eq. B.2.1), and one based on the assumption of commu-

nity-level scale invariance (Eq. B.2.3). Are they equivalent?

If we assume scale-invariance at both species level and community level, and

equate the expressions for S�(Ai), we arrive at an important rigorously true impossi-

bility theorem (Harte et al., 2001) relating the probability parameters at the species

level and the community level:

ai ¼ < ½aðn0;A0Þ	i:>species; ðB:2:6Þ

where h ispecies denotes an average over all species.

I use the phrase “impossibility theorem” because Eq. B.2.6 cannot, in general, be

satisfied for all i-values or even over an adjacent pair of i-values, (i, i þ 1). Hence

scale-invariance cannot hold simulataneously at the species level and the community

level. The only case in which Eq. B.2.6 can be satisfied, and thus scale-invariance can

hold at both community level and at species level, is if the as are all equal to each other
and at the same time equal to a. But that is impossible unless all species have the same

abundance (Harte et al., 2001).

To summarize, if the a s are scale-invariant, then we arrive at a power-law range–

area relationship for each species (Eq. B.1.4), whereas if the community parameter a
is scale-invariant, then we arrive at a power-law SAR (Eq. B.2.4). But both metrics

cannot be power-law except in the case in which all species have the same abun-

dance and thus equal values of a.
Which, if either, option does nature choose? A robust observation is that the a s are

not all equal for each species in systems where Eq. B.1.4 has been tested (Green
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et al., 2003). If the a s are not all equal, then by the impossibility theorem, we should

not expect to see power-law behavior both for all the species-level B(Ai)s and for the

SAR. In fact, we rarely see it for either.

B.3 Afractalmodelof the species-levelspatial
abundance distribution

To predict P(n jAi, n0, A0), the model requires a boundary condition at some

smallest scale, i¼m, at which there is either 0 or 1 individual within each cell; the

value of m may differ from species to species. This is different from the type of

boundary condition assumed in Section 3.3.1, where the abundance of the species at

some largest scale, A0, was assumed. In addition I make the strong assumption that

the probability parameter a(n0, A0) contains all of the possible information about

cross-cell abundance correlations.

I define the probability distribution, Qi(n), for n� 1, to be the probability that, if a

species is present in Ai cell, then it has n individuals in that cell. By scaling up from

that smallest scale, i¼m, the following relationship can be derived (Harte et al.,

1999a) relating the conditional spatial probability distribution at two adjacent scales,

Ai and Ai�1:

Qi�1ðnÞ ¼ 2ð1� aÞQiðnÞ þ ð2a� 1Þ
Xn�1

�¼1

Qið�Þ�Qiðn� �Þ; ðB:3:1Þ

subject to the boundary condition Qm(n)¼dn,1. The symbol dn,1 is called the Kro-

necker delta function; it has the value 1 if n¼1 and value 0 if n 6¼ 1.

Eq. B.3.1 is an example of a recursive equation. It has a simple interpretation: The

left-hand side is the probability that there are n> 0 individuals in a cell of area Ai�1.

The right-hand side is the sum of the probabilities of all possible ways in which there

can be n > 0 individuals in a cell of area Ai�1. First, they may all be in just one half

of Ai�1, and thus in one of the two Ai cells that comprise the Ai�1 cell. The coefficient

(1�a) on the right-hand side of the equation is the probability that if the species

occupies a cell, then its individuals in that cell are all on only one specified half of

the cell. The factor of 2 multiplying that coefficient means that the individuals can be

in only one or the other half of the cell . . . which half is not specified. Multiplying

by the probability of there being n individuals in Ai, given that the cell is occupied,

Q(n), that first term on the right-hand side tells us the probability that the cell Ai�1

has n individuals and all n of them are in either the right-or left-half of that cell.

A second option is that there are individuals in both halves of the Ai�1 cell. The

coefficient 2a�1 in front of the second term is the probability that individuals

occupying a cell are found in both halves of the cell. This can occur in many

ways: 1 individual on one half, all the other individuals on the other half, and so
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forth, so the summation term gives the joint probability of each of these options,

under that assumption we made of independence among occupancy probabilities.

Note that from the form of Eq. B.3.2, if there is only 1 individual at scale Ai�1, then

the second term on the right-hand side does not contribute. So Eq. B.3.2 is simply a

way of doing the book-keeping of all the options for occupying a cell Ai�1 with

various combinations of occupancies of the two halves of that cell.

It can be shown (Harte et al., 1999a) that the solution to Eq. 4.36 has the property

that the average abundance of the species over occupied cells of area Ai¼2m�iAm is

(2a)m�i. Because there are n0 individuals in A0, consistency is achieved if:

m logð2aÞ ¼ logðn0Þ: ðB:3:2Þ

So for each species, either its value of m or its value of a, or both, depend upon its
abundance n0.

For any particular species, the solution to Eq. B.3.1, at any fixed scale, i, and for

n� 1, is unimodal, with a rising power-law dependence of theQi(n) on n for small n,
and a faster-than-exponential fall off at large n. Empirical data do not support this

prediction (see Section 3.4 and the discussion of the shape of P(n)).
In the publication in which Eq. B.3.1 was first derived (Harte et al., 1999a), we

replaced the species-level parameter, a, by the community-level parameter, a, and
claimed that the community Q(n) could be interpreted as the species–abundance

distribution F(n). Implicit in that argument, though not recognized or stated in the

publication, was the assumption that the as for all species are identical and equal to

the community parameter, A. The assumption that species have identical a, however,
does not hold for any actual ecosystem. Moreover, the solution to Eq. B.3.1 with

a determined by Eq. B.2.5 of Appendix B.2 yields a very poor fit to typical species

abundance distributions (Green et al., 2003).

Appendices B.1, B.2, B.3 together lead us to the conclusion that the fractal models

proposed to explain species-level or community-level macroecological metrics

unambiguously fail. The collection of models based on the common assumption of

scale-invariant probability paramters a and a, could be called a theory because

together they predict a wide range of phenomena, are parsimonious, and are falsi-

fiable. Unfortunately, application of that last property has allowed us to conclude

that the theory should be rejected.

B.4 Afractalmodelofcommunity-levelcommonality

Consider two censused patches within the landscape, one of area A with S(A) species
(S(A)¼c Az) and one of area A0 with S(A0) species. We assume, for now, that the

distance D between the centers of the two patches is very large compared to either

(A)1/2 or (A0)1/2. We denote by N(A, A0, D) the number of species in common to the

two patches, and use a similar notation now for X because it depends upon both
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areas. Commonality, defined as the number of species in common, divided by the

average number of species in the two patches, [S(A) þ S(A0)]/2, is then given by:

X ðA; A0
; DÞ ¼ 2NðA; A0

; DÞ=ðSðAÞ þ SðA0 ÞÞ: ðB:4:1Þ

Consider the probability that a species, picked at random from the patch of area A0, is
also found in the patch of area A a distance D away. That probability, which we

denote by G(A, A0, D), is given by the number of species in common to the two

patches divided by the number in A0, or from Eq. B.4.1:

GðA; A0
; DÞ ¼ NðA; A0

; DÞ=SðA0 Þ: ðB:4:2Þ

Using Eq. B.4.1, we can eliminate N(A, A0, D) from this expression, to get:

GðA; A0
; DÞ ¼ ½SðAÞ þ SðA0 Þ	X ðA; A0

; DÞ=½2SðA0 Þ	: ðB:4:3Þ

Now suppose we double the size of the patch of area A0. Each of the species in A0 is
still nearly exactly a distanceD away from the center of the patch of area A; (because
D � (A0)1/2) and so, if a species is selected at random from the patch of area 2A0,
the probability that it also lies in the patch of area A is unchanged. In other words,

G(A, A0, D) is independent of A0 and, in particular:

GðA; A; DÞ ¼ GðA; 2A; DÞ; ðB:4:4Þ

where A is an arbitrary area. Using Eq. (B.4.1):

GðA; 2A; DÞ ¼ ½SðAÞ þ Sð2AÞ	X ðA; 2A;DÞ=½2 Sð2AÞ	 ðB:4:5Þ

and

GðA; A; DÞ ¼ X ðA;A; DÞ: ðB:4:6Þ

Eq.B.4.2 tells us that the expressions in Eqs B.4.3 and B.4.6 are equal, so:

XðA; 2A;DÞ ¼ 2Sð2AÞXðA;A;DÞ
SðAÞ þ Sð2AÞ : ðB:4:7Þ

Now using the power-law SAR, we obtain:

XðA; 2A;DÞ ¼ 2�2z
1z þ 2z

XðA;A;DÞ: ðB:4:8Þ

Again considering X (A, A0, D), we can continue with this same reasoning. If we

double the size of the patch of area A, then we increase the number of species in that

patch and thus increase the probability that a species selected at random a distance
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D away from that patch of area A is also found there. The number of species

increased by a factor of 2z and so the probability can plausibly be assumed to

increase by that same factor, or:

Gð2A; 2A; DÞ ¼ 2z GðA; 2A; DÞ ¼ 2z GðA; A; DÞ: ðB:4:9Þ

Again using Eq. B.4.6, G(2A, 2A, D)¼X (2A, 2A, D), and so:

X ð2A; 2A; DÞ ¼ 2z X ðA;A; DÞ: ðB:4:10Þ

Equation B.4.10 holds true when D and z remain constant, and the censused areas

double. Thus, Eq. 4.47 generalizes readily to the result X (A, A, D)  X (A, D)¼
(A)z f (z, D), where f is some function. The form of the function f is constrained,
however, because self-similarity, and the fact that X is a dimensionless fraction,

imply X¼X (A/D2). Therefore we must have:

X ðA; DÞ ¼ ðA=D2Þz gðzÞ: ðB:4:11Þ

In Exercise 4.9 you will derive the explicit form of the function g(z).
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AppendixC

Predicting the SAR:Analternative approach

Here we start with the METE results for the spatial abundance distribution at scale

A0, and the spatial abundance distribution P(n|A,n,A0), and simply substitute into

Eq. 3.13 to get the desired answer at any scale:

�SðAÞ ¼ �SðA0Þ
XN0

n¼1

e�b0n

nlog ðb�1
0 Þ ð1�Pð0jA; n;A0Þ: ðC:1Þ

The subscript 0 on b is to remind you that it is evaluated at scale A0, and b0 is given
by the solution to Eq. 7.27 as a function of the values of S� (A0) and N(A0). P(0|A,n,
A0) in Eq. C.1 is determined from Eqs 7.48–7.50.

The predicted SAR can then be determined by numerical evaluation of Eq. C.1. For

the case in which down-scaling of species’ richness to determine S�(A) is the goal, and
the starting point is knowledge of S(A0) and N(A0), the procedure is straightforward.

First solve for b0 using Eq. 7.27 (or the simpler Eq. 7.30, if b0N(A0)� 1 and b0� 1),

solve forP(0) using Eqs 7.48–7.50, and then substitute that information in to Eq. 7.48

to determine S�(A). The summation in Eq. C.1 can be carried out with many software

packages, including Excel, MathCad, Matlab, and Mathematica.

To use Eq. C.1 to up-scale species’ richness to scale A0, starting with an empirical

estimate of S�(A), the procedure is more complicated because Eq. C.1 contains two

unknowns, b0 and S�(A0), and so does Eq. 7.27. Now, just as with method 1, the two

equations have to be solved simultaneously, rather than sequentially.

It might be objected that Eq. C.1 really contains three unknowns, b0, S�(A0), and

N(A0), with only two equations (C.1 and 7.27) to determine them. As before,

however, up-scaling abundance N from scale A to A0 is not a problem. Because

we are examining the complete nested SAR, an average of the measured N-values in
each of the plots of area A is an estimate of the average density of individuals in A0.

Hence, we can assume:

NðA0Þ ¼ A0

A
NðAÞ: ðC:2Þ



C.1 Ausefulapproximation formethod 2

While Eqs 7.27, 7.48–7.50, and C.1 can be solved numerically to either up-scale or

down-scale species’ richness, it is useful to examine some simplifying approxima-

tions that will often be applicable to real datasets. With these simplifications we can

obtain analytically tractable solutions that do not require numerical solutions and

that provide considerable insight.

We assume that A � A0, so that 1 – P(0) can be approximated by Eq. 7.54.

In practice, this means that we are considering ratios A0/A > 32. Particularly for

up-scaling applications, this assumption is not very constraining because we are

often interested in up-scaling to areas much larger than the area of censused plots.

As always, we assume S0� 1 so that exp(–b0N(A0)) � 1.

With A « A0, we can replace Eq. C.1 with:

�SðAÞ � �SðA0Þ
XNðA0Þ

n¼1

e�b0n

nlog ðb�1
0 Þ ð

n

nþ A0

A

Þ ¼ �SðA0Þ
XNðA0Þ

n¼1

e�b0n

log ðb�1
0 Þ ð

1

nþ A0

A

Þ: ðC:3Þ

Now we consider two cases separately: b0A0 /A� 1 and b0A0/A ~ 1 (we will show

that the case b0A0/A � 1 is unlikely to arise).

Box C.1 shows that if b0A0/A � 1, the summation in Eq. 7.63 results in:

�SðAÞ � �SðA0Þð1�
log ðA0

A Þ þ ª

log ðb�1
0 Þ Þ; ðC:4Þ

where g is Euler’s constant, 0.5772. . . .
If b0 A0/A is ~ 1, then a more complicated result, also shown in Box C.1, is

obtained.

The SAR given in Eq. C.4 can be applied either to upscaling or down-scaling

species’ richness. As before, for down-scaling, Eq. 7.27 is used to determine b0,
which is then substituted into Eq. C.4 to determine S�(A). For up-scaling, Eqs C.4 and
7.27 must be solved simultaneously. We see from the form of Eq. C.4 that for A0 �
A and b0A0/A � 1, the SAR is of the form:

�SðAÞ
�SðA0Þ ¼ alog ð A

A0

Þ þ b; ðC:11Þ

where:

a ¼ 1=logðb�1
0 Þ ðC:12Þ

and
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BoxC.1 Derivation of Eq. C.4

We start with Eq. C.3 and let A0/A  m0. Then, making the change of variable m ¼ n þ m0,
we can re-express Eq. C.3 as:

�SðAÞ �
�SðA0Þ

log ðb�1
0 Þ
XN0þm0

m¼m0þ1

e�b0meb0m0

m
¼ eb0m0 �SðA0Þ

log ðb�1
0 Þ
XN0þm0

m¼1

e�b0m

m
� eb0m0 �SðA0Þ

log ðb�1
0 Þ
Xm0

m¼1

e�b0m

m
:

ðC:5Þ

Now recall the three assumptions that are being made here: b0m0 � 1, A0/A � 1,
and exp(�b0N0) � 1. These assumptions, combined with the normalization condition on
F(n), inform us that:

1

log ðb�1
0 Þ
XN0þm0

m¼1

e�b0m

m
� 1: ðC:6Þ

Moreover, b0m0 � 1 allows us to approximate exp(–b0m0) � 1 and the second
summation on the right side of Eq. C.5 as (Abramowitz and Stegen, 1972):

Xm0

m¼1

e�b0m

m
� log ðm0Þ þ g: ðC:7Þ

Eq. C.4 immediately follows.
If b0m0 � 1, then Eq. C.7 is no longer a good approximation, but the following

expression quite accurately approximates the summation:

Xm0

m¼1

e�b0m

m
� :643log ð ðA0=AÞ1:55

0:408þ ðb0A0=AÞ1:55
Þ: ðC:8Þ

Eq. C.5 is now replaced with:

�SðAÞ � �SðA0Þeb0m0 ð1�
�643log ð ðA0=AÞ1:55

0:408þðb0A0=AÞ1:55Þ
log ðb�1

0 Þ Þ: ðC:9Þ

A third option, b0m0 � 1, will not arise provided S�(A) � N(A). To see this, we write:

b0A0 ¼ b0
NðA0Þ
NðAÞ � bðAÞNðAÞ

NðAÞ <1: ðC:10Þ

The inequality in this equation arises because S� � N implies b � 1.
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b ¼ 1 � g=logðb�1
0 Þ: ðC:13Þ

From Eqs C.11–C.13, we can extract further information about the shape of the

species–area relationship. For the case of down-scaling, b0 is a fixed parameter

determined using Eq.7.27 from the values of S�(A0) and N0 at scale A0. Hence, S�(A)
depends logarithmically on area.

For up-scaling species’ richness, we assume S�(A) is known and express S�(A0),

with A0 � A, as:

�SðA0Þ �
�SðAÞ

1� log ðA0A Þþª

log ðb�1
0 Þ

: ðC:14Þ

Using Eq. 7.27, this can be rewritten as:

�SðA0Þ �
�SðAÞ

1� log ðA0A Þþª
�SðA0Þ

b0NðA0Þ

¼
�SðA0Þ�SðAÞ

�SðA0Þ � b0NðA0Þ½log ðA0

A Þ þ ª	 : ðC:15Þ

Rearranging terms, we derive:

�SðA0Þ � �SðAÞ þ ªb0NðA0Þ þ b0NðA0Þlog ðA0

A
Þ: ðC:16Þ

At first glance, Eq. C.16 does not seem very helpful because the coefficient b0 in
front of the log(A0) term itself depends on S�(A0). However, numerical evaluation of

the up-scaling SAR from simultaneous solution of Eqs 7.27 and C.14 indicates

that b0N(A0) is nearly exactly constant over spatial scales for which our assumption

A0/A� 1 holds. In particular, with each doubling of area, A0 ! 2A0, N doubles and

b is approximately halved. At anchor scale, b(A)N(A) is only slightly smaller than

b0N(A0) because while N exactly doubles with each area doubling, b decreases by

slightly less than a factor of two for areas A0 only a little bigger than A. The bottom
line is that the coefficient b0N(A0) in front of the log(A0/A) term in Eq. C.16 is

approximated by the value of bN at anchor scale. Numerical solutions to the method

2 up-scaling equations (7.27 and C.4) for a variety of anchor scale boundary

conditions confirm the accuracy ot the approximations that lead to Eq. C.16.

A useful approximation for method 2 � 243
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